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Preface

This book is about constrained optimization. It begins with a thorough treatment
of linear programming and proceeds to convex analysis, network flows, integer pro-
gramming, quadratic programming, and convex optimization. Along the way, dynamic
programming and the linear complementarity problem are touched on as well.

The book aims to be a first introduction to the subject. Specific examples and
concrete algorithms precede more abstract topics. Nevertheless, topics covered are
developed in some depth, a large number of numerical examples are worked out in
detail, and many recent topics are included, most notably interior-point methods. The
exercises at the end of each chapter both illustrate the theory and, in some cases, extend
it.

Prerequisites.The book is divided into four parts. The first two parts assume a
background only in linear algebra. For the last two parts, some knowledge of multi-
variate calculus is necessary. In particular, the student should know how to use La-
grange multipliers to solve simple calculus problems in 2 and 3 dimensions.

Associated software.It is good to be able to solve small problems by hand, but the
problems one encounters in practice are large, requiring a computer for their solution.
Therefore, to fully appreciate the subject, one needs to solve large (practical) prob-
lems on a computer. An important feature of this book is that it comes with software
implementing the major algorithms described herein. At the time of writing, software
for the following five algorithms is available:

• The two-phase simplex method as shown in Figure 6.1.
• The self-dual simplex method as shown in Figure 7.1.
• The path-following method as shown in Figure 17.1.
• The homogeneous self-dual method as shown in Figure 21.1.
• The long-step homogeneous self-dual method as described in Exercise 21.4.

The programs that implement these algorithms are written in C and can be easily
compiled on most hardware platforms. Students/instructors are encouraged to install
and compile these programs on their local hardware. Great pains have been taken to
make the source code for these programs readable (see Appendix A). In particular, the
names of the variables in the programs are consistent with the notation of this book.

There are two ways to run these programs. The first is to prepare the input in a
standard computer-file format, called MPS format, and to run the program using such

xiii



xiv PREFACE

a file as input. The advantage of this input format is that there is an archive of problems
stored in this format, called the NETLIB suite, that one can download and use imme-
diately (a link to the NETLIB suite can be found at the web site mentioned below).
But, this format is somewhat archaic and, in particular, it is not easy to create these
files by hand. Therefore, the programs can also be run from within a problem model-
ing system called AMPL. AMPL allows one to describe mathematical programming
problems using an easy to read, yet concise, algebraic notation. To run the programs
within AMPL, one simply tells AMPL the name of the solver-program before asking
that a problem be solved. The text that describes AMPL, (Fourer et al. 1993), makes
an excellent companion to this book. It includes a discussion of many practical linear
programming problems. It also has lots of exercises to hone the modeling skills of the
student.

Several interesting computer projects can be suggested. Here are a few sugges-
tions regarding the simplex codes:

• Incorporate the partial pricing strategy (see Section 8.7) into the two-phase
simplex method and compare it with full pricing.
• Incorporate the steepest-edge pivot rule (see Section 8.8) into the two-phase

simplex method and compare it with the largest-coefficient rule.
• Modify the code for either variant of the simplex method so that it can treat

bounds and ranges implicitly (see Chapter 9), and compare the performance
with the explicit treatment of the supplied codes.
• Implement a “warm-start” capability so that the sensitivity analyses dis-

cussed in Chapter 7 can be done.
• Extend the simplex codes to be able to handle integer programming prob-

lems using the branch-and-bound method described in Chapter 22.

As for the interior-point codes, one could try some of the following projects:

• Modify the code for the path-following algorithm so that it implements the
affine-scaling method (see Chapter 20), and then compare the two methods.
• Modify the code for the path-following method so that it can treat bounds

and ranges implicitly (see Section 19.3), and compare the performance against
the explicit treatment in the given code.
• Modify the code for the path-following method to implement the higher-

order method described in Exercise 17.5. Compare.
• Extend the path-following code to solve quadratic programming problems

using the algorithm shown in Figure 23.3.
• Further extend the code so that it can solve convex optimization problems

using the algorithm shown in Figure 24.2.

And, perhaps the most interesting project of all:

• Compare the simplex codes against the interior-point code and decide for
yourself which algorithm is better on specific families of problems.
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The software implementing the various algorithms was developed using consistent
data structures and so making fair comparisons should be straightforward. The soft-
ware can be downloaded from the following web site:

http://www.princeton.edu/∼rvdb/LPbook/
If, in the future, further codes relating to this text are developed (for example, a self-
dual network simplex code), they will be made available through this web site.

Features.Here are some other features that distinguish this book from others:

• The development of the simplex method leads to Dantzig’s parametric self-
dual method. A randomized variant of this method is shown to be immune
to the travails of degeneracy.
• The book gives a balanced treatment to both the traditional simplex method

and the newer interior-point methods. The notation and analysis is devel-
oped to be consistent across the methods. As a result, the self-dual simplex
method emerges as the variant of the simplex method with most connections
to interior-point methods.
• From the beginning and consistently throughout the book, linear program-

ming problems are formulated insymmetric form. By highlighting symme-
try throughout, it is hoped that the reader will more fully understand and
appreciate duality theory.
• By slightly changing the right-hand side in the Klee–Minty problem, we are

able to write down an explicit dictionary for each vertex of the Klee–Minty
problem and thereby uncover (as a homework problem) a simple, elegant
argument why the Klee-Minty problem requires2n − 1 pivots to solve.
• The chapter on regression includes an analysis of the expected number of

pivots required by the self-dual variant of the simplex method. This analysis
is supported by an empirical study.
• There is an extensive treatment of modern interior-point methods, including

the primal–dual method, the affine-scaling method, and the self-dual path-
following method.
• In addition to the traditional applications, which come mostly from business

and economics, the book features other important applications such as the
optimal design of truss-like structures andL1-regression.

Exercises on the Web.There is always a need for fresh exercises. Hence, I have
created and plan to maintain a growing archive of exercises specifically created for use
in conjunction with this book. This archive is accessible from the book’s web site:

http://www.princeton.edu/∼rvdb/LPbook/
The problems in the archive are arranged according to the chapters of this book and
use notation consistent with that developed herein.

Advice on solving the exercises.Some problems are routine while others are fairly
challenging. Answers to some of the problems are given at the back of the book. In

http://www.princeton.edu/~rvdb/LPbook/
http://www.princeton.edu/~rvdb/LPbook/
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general, the advice given to me by Leonard Gross (when I was a student) should help
even on the hard problems:follow your nose.

Audience. This book evolved from lecture notes developed for my introduc-
tory graduate course in linear programming as well as my upper-level undergradu-
ate course. A reasonable undergraduate syllabus would cover essentially all of Part 1
(Simplex Method and Duality), the first two chapters of Part 2 (Network Flows and
Applications), and the first chapter of Part 4 (Integer Programming). At the gradu-
ate level, the syllabus should depend on the preparation of the students. For a well-
prepared class, one could cover the material in Parts 1 and 2 fairly quickly and then
spend more time on Parts 3 (Interior-Point Methods) and 4 (Extensions).

Dependencies.In general, Parts 2 and 3 are completely independent of each other.
Both depend, however, on the material in Part 1. The first Chapter in Part 4 (Integer
Programming) depends only on material from Part 1, whereas the remaining chapters
build on Part 3 material.

Acknowledgments.My interest in linear programming was sparked by Robert
Garfinkel when we shared an office at Bell Labs. I would like to thank him for
his constant encouragement, advice, and support. This book benefited greatly from
the thoughtful comments and suggestions of David Bernstein and Michael Todd. I
would also like to thank the following colleagues for their help: Ronny Ben-Tal, Leslie
Hall, Yoshi Ikura, Victor Klee, Irvin Lustig, Avi Mandelbaum, Marc Meketon, Narcis
Nabona, James Orlin, Andrzej Ruszczynski, and Henry Wolkowicz. I would like to
thank Gary Folven at Kluwer and Fred Hillier, the series editor, for encouraging me to
undertake this project. I would like to thank my students for finding many typos and
occasionally more serious errors: John Gilmartin, Jacinta Warnie, Stephen Woolbert,
Lucia Wu, and Bing Yang My thanks to Erhan Çınlar for the many times he offered
advice on questions of style. I hope this book reflects positively on his advice. Finally,
I would like to acknowledge the support of the National Science Foundation and the
Air Force Office of Scientific Research for supporting me while writing this book. In
a time of declining resources, I am especially grateful for their support.

Robert J. Vanderbei
September, 1996



Preface to 2nd Edition

For the 2nd edition, many new exercises have been added. Also I have worked
hard to develop online tools to aid in learning the simplex method and duality theory.
These online tools can be found on the book’s web page:

http://www.princeton.edu/∼rvdb/LPbook/

and are mentioned at appropriate places in the text. Besides the learning tools, I have
created several online exercises. These exercises use randomly generated problems
and therefore represent a virtually unlimited collection of “routine” exercises that can
be used to test basic understanding. Pointers to these online exercises are included in
the exercises sections at appropriate points.

Some other notable changes include:

• The chapter on network flows has been completely rewritten. Hopefully, the
new version is an improvement on the original.
• Two different fonts are now used to distinguish between the set of basic

indices and the basis matrix.
• The first edition placed great emphasis on the symmetry between the primal

and the dual (the negative transpose property). The second edition carries
this further with a discussion of the relationship between the basic and non-
basic matricesB andN as they appear in the primal and in the dual. We
show that, even though these matrices differ (they even have different di-
mensions),B−1N in the dual is the negative transpose of the corresponding
matrix in the primal.
• In the chapters devoted to the simplex method in matrix notation, the collec-

tion of variablesz1, z2, . . . , zn, y1, y2, . . . , ym was replaced, in the first edi-
tion, with the single array of variablesy1, y2, . . . , yn+m. This caused great
confusion as the variableyi in the original notation was changed toyn+i in
the new notation. For the second edition, I have changed the notation for the
single array toz1, z2, . . . , zn+m.

• A number of figures have been added to the chapters on convex analysis and
on network flow problems.

xvii

http://www.princeton.edu/~rvdb/LPbook/


xviii PREFACE TO 2ND EDITION

• The algorithm refered to as the primal–dual simplex method in the first edi-
tion has been renamed the parametric self-dual simplex method in accor-
dance with prior standard usage.
• The last chapter, on convex optimization, has been extended with a discus-

sion of merit functions and their use in shortenning steps to make some
otherwise nonconvergent problems converge.

Acknowledgments.Many readers have sent corrections and suggestions for im-
provement. Many of the corrections were incorporated into earlier reprintings. Only
those that affected pagination were accrued to this new edition. Even though I cannot
now remember everyone who wrote, I am grateful to them all. Some sent comments
that had significant impact. They were Hande Benson, Eric Denardo, Sudhakar Man-
dapati, Michael Overton, and Jos Sturm.

Robert J. Vanderbei
December, 2000
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Basic Theory—The Simplex Method
and Duality



We all love to instruct, though we can teach only
what is not worth knowing.— J. Austen



CHAPTER 1

Introduction

This book is mostly about a subject called Linear Programming. Before defining
what we mean, in general, by a linear programming problem, let us describe a few
practical real-world problems that serve to motivate and at least vaguely to define this
subject.

1. Managing a Production Facility

Consider a production facility for a manufacturing company. The facility is ca-
pable of producing a variety of products that, for simplicity, we shall enumerate as
1, 2, . . . , n. These products are constructed/manufactured/produced out of certain raw
materials. Let us assume that there arem different raw materials, which again we shall
simply enumerate as1, 2, . . . ,m. The decisions involved in managing/operating this
facility are complicated and arise dynamically as market conditions evolve around it.
However, to describe a simple, fairly realistic optimization problem, we shall consider
a particular snapshot of the dynamic evolution. At this specific point in time, the fa-
cility has, for each raw materiali = 1, 2, . . . ,m, a known amount, saybi, on hand.
Furthermore, each raw material has at this moment in time a known unit market value.
We shall denote the unit value of theith raw material byρi.

In addition, each product is made from known amounts of the various raw materi-
als. That is, producing one unit of productj requires a certain known amount, sayaij

units, of raw materiali. Also, thejth final product can be sold at the known prevailing
market price ofσj dollars per unit.

Throughout this section we make an important assumption:

The production facility is small relative to the market as a whole
and therefore cannot through its actions alter the prevailing market
value of its raw materials, nor can it affect the prevailing market
price for its products.

We shall consider two optimization problems related to the efficient operation of
this facility (later, in Chapter 5, we shall see that these two problems are in fact closely
related to each other).

1.1. Production Manager as Optimist. The first problem we wish to consider
is the one faced by the company’s production manager. It is the problem of how to use

3



4 1. INTRODUCTION

the raw materials on hand. Let us assume that she decides to producexj units of the
jth product,j = 1, 2, . . . , n. The revenue associated with the production of one unit
of productj is σj . But there is also a cost of raw materials that must be considered.
The cost of producing one unit of productj is

∑m
i=1 ρiaij . Therefore, the net revenue

associated with the production of one unit is the difference between the revenue and
the cost. Since the net revenue plays an important role in our model, we introduce
notation for it by setting

cj = σj −
m∑

i=1

ρiaij , j = 1, 2, . . . , n.

Now, the net revenue corresponding to the production ofxj units of productj is simply
cjxj , and the total net revenue is

(1.1)
n∑

j=1

cjxj .

The production planner’s goal is to maximize this quantity. However, there are con-
straints on the production levels that she can assign. For example, each production
quantityxj must be nonnegative, and so she has the constraint

(1.2) xj ≥ 0, j = 1, 2, . . . , n.

Secondly, she can’t produce more product than she has raw material for. The amount
of raw materiali consumed by a given production schedule is

∑n
j=1 aijxj , and so she

must adhere to the following constraints:

(1.3)
n∑

j=1

aijxj ≤ bi i = 1, 2, . . . ,m.

To summarize, the production manager’s job is to determine production valuesxj ,
j = 1, 2, . . . , n, so as to maximize (1.1) subject to the constraints given by (1.2) and
(1.3). This optimization problem is an example of a linear programming problem.
This particular example is often called theresource allocation problem.

1.2. Comptroller as Pessimist.In another office at the production facility sits
an executive called the comptroller. The comptroller’s problem (among others) is to
assign a value to the raw materials on hand. These values are needed for accounting
and planning purposes to determine thecost of inventory. There are rules about how
these values can be set. The most important such rule (and the only one relevant to our
discussion) is the following:
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The company must be willing to sell the raw materials should an
outside firm offer to buy them at a price consistent with these val-
ues.

Let wi denote the assigned unit value of theith raw material,i = 1, 2, . . . ,m.
That is, these are the numbers that the comptroller must determine. Thelost oppor-
tunity costof havingbi units of raw materiali on hand isbiwi, and so the total lost
opportunity cost is

(1.4)
m∑

i=1

biwi.

The comptroller’s goal is to minimize this lost opportunity cost (to make the financial
statements look as good as possible). But again, there are constraints. First of all, each
assigned unit valuewi must be no less than the prevailing unit market valueρi, since
if it were less an outsider would buy the company’s raw material at a price lower than
ρi, contradicting the assumption thatρi is the prevailing market price. That is,

(1.5) wi ≥ ρi, i = 1, 2, . . . ,m.

Similarly,

(1.6)
m∑

i=1

wiaij ≥ σj , j = 1, 2, . . . , n.

To see why, suppose that the opposite inequality holds for some specific productj.
Then an outsider could buy raw materials from the company, produce productj, and
sell it at a lower price than the prevailing market price. This contradicts the assumption
thatσj is the prevailing market price, which cannot be lowered by the actions of the
company we are studying. Minimizing (1.4) subject to the constraints given by (1.5)
and (1.6) is a linear programming problem. It takes on a slightly simpler form if we
make a change of variables by letting

yi = wi − ρi, i = 1, 2, . . . ,m.

In words,yi is the increase in the unit value of raw materiali representing the “mark-
up” the company would charge should it wish simply to act as a reseller and sell raw
materials back to the market. In terms of these variables, the comptroller’s problem is
to minimize

m∑
i=1

biyi
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subject to
m∑

i=1

yiaij ≥ cj , j = 1, 2, . . . , n

and
yi ≥ 0, i = 1, 2, . . . ,m.

Note that we’ve dropped a term,
∑m

i=1 biρi, from the objective. It is a constant (the
market value of the raw materials), and so, while it affects the value of the function
being minimized, it does not have any impact on the actual optimal values of the
variables (whose determination is the comptroller’s main interest).

2. The Linear Programming Problem

In the two examples given above, there have been variables whose values are to be
decided in some optimal fashion. These variables are referred to asdecision variables.
They are usually written as

xj , j = 1, 2, . . . , n.

In linear programming, the objective is always to maximize or to minimize some linear
function of these decision variables

ζ = c1x1 + c2x2 + · · ·+ cnxn.

This function is called theobjective function. It often seems that real-world prob-
lems are most naturally formulated as minimizations (since real-world planners al-
ways seem to be pessimists), but when discussing mathematics it is usually nicer to
work with maximization problems. Of course, converting from one to the other is triv-
ial both from the modeler’s viewpoint (either minimize cost or maximize profit) and
from the analyst’s viewpoint (either maximizeζ or minimize−ζ). Since this book is
primarily about the mathematics of linear programming, we shall usually consider our
aim one of maximizing the objective function.

In addition to the objective function, the examples also had constraints. Some
of these constraints were really simple, such as the requirement that some decision
variable be nonnegative. Others were more involved. But in all cases the constraints
consisted of either an equality or an inequality associated with some linear combina-
tion of the decision variables:

a1x1 + a2x2 + · · ·+ anxn


≤
=

≥

 b.
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It is easy to convert constraints from one form to another. For example, an in-
equality constraint

a1x1 + a2x2 + · · ·+ anxn ≤ b

can be converted to an equality constraint by adding a nonnegative variable,w, which
we call aslack variable:

a1x1 + a2x2 + · · ·+ anxn + w = b, w ≥ 0.

On the other hand, an equality constraint

a1x1 + a2x2 + · · ·+ anxn = b

can be converted to inequality form by introducing two inequality constraints:

a1x1 + a2x2 + · · ·+ anxn ≤ b

a1x1 + a2x2 + · · ·+ anxn ≥ b.

Hence, in some sense, there is no a priori preference for how one poses the constraints
(as long as they are linear, of course). However, we shall also see that, from a math-
ematical point of view, there is a preferred presentation. It is to pose the inequalities
as less-thans and to stipulate that all the decision variables be nonnegative. Hence, the
linear programming problem as we shall study it can be formulated as follows:

maximize c1x1 + c2x2 + · · ·+ cnxn

subject to a11x1 + a12x2 + · · ·+ a1nxn ≤ b1

a21x1 + a22x2 + · · ·+ a2nxn ≤ b2
...

am1x1 + am2x2 + · · ·+ amnxn ≤ bm
x1, x2, . . . xn ≥ 0.

We shall refer to linear programs formulated this way as linear programs instandard
form. We shall always usem to denote the number of constraints, andn to denote the
number of decision variables.

A proposal of specific values for the decision variables is called asolution. A
solution (x1, x2, . . . , xn) is calledfeasibleif it satisfies all of the constraints. It is
calledoptimal if in addition it attains the desired maximum. Some problems are just
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simply infeasible, as the following example illustrates:

maximize 5x1 + 4x2

subject to x1 + x2 ≤ 2

−2x1 − 2x2 ≤−9

x1, x2 ≥ 0.

Indeed, the second constraint implies thatx1 + x2 ≥ 4.5, which contradicts the first
constraint. If a problem has no feasible solution, then the problem itself is called
infeasible.

At the other extreme from infeasible problems, one finds unbounded problems.
A problem isunboundedif it has feasible solutions with arbitrarily large objective
values. For example, consider

maximize x1 − 4x2

subject to−2x1 + x2 ≤−1

−x1 − 2x2 ≤−2

x1, x2 ≥ 0.

Here, we could setx2 to zero and letx1 be arbitrarily large. As long asx1 is greater
than2 the solution will be feasible, and as it gets large the objective function does too.
Hence, the problem is unbounded. In addition to finding optimal solutions to linear
programming problems, we shall also be interested in detecting when a problem is
infeasible or unbounded.

Exercises

1.1 A steel company must decide how to allocate next week’s time on a rolling
mill, which is a machine that takes unfinished slabs of steel as input and can
produce either of two semi-finished products: bands and coils. The mill’s
two products come off the rolling line at different rates:

Bands 200 tons/hr

Coils 140 tons/hr .

They also produce different profits:

Bands $ 25/ton

Coils $ 30/ton .

Based on currently booked orders, the following upper bounds are placed on
the amount of each product to produce:
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Bands 6000 tons

Coils 4000 tons .

Given that there are 40 hours of production time available this week, the
problem is to decide how many tons of bands and how many tons of coils
should be produced to yield the greatest profit. Formulate this problem as a
linear programming problem. Can you solve this problem by inspection?

1.2 A small airline, Ivy Air, flies between three cities: Ithaca, Newark, and
Boston. They offer several flights but, for this problem, let us focus on
the Friday afternoon flight that departs from Ithaca, stops in Newark, and
continues to Boston. There are three types of passengers:
(a) Those traveling from Ithaca to Newark.
(b) Those traveling from Newark to Boston.
(c) Those traveling from Ithaca to Boston.

The aircraft is a small commuter plane that seats 30 passengers. The airline
offers three fare classes:
(a) Y class: full coach.
(b) B class: nonrefundable.
(c) M class: nonrefundable, 3-week advanced purchase.

Ticket prices, which are largely determined by external influences (i.e., com-
petitors), have been set and advertised as follows:

Ithaca–Newark Newark–Boston Ithaca–Boston

Y 300 160 360

B 220 130 280

M 100 80 140

Based on past experience, demand forecasters at Ivy Air have determined
the following upper bounds on the number of potential customers in each of
the9 possible origin-destination/fare-class combinations:

Ithaca–Newark Newark–Boston Ithaca–Boston

Y 4 8 3

B 8 13 10

M 22 20 18

The goal is to decide how many tickets from each of the9 origin/destination/fare-
class combinations to sell. The constraints are that the plane cannot be
overbooked on either of the two legs of the flight and that the number of
tickets made available cannot exceed the forecasted maximum demand. The
objective is to maximize the revenue. Formulate this problem as a linear
programming problem.
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1.3 Suppose thatY is a random variable taking on one ofn known values:

a1, a2, . . . , an.

Suppose we know thatY either has distributionp given by

P(Y = aj) = pj

or it has distributionq given by

P(Y = aj) = qj .

Of course, the numberspj , j = 1, 2, . . . , n are nonnegative and sum to
one. The same is true for theqj ’s. Based on a single observation ofY ,
we wish to guess whether it has distributionp or distributionq. That is,
for each possible outcomeaj , we will assert with probabilityxj that the
distribution isp and with probability1−xj that the distribution isq. We wish
to determine the probabilitiesxj , j = 1, 2, . . . , n, such that the probability
of saying the distribution isp when in fact it isq has probability no larger
thanβ, whereβ is some small positive value (such as0.05). Furthermore,
given this constraint, we wish to maximize the probability that we say the
distribution isp when in fact it isp. Formulate this maximization problem
as a linear programming problem.

Notes

The subject of linear programming has its roots in the study of linear inequali-
ties, which can be traced as far back as 1826 to the work of Fourier. Since then, many
mathematicians have proved special cases of the most important result in the subject—
the duality theorem. The applied side of the subject got its start in 1939 when L.V.
Kantorovich noted the practical importance of a certain class of linear programming
problems and gave an algorithm for their solution—see Kantorovich (1960). Unfortu-
nately, for several years, Kantorovich’s work was unknown in the West and unnoticed
in the East. The subject really took off in 1947 when G.B. Dantzig invented thesimplex
methodfor solving the linear programming problems that arose in U.S. Air Force plan-
ning problems. The earliest published accounts of Dantzig’s work appeared in 1951
(Dantzig 1951a,b). His monograph (Dantzig 1963) remains an important reference. In
the same year that Dantzig invented the simplex method, T.C. Koopmans showed that
linear programming provided the appropriate model for the analysis of classical eco-
nomic theories. In 1975, the Royal Swedish Academy of Sciences awarded the Nobel
Prize in economic science to L.V. Kantorovich and T.C. Koopmans “for their contri-
butions to the theory of optimum allocation of resources.” Apparently the academy
regarded Dantzig’s work as too mathematical for the prize in economics (and there is
no Nobel Prize in mathematics).
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The textbooks by Bradley et al. (1977), Bazaraa et al. (1977), and Hillier &
Lieberman (1977) are known for their extensive collections of interesting practical
applications.





CHAPTER 2

The Simplex Method

In this chapter we present the simplex method as it applies to linear programming
problems in standard form.

1. An Example

We first illustrate how the simplex method works on a specific example:

(2.1)

maximize 5x1 + 4x2 + 3x3

subject to2x1 + 3x2 + x3 ≤ 5

4x1 + x2 + 2x3 ≤ 11

3x1 + 4x2 + 2x3 ≤ 8

x1, x2, x3 ≥ 0.

We start by adding so-calledslack variables. For each of the less-than inequalities in
(2.1) we introduce a new variable that represents the difference between the right-hand
side and the left-hand side. For example, for the first inequality,

2x1 + 3x2 + x3 ≤ 5,

we introduce the slack variablew1 defined by

w1 = 5− 2x1 − 3x2 − x3.

It is clear then that this definition ofw1, together with the stipulation thatw1 be non-
negative, is equivalent to the original constraint. We carry out this procedure for each
of the less-than constraints to get an equivalent representation of the problem:

(2.2)

maximize ζ = 5x1 + 4x2 + 3x3

subject tow1 = 5− 2x1 − 3x2 − x3

w2 = 11− 4x1 − x2 − 2x3

w3 = 8− 3x1 − 4x2 − 2x3

x1, x2, x3, w1, w2, w3 ≥ 0.

13
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Note that we have included a notation,ζ, for the value of the objective function,5x1 +
4x2 + 3x3.

The simplex method is an iterative process in which we start with a solution
x1, x2, . . . , w3 that satisfies the equations and nonnegativities in (2.2) and then look
for a new solution̄x1, x̄2, . . . , w̄3, which is better in the sense that it has a larger ob-
jective function value:

5x̄1 + 4x̄2 + 3x̄3 > 5x1 + 4x2 + 3x3.

We continue this process until we arrive at a solution that can’t be improved. This final
solution is then an optimal solution.

To start the iterative process, we need an initial feasible solutionx1, x2, . . . , w3.
For our example, this is easy. We simply set all the original variables to zero and use
the defining equations to determine the slack variables:

x1 = 0, x2 = 0, x3 = 0, w1 = 5, w2 = 11, w3 = 8.

The objective function value associated with this solution isζ = 0.
We now ask whether this solution can be improved. Since the coefficient ofx1

is positive, if we increase the value ofx1 from zero to some positive value, we will
increaseζ. But as we change its value, the values of the slack variables will also
change. We must make sure that we don’t let any of them go negative. Sincex2 =
x3 = 0, we see thatw1 = 5 − 2x1, and so keepingw1 nonnegative imposes the
restriction thatx1 must not exceed5/2. Similarly, the nonnegativity ofw2 imposes
the bound thatx1 ≤ 11/4, and the nonnegativity ofw3 introduces the bound that
x1 ≤ 8/3. Since all of these conditions must be met, we see thatx1 cannot be made
larger than the smallest of these bounds:x1 ≤ 5/2. Our new, improved solution then
is

x1 =
5
2
, x2 = 0, x3 = 0, w1 = 0, w2 = 1, w3 =

1
2
.

This first step was straightforward. It is less obvious how to proceed. What made
the first step easy was the fact that we had one group of variables that were initially
zero and we had the rest explicitly expressed in terms of these. This property can be
arranged even for our new solution. Indeed, we simply must rewrite the equations in
(2.2) in such a way thatx1, w2, w3, andζ are expressed as functions ofw1, x2, and
x3. That is, the roles ofx1 andw1 must be swapped. To this end, we use the equation
for w1 in (2.2) to solve forx1:

x1 =
5
2
− 1

2
w1 −

3
2
x2 −

1
2
x3.

The equations forw2, w3, andζ must also be doctored so thatx1 does not appear on
the right. The easiest way to accomplish this is to do so-calledrow operationson the
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equations in (2.2). For example, if we take the equation forw2 and subtract two times
the equation forw1 and then bring thew1 term to the right-hand side, we get

w2 = 1 + 2w1 + 5x2.

Performing analogous row operations forw3 andζ, we can rewrite the equations in
(2.2) as

(2.3)

ζ = 12.5− 2.5w1 − 3.5x2 + 0.5x3

x1 = 2.5− 0.5w1 − 1.5x2 − 0.5x3

w2 = 1 + 2w1 + 5x2

w3 = 0.5 + 1.5w1 + 0.5x2 − 0.5x3.

Note that we can recover our current solution by setting the “independent” variables
to zero and using the equations to read off the values for the “dependent” variables.

Now we see that increasingw1 or x2 will bring about adecreasein the objective
function value, and sox3, being the only variable with a positive coefficient, is the
only independent variable that we can increase to obtain a further increase in the ob-
jective function. Again, we need to determine how much this variable can be increased
without violating the requirement that all the dependent variables remain nonnegative.
This time we see that the equation forw2 is not affected by changes inx3, but the
equations forx1 andw3 do impose bounds, namelyx3 ≤ 5 andx3 ≤ 1, respectively.
The latter is the tighter bound, and so the new solution is

x1 = 2, x2 = 0, x3 = 1, w1 = 0, w2 = 1, w3 = 0.

The corresponding objective function value isζ = 13.
Once again, we must determine whether it is possible to increase the objective

function further and, if so, how. Therefore, we need to write our equations with
ζ, x1, w2, andx3 written as functions ofw1, x2, andw3. Solving the last equation
in (2.3) forx3, we get

x3 = 1 + 3w1 + x2 − 2w3.

Also, performing the appropriate row operations, we can eliminatex3 from the other
equations. The result of these operations is

(2.4)

ζ = 13− w1 − 3x2 − w3

x1 = 2− 2w1 − 2x2 + w3

w2 = 1 + 2w1 + 5x2

x3 = 1 + 3w1 + x2 − 2w3.
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We are now ready to begin the third iteration. The first step is to identify an
independent variable for which an increase in its value would produce a corresponding
increase inζ. But this time there is no such variable, since all the variables have
negative coefficients in the expression forζ. This fact not only brings the simplex
method to a standstill but also proves that the current solution is optimal. The reason
is quite simple. Since the equations in (2.4) are completely equivalent to those in
(2.2) and, since all the variables must be nonnegative, it follows thatζ ≤ 13 for every
feasible solution. Since our current solution attains the value of13, we see that it is
indeed optimal.

1.1. Dictionaries, Bases, Etc.The systems of equations (2.2), (2.3), and (2.4)
that we have encountered along the way are calleddictionaries. With the exception of
ζ, the variables that appear on the left (i.e., the variables that we have been referring
to as the dependent variables) are calledbasic variables. Those on the right (i.e., the
independent variables) are callednonbasic variables. The solutions we have obtained
by setting the nonbasic variables to zero are calledbasic feasible solutions.

2. The Simplex Method

Consider the general linear programming problem presented in standard form:

maximize
n∑

j=1

cjxj

subject to
n∑

j=1

aijxj ≤ bi i = 1, 2, . . . ,m

xj ≥ 0 j = 1, 2, . . . , n.

Our first task is to introduce slack variables and a name for the objective function
value:

(2.5)

ζ =
n∑

j=1

cjxj

wi = bi −
n∑

j=1

aijxj i = 1, 2, . . . ,m.

As we saw in our example, as the simplex method proceeds, the slack variables be-
come intertwined with the original variables, and the whole collection is treated the
same. Therefore, it is at times convenient to have a notation in which the slack vari-
ables are more or less indistinguishable from the original variables. So we simply add
them to the end of the list ofx-variables:

(x1, . . . , xn, w1, . . . , wm) = (x1, . . . , xn, xn+1, . . . , xn+m).
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That is, we letxn+i = wi. With this notation, we can rewrite (2.5) as

ζ =
n∑

j=1

cjxj

xn+i = bi −
n∑

j=1

aijxj i = 1, 2, . . . ,m.

This is the starting dictionary. As the simplex method progresses, it moves from one
dictionary to another in its search for an optimal solution. Each dictionary hasm
basic variables andn nonbasic variables. LetB denote the collection of indices from
{1, 2, . . . , n +m} corresponding to the basic variables, and letN denote the indices
corresponding to the nonbasic variables. Initially, we haveN = {1, 2, . . . , n} and
B = {n + 1, n + 2, . . . , n + m}, but this of course changes after the first iteration.
Down the road, the current dictionary will look like this:

(2.6)

ζ = ζ̄ +
∑
j∈N

c̄jxj

xi = b̄i −
∑
j∈N

āijxj i ∈ B.

Note that we have put bars over the coefficients to indicate that they change as the
algorithm progresses.

Within each iteration of the simplex method, exactly one variable goes from non-
basic to basic and exactly one variable goes from basic to nonbasic. We saw this
process in our example, but let us now describe it in general.

The variable that goes from nonbasic to basic is called theentering variable. It
is chosen with the aim of increasingζ; that is, one whose coefficient is positive:pick
k from {j ∈ N : c̄j > 0}. Note that if this set is empty, then the current solution is
optimal. If the set consists of more than one element (as is normally the case), then we
have a choice of which element to pick. There are several possible selection criteria,
some of which will be discussed in the next chapter. For now, suffice it to say that we
usually pick an indexk having the largest coefficient (which again could leave us with
a choice).

The variable that goes from basic to nonbasic is called theleaving variable. It is
chosen to preserve nonnegativity of the current basic variables. Once we have decided
thatxk will be the entering variable, its value will be increased from zero to a positive
value. This increase will change the values of the basic variables:

xi = b̄i − āikxk, i ∈ B.
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We must ensure that each of these variables remains nonnegative. Hence, we require
that

(2.7) b̄i − āikxk ≥ 0, i ∈ B.

Of these expressions, the only ones that can go negative asxk increases are those for
which āik is positive; the rest remain fixed or increase. Hence, we can restrict our
attention to thosei’s for which āik is positive. And for such ani, the value ofxk at
which the expression becomes zero is

xk = b̄i/āik.

Since we don’t want any of these to go negative, we must raisexk only to the smallest
of all of these values:

xk = min
i∈B:āik>0

b̄i/āik.

Therefore, with a certain amount of latitude remaining, the rule for selecting the leav-
ing variable ispick l from{i ∈ B : āik > 0 and b̄i/āik is minimal}.

The rule just given for selecting a leaving variable describes exactly the process
by which we use the rule in practice. That is, we look only at those variables for
which āik is positive and among those we select one with the smallest value of the
ratio b̄i/āik. There is, however, another, entirely equivalent, way to write this rule
which we will often use. To derive this alternate expression we use the convention
that0/0 = 0 and rewrite inequalities (2.7) as

1
xk
≥ āik

b̄i
, i ∈ B

(we shall discuss shortly what happens when one of these ratios is an indeterminate
form 0/0 as well as what it means if none of the ratios are positive). Since we wish to
take the largest possible increase inxk, we see that

xk =
(

max
i∈B

āik

b̄i

)−1

.

Hence, the rule for selecting the leaving variable is as follows:pick l from {i ∈ B :
āik/b̄i is maximal}.

The main difference between these two ways of writing the rule is that in one we
minimize the ratio of̄aik to b̄i whereas in the other we maximize the reciprocal ratio.
Of course, in the minimize formulation one must take care about the sign of theāik ’s.
In the remainder of this book we will encounter these types of ratios often. We will
always write them in the maximize form since that is shorter to write, acknowledging
full well the fact that it is often more convenient, in practice, to do it the other way.
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Once the leaving-basic and entering-nonbasic variables have been selected, the
move from the current dictionary to the new dictionary involves appropriate row oper-
ations to achieve the interchange. This step from one dictionary to the next is called a
pivot.

As mentioned above, there is often more than one choice for the entering and the
leaving variables. Particular rules that make the choice unambiguous are calledpivot
rules.

3. Initialization

In the previous section, we presented the simplex method. However, we only
considered problems for which the right-hand sides were all nonnegative. This ensured
that the initial dictionary was feasible. In this section, we shall discuss what one needs
to do when this is not the case.

Given a linear programming problem

maximize
n∑

j=1

cjxj

subject to
n∑

j=1

aijxj ≤ bi i = 1, 2, . . . ,m

xj ≥ 0 j = 1, 2, . . . , n,

the initial dictionary that we introduced in the preceding section was

ζ =
n∑

j=1

cjxj

wi = bi −
n∑

j=1

aijxj i = 1, 2, . . . ,m.

The solution associated with this dictionary is obtained by setting eachxj to zero and
setting eachwi equal to the correspondingbi. This solution is feasible if and only
if all the right-hand sides are nonnegative. But what if they are not? We handle this
difficulty by introducing anauxiliary problemfor which

(1) a feasible dictionary is easy to find and
(2) the optimal dictionary provides a feasible dictionary for the original prob-

lem.
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The auxiliary problem is

maximize−x0

subject to
n∑

j=1

aijxj − x0 ≤ bi i = 1, 2, . . . ,m

xj ≥ 0 j = 0, 1, . . . , n.

It is easy to give a feasible solution to this auxiliary problem. Indeed, we simply set
xj = 0, for j = 1, . . . , n, and then pickx0 sufficiently large. It is also easy to see that
the original problem has a feasible solution if and only if the auxiliary problem has
a feasible solution withx0 = 0. In other words, the original problem has a feasible
solution if and only if the optimal solution to the auxiliary problem has objective value
zero.

Even though the auxiliary problem clearly has feasible solutions, we have not yet
shown that it has an easily obtained feasible dictionary. It is best to illustrate how to
obtain a feasible dictionary with an example:

maximize−2x1 − x2

subject to −x1 + x2 ≤−1

−x1 − 2x2 ≤−2

x2 ≤ 1

x1, x2 ≥ 0.

The auxiliary problem is

maximize−x0

subject to−x1 + x2 − x0 ≤−1

−x1 − 2x2 − x0 ≤−2

x2 − x0 ≤ 1

x0, x1, x2 ≥ 0.

Next we introduce slack variables and write down an initialinfeasible dictionary:

ξ = − x0

w1 =−1 + x1 − x2 + x0

w2 =−2 + x1 + 2x2 + x0

w3 = 1 − x2 + x0.
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This dictionary is infeasible, but it is easy to convert it into a feasible dictionary. In
fact, all we need to do is one pivot with variablex0 entering and the “most infeasible
variable,”w2, leaving the basis:

ξ =−2 + x1 + 2x2 −w2

w1 = 1 − 3x2 +w2

x0 = 2− x1 − 2x2 +w2

w3 = 3− x1 − 3x2 +w2.

Note that we now have a feasible dictionary, so we can apply the simplex method as
defined earlier in this chapter. For the first step, we pickx2 to enter andw1 to leave
the basis:

ξ =−1.33 + x1 − 0.67w1 − 0.33w2

x2 = 0.33 − 0.33w1 + 0.33w2

x0 = 1.33− x1 + 0.67w1 + 0.33w2

w3 = 2− x1 + w1 .

Now, for the second step, we pickx1 to enter andx0 to leave the basis:

ξ = 0− x0

x2 = 0.33 − 0.33w1 + 0.33w2

x1 = 1.33− x0 + 0.67w1 + 0.33w2

w3 = 0.67 + x0 + 0.33w1 − 0.33w2.

This dictionary is optimal for the auxiliary problem. We now dropx0 from the equa-
tions and reintroduce the original objective function:

ζ = −2x1 − x2 = −3− w1 − w2.

Hence, the starting feasible dictionary for the original problem is

ζ = −3− w1 − w2

x2 = 0.33− 0.33w1 + 0.33w2

x1 = 1.33 + 0.67w1 + 0.33w2

w3 = 0.67 + 0.33w1 − 0.33w2.

As it turns out, this dictionary is optimal for the original problem (since the coefficients
of all the variables in the equation forζ are negative), but we can’t expect to be this
lucky in general. All we normally can expect is that the dictionary so obtained will
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be feasible for the original problem, at which point we continue to apply the simplex
method until an optimal solution is reached.

The process of solving the auxiliary problem to find an initial feasible solution is
often referred to asPhase I, whereas the process of going from a feasible solution to
an optimal solution is calledPhase II.

4. Unboundedness

In this section, we shall discuss how to detect when the objective function value
is unbounded.

Let us now take a closer look at the “leaving variable” computation:pick l from
{i ∈ B : āik/b̄i is maximal}. We avoided the issue before, but now we must face what
to do if a denominator in one of these ratios vanishes. If the numerator is nonzero, then
it is easy to see that the ratio should be interpreted as plus or minus infinity depending
on the sign of the numerator. For the case of0/0, the correct convention (as we’ll see
momentarily) is to take this as a zero.

What if all of the ratios,̄aik/b̄i, are nonpositive? In that case, none of the basic
variables will become zero as the entering variable increases. Hence, the entering
variable can be increased indefinitely to produce an arbitrarily large objective value.
In such situations, we say that the problem isunbounded. For example, consider the
following dictionary:

ζ = 5 + x3 − x1

x2 = 5 + 2x3 − 3x1

x4 = 7 − 4x1

x5 = x1.

The entering variable isx3 and the ratios are

−2/5, −0/7, 0/0.

Since none of these ratios is positive, the problem is unbounded.
In the next chapter, we will investigate what happens when some of these ratios

take the value+∞.

5. Geometry

When the number of variables in a linear programming problem is three or less,
we can graph the set of feasible solutions together with the level sets of the objective
function. From this picture, it is usually a trivial matter to write down the optimal
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FIGURE 2.1. The set of feasible solutions together with level sets
of the objective function.

solution. To illustrate, consider the following problem:

maximize 3x1 + 2x2

subject to−x1 + 3x2 ≤ 12

x1 + x2 ≤ 8

2x1 − x2 ≤ 10

x1, x2 ≥ 0.

Each constraint (including the nonnegativity constraints on the variables) is a half-
plane. These half-planes can be determined by first graphing the equation one obtains
by replacing the inequality with an equality and then asking whether or not some
specific point that doesn’t satisfy the equality (often(0, 0) can be used) satisfies the
inequality constraint. The set of feasible solutions is just the intersection of these half-
planes. For the problem given above, this set is shown in Figure 2.1. Also shown
are two level sets of the objective function. One of them indicates points at which
the objective function value is11. This level set passes through the middle of the
set of feasible solutions. As the objective function value increases, the corresponding
level set moves to the right. The level set corresponding to the case where the objec-
tive function equals22 is the last level set that touches the set of feasible solutions.
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Clearly, this is the maximum value of the objective function. The optimal solution is
the intersection of this level set with the set of feasible solutions. Hence, we see from
Figure 2.1 that the optimal solution is(x1, x2) = (6, 2).

Exercises

Solve the following linear programming problems. If you wish, you may check
your arithmetic by using the simple online pivot tool:

campuscgi.princeton.edu/∼rvdb/JAVA/pivot/simple.html

2.1 maximize 6x1 + 8x2 + 5x3 + 9x4

subject to2x1 + x2 + x3 + 3x4 ≤ 5

x1 + 3x2 + x3 + 2x4 ≤ 3

x1, x2, x3, x4 ≥ 0.

2.2 maximize 2x1 + x2

subject to2x1 + x2 ≤ 4

2x1 + 3x2 ≤ 3

4x1 + x2 ≤ 5

x1 + 5x2 ≤ 1

x1, x2 ≥ 0.

2.3 maximize 2x1 − 6x2

subject to−x1 − x2 − x3 ≤−2

2x1 − x2 + x3 ≤ 1

x1, x2, x3 ≥ 0.

2.4 maximize−x1 − 3x2 − x3

subject to 2x1 − 5x2 + x3 ≤−5

2x1 − x2 + 2x3 ≤ 4

x1, x2, x3 ≥ 0.

2.5 maximize x1 + 3x2

subject to−x1 − x2 ≤−3

−x1 + x2 ≤−1

x1 + 2x2 ≤ 4

x1, x2 ≥ 0.

http://campuscgi.princeton.edu/~rvdb/JAVA/pivot/simple.html
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2.6 maximize x1 + 3x2

subject to−x1 − x2 ≤−3

−x1 + x2 ≤−1

x1 + 2x2 ≤ 2

x1, x2 ≥ 0.

2.7 maximize x1 + 3x2

subject to−x1 − x2 ≤−3

−x1 + x2 ≤−1

−x1 + 2x2 ≤ 2

x1, x2 ≥ 0.

2.8 maximize 3x1 + 2x2

subject to x1 − 2x2 ≤ 1

x1 − x2 ≤ 2

2x1 − x2 ≤ 6

x1 ≤ 5

2x1 + x2 ≤ 16

x1 + x2 ≤ 12

x1 + 2x2 ≤ 21

x2 ≤ 10

x1, x2 ≥ 0.

2.9 maximize 2x1 + 3x2 + 4x3

subject to − 2x2 − 3x3 ≥−5

x1 + x2 + 2x3 ≤ 4

x1 + 2x2 + 3x3 ≤ 7

x1, x2, x3 ≥ 0.

2.10 maximize 6x1 + 8x2 + 5x3 + 9x4

subject to x1 + x2 + x3 + x4 = 1

x1, x2, x3, x4 ≥ 0.
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2.11 minimize x12 + 8x13 + 9x14 + 2x23 + 7x24 + 3x34

subject to x12 + x13 + x14 ≥ 1

−x12 + x23 + x24 = 0

−x13 − x23 + x34 = 0

x14 + x24 + x34 ≤ 1

x12, x13, . . . , x34 ≥ 0.

2.12 Using today’s date (MMYY) for the seed value, solve 10 initially feasible
problems using the online pivot tool:

campuscgi.princeton.edu/∼rvdb/JAVA/pivot/primal.html .

2.13 Using today’s date (MMYY) for the seed value, solve 10 not necessarily
feasible problems using the online pivot tool:

campuscgi.princeton.edu/∼rvdb/JAVA/pivot/primalx0.html .

2.14 Consider the following dictionary:

ζ = 3 + x1 + 6x2

w1 = 1 + x1 − x2

w2 = 5− 2x1 − 3x2.

Using the largest coefficient rule to pick the entering variable, compute the
dictionary that results afterone pivot.

2.15 Show that the following dictionary cannot be the optimal dictionary for any
linear programming problem in whichw1 andw2 are the initial slack vari-
ables:

ζ = 4−w1 − 2x2

x1 = 3 − 2x2

w2 = 1 +w1 − x2.

Hint: if it could, what was the original problem from whence it came?

2.16 Graph the feasible region for Exercise 2.8. Indicate on the graph the se-
quence of basic solutions produced by the simplex method.

2.17 Give an example showing that the variable that becomes basic in one itera-
tion of the simplex method can become nonbasic in the next iteration.

http://campuscgi.princeton.edu/~rvdb/JAVA/pivot/primal.html
http://campuscgi.princeton.edu/~rvdb/JAVA/pivot/primal_x0.html
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2.18 Show that the variable that becomes nonbasic in one iteration of the simplex
method cannot become basic in the next iteration.

2.19 Solve the following linear programming problem:

maximize
n∑

j=1

pjxj

subject to
n∑

j=1

qjxj ≤ β

xj ≤ 1 j = 1, 2, . . . , n

xj ≥ 0 j = 1, 2, . . . , n.

Here, the numberspj , j = 1, 2, . . . , n, are positive and sum to one. The
same is true of theqj ’s:

n∑
j=1

qj = 1

qj > 0.

Furthermore (with only minor loss of generality), you may assume that

p1

q1
<
p2

q2
< · · · < pn

qn
.

Finally, the parameterβ is a small positive number. See Exercise 1.3 for the
motivation for this problem.

Notes

The simplex method was invented by G.B. Dantzig in 1949. His monograph
(Dantzig 1963) is the classical reference. Most texts describe the simplex method as
a sequence of pivots on a table of numbers called thesimplex tableau. Following
Chvátal (1983), we have developed the algorithm using the more memorable dictio-
nary notation.





CHAPTER 3

Degeneracy

In the previous chapter, we discussed what it means when the ratios computed to
calculate the leaving variable are all nonpositive (the problem is unbounded). In this
chapter, we take up the more delicate issue of what happens when some of the ratios
are infinite (i.e., their denominators vanish).

1. Definition of Degeneracy

We say that a dictionary isdegenerateif b̄i vanishes for somei ∈ B. A degen-
erate dictionary could cause difficulties for the simplex method, but it might not. For
example, the dictionary we were discussing at the end of the last chapter,

ζ = 5 + x3 − x1

x2 = 5 + 2x3 − 3x1

x4 = 7 − 4x1

x5 = x1,

is degenerate, but it was clear that the problem was unbounded and therefore no more
pivots were required. Furthermore, had the coefficient ofx3 in the equation forx2

been−2 instead of2, then the simplex method would have pickedx2 for the leaving
variable and no difficulties would have been encountered.

Problems arise, however, when a degenerate dictionary produces degenerate piv-
ots. We say that a pivot is adegenerate pivotif one of the ratios in the calculation
of the leaving variable is+∞; i.e., if the numerator is positive and the denominator
vanishes. To see what happens, let’s look at a few examples.

2. Two Examples of Degenerate Problems

Here is an example of a degenerate dictionary in which the pivot is also degener-
ate:

(3.1)

ζ = 3− 0.5x1 + 2x2 − 1.5w1

x3 = 1− 0.5x1 − 0.5w1

w2 = x1 − x2 + w1.

29
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For this dictionary, the entering variable isx2 and the ratios computed to determine
the leaving variable are0 and+∞. Hence, the leaving variable isw2, and the fact
that the ratio is infinite means that as soon asx2 is increased from zero to a positive
value,w2 will go negative. Therefore,x2 can’t really increase. Nonetheless, it can be
reclassified from nonbasic to basic (withw2 going the other way). Let’s look at the
result of this degenerate pivot:

(3.2)

ζ = 3 + 1.5x1 − 2w2 + 0.5w1

x3 = 1− 0.5x1 − 0.5w1

x2 = x1 − w2 + w1.

Note thatζ̄ remains unchanged at3. Hence, this degenerate pivot has not produced
any increase in the objective function value. Furthermore, the values of the variables
haven’t even changed: both before and after this degenerate pivot, we had

(x1, x2, x3, w1, w2) = (0, 0, 1, 0, 0).

But we are now representing this solution in a new way, and perhaps the next pivot
will make an improvement, or if not the next pivot perhaps the one after that. Let’s see
what happens for the problem at hand. The entering variable for the next iteration is
x1 and the leaving variable isx3, producing a nondegenerate pivot that leads to

ζ = 6− 3x3 − 2w2 −w1

x1 = 2− 2x3 −w1

x2 = 2− 2x3 − w2 .

These two pivots illustrate what typically happens. When one reaches a degenerate
dictionary, it is usual that one or more of the subsequent pivots will be degenerate but
that eventually a nondegenerate pivot will lead us away from these degenerate dictio-
naries. While it is typical for some pivot to “break away” from the degeneracy, the
real danger is that the simplex method will make a sequence of degenerate pivots and
eventually return to a dictionary that has appeared before, in which case the simplex
method enters an infinite loop and never finds an optimal solution. This behavior is
calledcycling.

Unfortunately, under certain pivoting rules, cycling is possible. In fact, it is pos-
sible even when using one of the most popular pivoting rules:

• Choose the entering variable as the one with the largest coefficient in the
ζ-row of the dictionary.
• When two or more variables compete for leaving the basis, use the one with

the smallest subscript.
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However, it is rare and exceedingly difficult to find examples of cycling. In fact, it
has been shown that if a problem has an optimal solution but cycles off-optimum, then
the problem must involve dictionaries with at least six variables and three constraints.
Here is an example that cycles:

ζ = 10x1 − 57x2 − 9x3 − 24x4

w1 = − 0.5x1 + 5.5x2 + 2.5x3 − 9x4

w2 = − 0.5x1 + 1.5x2 + 0.5x3 − x4

w3 = 1− x1 .

And here is the sequence of dictionaries the above pivot rules produce. After the first
iteration:

ζ = − 20w1 + 53x2 + 41x3 − 204x4

x1 = − 2w1 + 11x2 + 5x3 − 18x4

w2 = w1 − 4x2 − 2x3 + 8x4

w3 = 1 + 2w1 − 11x2 − 5x3 + 18x4.

After the second iteration:

ζ = − 6.75w1 − 13.25w2 + 14.5x3 − 98x4

x1 = 0.75w1 − 2.75w2 − 0.5x3 + 4x4

x2 = 0.25w1 − 0.25w2 − 0.5x3 + 2x4

w3 = 1− 0.75w1 − 13.25w2 + 0.5x3 − 4x4.

After the third iteration:

ζ = 15w1 − 93w2 − 29x1 + 18x4

x3 = 1.5w1 − 5.5w2 − 2x1 + 8x4

x2 = − 0.5w1 + 2.5w2 + x1 − 2x4

w3 = 1 − x1 .

After the fourth iteration:

ζ = 10.5w1 − 70.5w2 − 20x1 − 9x2

x3 = − 0.5w1 + 4.5w2 + 2x1 − 4x2

x4 = − 0.25w1 + 1.25w2 + 0.5x1 − 0.5x2

w3 = 1 − x1 .
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After the fifth iteration:

ζ = − 21x3 + 24w2 + 22x1 − 93x2

w1 = − 2x3 + 9w2 + 4x1 − 8x2

x4 = 0.5x3 − w2 − 0.5x1 + 1.5x2

w3 = 1 − x1 .

After the sixth iteration:

ζ = 10x1 − 57x2 − 9x3 − 24x4

w1 = − 0.5x1 + 5.5x2 + 2.5x3 − 9x4

w2 = − 0.5x1 + 1.5x2 + 0.5x3 − x4

w3 = 1− x1 .

Note that we have come back to the original dictionary, and so from here on the
simplex method simply cycles through these six dictionaries and never makes any fur-
ther progress toward an optimal solution. As bad as cycling is, the following theorem
tells us that nothing worse can happen:

THEOREM 3.1. If the simplex method fails to terminate, then it must cycle.

PROOF. A dictionary is completely determined by specifying which variables are
basic and which are nonbasic. There are only(

n+m

m

)

different possibilities. If the simplex method fails to terminate, it must visit some of
these dictionaries more than once. Hence, the algorithm cycles. �

Note that, if the simplex method cycles, then all the pivots within the cycle must
be degenerate. This is easy to see, since the objective function value never decreases.
Hence, it follows that all the pivots within the cycle must have the same objective
function value, i.e., all of the these pivots must be degenerate.

In practice, degeneracy is very common. But cycling is rare. In fact, it is so rare
that most efficient implementations do not take precautions against it. Nonetheless, it
is important to know that there are variants of the simplex method that do not cycle.
This is the subject of the next two sections.

3. The Perturbation/Lexicographic Method

As we have seen, there is not just one algorithm called the simplex method. In-
stead, the simplex method is a whole family of related algorithms from which we can
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pick a specific instance by specifying what we have been referring to as pivoting rules.
We have also seen that, using the most natural pivoting rules, the simplex method can
fail to converge to an optimal solution by occasionally cycling indefinitely through a
sequence of degenerate pivots associated with a nonoptimal solution.

So this raises a natural question: are there pivoting rules for which the simplex
method will definitely either reach an optimal solution or prove that no such solution
exists? The answer to this question is yes, and we shall present two choices of such
pivoting rules.

The first method is based on the observation that degeneracy is sort of an accident.
That is, a dictionary is degenerate if one or more of theb̄i’s vanish. Our examples have
generally used small integers for the data, and in this case it doesn’t seem too surpris-
ing that sometimes cancellations occur and we end up with a degenerate dictionary.
But each right-hand side could in fact be any real number, and in the world of real
numbers the occurrence of any specific number, such as zero, seems to be quite un-
likely. So how about perturbing a given problem by adding small random perturbations
independently to each of the right-hand sides? If these perturbations are small enough,
we can think of them as insignificant and hence not really changing the problem. If
they are chosen independently, then the probability of an exact cancellation is zero.

Such random perturbation schemes are used in some implementations, but what
we have in mind as we discuss perturbation methods is something a little bit different.
Instead of using independent identically distributed random perturbations, let us con-
sider using a fixed perturbation for each constraint, with the perturbation getting much
smaller on each succeeding constraint. Indeed, we introduce a small positive number
ε1 for the first constraint and then a much smaller positive numberε2 for the second
constraint, etc. We write this as

0 < εm � · · · � ε2 � ε1 � all other data.

The idea is that eachεi acts on an entirely different scale from all the otherεi’s and
the data for the problem. What we mean by this is that no linear combination of the
εi’s using coefficients that might arise in the course of the simplex method can ever
produce a number whose size is of the same order as the data in the problem. Sim-
ilarly, each of the “lower down”εi’s can never “escalate” to a higher level. Hence,
cancellations can only occur on a given scale. Of course, this complete isolation of
scales can never be truly achieved in the real numbers, so instead of actually introduc-
ing specific values for theεi’s, we simply treat them as abstract symbols having these
scale properties.
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To illustrate what we mean, let’s look at a specific example. Consider the follow-
ing degenerate dictionary:

ζ = 4 + 2x1 − x2

w1 = 0.5 − x2

w2 = − 2x1 + 4x2

w3 = x1 − 3x2.

The first step is to introduce symbolic parameters

0 < ε3 � ε2 � ε1

to get a perturbed problem:

ζ = 4 + 2x1 − x2

w1 = 0.5 + ε1 − x2

w2 = ε2 − 2x1 + 4x2

w3 = ε3 + x1 − 3x2.

This dictionary is not degenerate. The entering variable isx1 and the leaving variable
is unambiguouslyw2. The next dictionary is

ζ = 4 + ε2 − w2 + 3x2

w1 = 0.5 + ε1 − x2

x1 = 0.5ε2 − 0.5w2 + 2x2

w3 = 0.5ε2 + ε3 − 0.5w2 − x2.

For the next pivot, the entering variable isx2 and the leaving variable isw3. The new
dictionary is

ζ = 4 + 2.5ε2 + 3ε3 − 2.5w2 − 3w3

w1 = 0.5 + ε1 − 0.5ε2 − ε3 + 0.5w2 + w3

x1 = 1.5ε2 + 2ε3 − 1.5w2 − 2w3

x2 = 0.5ε2 + ε3 − 0.5w2 − w3.



3. THE PERTURBATION/LEXICOGRAPHIC METHOD 35

This last dictionary is optimal. At this point, we simply drop the symbolicεi parame-
ters and get an optimal dictionary for the unperturbed problem:

ζ = 4− 2.5w2 − 3w3

w1 = 0.5 + 0.5w2 + w3

x1 = − 1.5w2 − 2w3

x2 = − 0.5w2 − w3.

When treating theεi’s as symbols, the method is called thelexicographic method.
Note that the lexicographic method does not affect the choice of entering variable but
does amount to a precise prescription for the choice of leaving variable.

It turns out that the lexicographic method produces a variant of the simplex method
that never cycles:

THEOREM 3.2. The simplex method always terminates provided that the leaving
variable is selected by the lexicographic rule.

PROOF. It suffices to show that no degenerate dictionary is ever produced. As
we’ve discussed before, theεi’s operate on different scales and hence can’t cancel
with each other. Therefore, we can think of theεi’s as a collection of independent
variables. Extracting theε terms from the first dictionary, we see that we start with the
following pattern:

ε1

ε2
...

εm.

And, after several pivots, theε terms will form a system of linear combinations, say,

r11ε1 + r12ε2 . . . + r1mεm

r21ε1 + r22ε2 . . . + r2mεm
...

...
...

...

rm1ε1 + rm2ε2 . . . + rmmεm.

Since this system of linear combinations is obtained from the original system by pivot
operations and, since pivot operations are reversible, it follows that the rank of the
two systems must be the same. Since the original system had rankm, we see that
every subsequent system must have rankm. This means that there must be at least
one nonzerorij in every rowi, which of course implies that none of the rows can be
degenerate. Hence, no dictionary can be degenerate. �
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4. Bland’s Rule

The second pivoting rule we shall consider is calledBland’s rule. It stipulates
that both the entering and the leaving variable be selected from their respective sets of
choices by choosing the variablexk with the smallest indexk.

THEOREM 3.3. The simplex method always terminates provided that both the
entering and the leaving variable are chosen according to Bland’s rule.

The proof may look rather involved, but the reader who spends the time to under-
stand it will find the underlying elegance most rewarding.

PROOF. It suffices to show that such a variant of the simplex method never cycles.
We prove this by assuming that cycling does occur and then showing that this assump-
tion leads to a contradiction. So let’s assume that cycling does occur. Without loss of
generality, we may assume that it happens from the beginning. LetD0, D1, . . . , Dk−1

denote the dictionaries through which the method cycles. That is, the simplex method
produces the following sequence of dictionaries:

D0, D1, . . . , Dk−1, D0, D1, . . . .

We say that a variable is fickle if it is in some basis and not in some other basis.
Let xt be the fickle variable having the largest index and letD denote a dictionary
in D0, D1, . . . , Dk−1 in which xt leaves the basis. Again, without loss of generality
we may assume thatD = D0. Let xs denote the corresponding entering variable.
Suppose thatD is recorded as follows:

ζ = v +
∑
j∈N

cjxj

xi = bi −
∑
j∈N

aijxj i ∈ B.

Sincexs is the entering variable andxt is the leaving variable, we have thats ∈ N
andt ∈ B.

Now letD∗ be a dictionary inD1, D2, . . . , Dk−1 in which xt enters the basis.
Suppose thatD∗ is recorded as follows:

(3.3)

ζ = v∗ +
∑

j∈N∗

c∗jxj

xi = b∗i −
∑

j∈N∗

a∗ijxj i ∈ B∗.
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Since all the dictionaries are degenerate, we have thatv∗ = v, and therefore we can
write the objective function in (3.3) as

(3.4) ζ = v +
n+m∑
j=1

c∗jxj ,

where we have extended the notationc∗j to all variables (both original and slack) by
settingc∗j = 0 for j ∈ B∗.

Ignoring for the moment the possibility that some variables could go negative,
consider the solutions obtained by lettingxs increase while holding all other variables
in N at zero:

xs = y,

xj = 0, j ∈ N \ {s},

xi = bi − aisy, i ∈ B.

The objective function at this point is given by

ζ = v + csy.

However, using (3.4), we see that it is also given by

ζ = v + c∗sy +
∑
i∈B

c∗i (bi − aisy).

Equating these two expressions forζ, we see that(
cs − c∗s +

∑
i∈B

c∗i ais

)
y =

∑
i∈B

c∗i bi.

Since this equation must be an identity for everyy, it follows that the coefficient
multiplying y must vanish (as must the right-hand side):

cs − c∗s +
∑
i∈B

c∗i ais = 0.

Now, the fact thatxs is the entering variable inD implies that

cs > 0.
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Recall thatxt is the fickle variable with the largest index. Sincexs is also fickle, we
see thats < t. Sincexs is not the entering variable inD∗ (asxt is), we see that

c∗s ≤ 0.

From these last three displayed equations, we get∑
i∈B

c∗i ais < 0.

Hence, there must exist an indexr ∈ B for which

(3.5) c∗rars < 0.

Consequently,c∗r 6= 0 andr ∈ N ∗. Hence,xr is fickle and thereforer ≤ t. In fact,
r < t, sincec∗tats > 0. To see that this product is positive, note that both its factors
are positive:c∗t is positive, sincext is the entering variable inD∗, andats is positive,
sincext is the leaving variable inD.

The fact thatr < t implies thatc∗r ≤ 0 (otherwise, according to the smallest index
criteria,r would be the entering variable forD∗). Hence, (3.5) implies that

ars > 0.

Now, since each of the dictionaries in the cycle describe the same solution, it follows
that every fickle variable is zero in all these dictionaries (since it is clearly zero in a
dictionary in which it is nonbasic). In particular,xr = 0. But inD, xr is basic. Hence,

br = 0.

These last two displayed equations imply thatxr was a candidate to be the leaving
variable inD, and sincer < t, it should have been chosen overxt. This is the
contradiction we have been looking for. �

5. Fundamental Theorem of Linear Programming

Now that we have a Phase I algorithm and a variant of the simplex method that
is guaranteed to terminate, we can summarize the main gist of this chapter in the
following theorem:

THEOREM 3.4. For an arbitrary linear program in standard form, the following
statements are true:

(1) If there is no optimal solution, then the problem is either infeasible or un-
bounded.

(2) If a feasible solution exists, then a basic feasible solution exists.
(3) If an optimal solution exists, then a basic optimal solution exists.



6. GEOMETRY 39

1 2
x2

x3

x1

x1+2x3=3

x2+2x3=2x2=0

FIGURE 3.1. The set of feasible solutions for the problem given by (3.6).

PROOF. The Phase I algorithm either proves that the problem is infeasible or
produces a basic feasible solution. The Phase II algorithm either discovers that the
problem is unbounded or finds a basic optimal solution. These statements depend, of
course, on applying a variant of the simplex method that does not cycle, which we
now know to exist. �

6. Geometry

As we saw in the previous chapter, the set of feasible solutions for a problem in
two dimensions is the intersection of a number of halfplanes, i.e., a polygon. In three
dimensions, the situation is similar. Consider, for example, the following problem:

(3.6)

maximizex1 + 2x2 + 3x3

subject tox1 + 2x3 ≤ 3

x2 + 2x3 ≤ 2

x1, x2, x3 ≥ 0.
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The set of points satisfyingx1 + 2x3 = 3 is a plane. The inequalityx1 + 2x3 ≤ 3
therefore consists of all points on one side of this plane; that is, it is ahalfspace.
The same is true for each of the other four inequalities. The feasible set consists of
those points in space that satisfy all five inequalities, i.e., those points lying in the
intersection of these halfspaces. This set is thepolyhedronshown in Figure 3.1. This
polyhedron is bordered by fivefacets, each facet being a portion of one of the planes
that was defined by replacing a constraint inequality with an equation. For example,
the “front” facet in the figure is a portion of the planex1+2x3 = 3. The facets acquire
a particularly simple description if we introduce slack variables into the problem:

w1 = 3− x1 − 2x3

w2 = 2 − x2 − 2x3.

Indeed, each facet corresponds precisely to some variable (either original or slack)
vanishing. For instance, the front facet in the figure corresponds tow1 = 0 whereas
the “left” facet corresponds tox2 = 0.

The correspondences can be continued. Indeed, eachedgeof the polyhedron cor-
responds to a pair of variables vanishing. For example, the edge lying at the interface
of the left and the front facets in the figure corresponds to bothw1 = 0 andx2 = 0.

Going further yet, eachvertexof the polyhedron corresponds to three variables
vanishing. For instance, the vertex whose coordinates are(1, 0, 1) corresponds to
w1 = 0, x2 = 0, andw2 = 0.

Now, let’s think about applying the simplex method to this problem. Every basic
feasible solution involves two basic variables and three nonbasic variables. Further-
more, the three nonbasic variables are, by definition, zero in the basic feasible solution.
Therefore, for this example, the basic feasible solutions stand in one-to-one correspon-
dence with the vertices of the polyhedron. In fact, applying the simplex method to this
problem, one discovers that the sequence of vertices visited by the algorithm is

(0, 0, 0) −→ (0, 0, 1) −→ (1, 0, 1) −→ (3, 2, 0).

The example we’ve been considering has the nice property that every vertex is
formed by the intersection of exactly three of the facets. But consider now the follow-
ing problem:

(3.7)

maximizex1 + 2x2 + 3x3

subject tox1 + 2x3 ≤ 2

x2 + 2x3 ≤ 2

x1, x2, x3 ≥ 0.

Algebraically, the only difference between this problem and the previous one is that
the right-hand side of the first inequality is now a2 instead of a3. But look at the
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1
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x3
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x1+2x3=2
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x2+2x3=2

FIGURE 3.2. The set of feasible solutions for the (degenerate) prob-
lem given by (3.7).

polyhedron of feasible solutions shown in Figure 3.2. The vertex(0, 0, 1) is at the
intersection of four of the facets, not three as one would “normally” expect. This vertex
does not correspond to one basic feasible solution; rather, there are four degenerate
basic feasible solutions, each representing it. We’ve seen two of them before. Indeed,
dictionaries (3.1) and (3.2) correspond to two of these degenerate dictionaries (in fact,
dictionary (3.1) is the dictionary one obtains after one pivot of the simplex method
applied to problem (3.7)).

We end by considering the geometric effect of the perturbation method for re-
solving degeneracy. By perturbing the right-hand sides, one moves the planes that
determine the facets. If the moves are random or chosen with vastly different mag-
nitudes (all small), then one would expect that each vertex in the perturbed problem
would be determined by exactly three planes. That is, degenerate vertices from the
original problem get split into multiple nearby vertices in the perturbed problem. For
example, problem (3.6) can be thought of as a perturbation of degenerate problem
(3.7) (the perturbation isn’t small, but it also isn’t so large as to obscure the effect).
Note how the degenerate vertex in Figure 3.2 appears as two vertices in Figure 3.1.
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Exercises

3.1 Solve the following linear program using the perturbation method to resolve
degeneracy:

maximize 10x1 − 57x2 − 9x3 − 24x4

subject to0.5x1 − 5.5x2 − 2.5x3 + 9x4 ≤ 0

0.5x1 − 1.5x2 − 0.5x3 + x4 ≤ 0

x1 ≤ 1

x1, x2, x3, x4 ≥ 0.

Note: The simple pivot tool with theLexicographiclabels can be used to
check your arithmetic:

campuscgi.princeton.edu/∼rvdb/JAVA/pivot/simple.html

3.2 Solve the following linear program using Bland’s rule to resolve degeneracy:

maximize 10x1 − 57x2 − 9x3 − 24x4

subject to0.5x1 − 5.5x2 − 2.5x3 + 9x4 ≤ 0

0.5x1 − 1.5x2 − 0.5x3 + x4 ≤ 0

x1 ≤ 1

x1, x2, x3, x4 ≥ 0.

3.3 Using today’s date (MMYY) for the seed value, solve 10 possibly degener-
ate problems using the online pivot tool:

campuscgi.princeton.edu/∼rvdb/JAVA/pivot/lexico.html .

3.4 Consider the linear programming problems whose right-hand sides are iden-
tically zero:

maximize
n∑

j=1

cjxj

subject to
n∑

j=1

aijxj ≤ 0 i = 1, 2, . . . ,m

xj ≥ 0 j = 1, 2, . . . , n.

Show that eitherxj = 0 for all j is optimal or else the problem is unbounded.

http://campuscgi.princeton.edu/~rvdb/JAVA/pivot/simple.html
http://campuscgi.princeton.edu/~rvdb/JAVA/pivot/lexico.html


NOTES 43

3.5 Consider the following linear program:

maximize x1 + 3x2

subject to−2x1 ≤−5

x1 ≥ 0 .

Show that this problem has feasible solutions but no vertex solutions. How
does this reconcile with the fundamental theorem of linear programming
(Theorem 3.4)?

3.6 Suppose that a linear programming problem has the following property: its
initial dictionary is not degenerate and, when solved by the simplex method,
there is never a tie for the choice of leaving variable.
(a) Can such a problem have degenerate dictionaries? Explain.
(b) Can such a problem cycle? Explain.

3.7 Consider the following dictionary:

ζ = 5 + 2x2 − 2x3 + 3x5

x6 = 4− 2x2 − x3 + x5

x4 = 2− x2 + x3 − x5

x1 = 6− 2x2 − 2x3 − 3x5.

(a) List all pairs(xr, xs) such thatxr could be the entering variable andxs

could be the leaving variable.
(b) List all such pairs if the largest-coefficient rule for choosing the entering

variable is used.
(c) List all such pairs if Bland’s rule for choosing the entering and leaving

variables is used.

Notes

The first example of cycling was given by Hoffman (1953). The fact that any
linear programming problem that cycles must have at least six variables and three
constraints was proved by Marshall & Suurballe (1969).

Early proofs of the fundamental theorem of linear programming (Theorem 3.4)
were constructive, relying, as in our development, on the existence of a variant of
the simplex method that works even in the presense of degeneracy. Hence, finding
such variants occupied the attention of early researchers in linear programming. The
perturbation methodwas first suggested by A. Orden and developed independently
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by Charnes (1952). The essentially equivalentlexicographic methodfirst appeared in
Dantzig et al. (1955). Theorem 3.3 was proved by Bland (1977).

For an extensive treatment of degeneracy issues see Gal (1993).



CHAPTER 4

Efficiency of the Simplex Method

In the previous chapter, we saw that the simplex method (with appropriate piv-
oting rules to guarantee no cycling) will solve any linear programming problem for
which an optimal solution exists. In this chapter, we investigate just how fast it will
solve a problem of a given size.

1. Performance Measures

Performance measures can be broadly divided into two types:

• worst case
• average case.

As its name implies, a worst-case analysis looks at all problems of a given “size” and
asks how much effort is needed to solve the hardest of these problems. Similarly,
an average-case analysis looks at the average amount of effort, averaging over all
problems of a given size. Worst-case analyses are generally easier than average-case
analyses. The reason is that, for worst-case analyses, one simply needs to give an
upper bound on how much effort is required and then exhibit a specific example that
attains this bound. However, for average-case analyses, one must have a stochastic
model of the space of “random linear programming problems” and then be able to
say something about the solution effort averaged over all the problems in the sample
space. There are two serious difficulties here. The first is that it is not clear at all how
one should model the space of random problems. Secondly, given such a model, one
must be able to evaluate the amount of effort required to solve every problem in the
sample space.

Therefore, worst-case analysis is more tractable than average-case analysis, but it
is also less relevant to a person who needs to solve real problems. In this chapter, we
shall give a worst-case analysis of the simplex method. Later, in Chapter 12, we shall
present results of empirical studies that indicate the average behavior over finite sets
of real problems. Such studies act as a surrogate for a true average-case analysis.

2. Measuring the Size of a Problem

Before looking at worst cases, we must discuss two issues. First, how do we
specify the size of a problem? Two parameters come naturally to mind:m andn.

45
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Usually, we shall simply use these two numbers to characterize the size a problem.
However, we should mention some drawbacks associated with this choice. First of
all, it would be preferable to use only one number to indicate size. Since the data
for a problem consist of the constraint coefficients together with the right-hand side
and objective function coefficients, perhaps we should use the total number of data
elements, which is roughlymn.

The productmn isn’t bad, but what if many or even most of the data elements are
zero? Wouldn’t one expect such a problem to be easier to solve? Efficient implemen-
tations do indeed take advantage of the presence of lots of zeros, and so an analysis
should also account for this. Hence, a good measure might be simply the number
of nonzero data elements. This would definitely be an improvement, but one can go
further. On a computer, floating-point numbers are all the same size and can be mul-
tiplied in the same amount of time. But if a person is to solve a problem by hand (or
use unlimited precision computation on a computer), then certainly multiplying23 by
7 is a lot easier than multiplying23453.2352 by 86833.245643. So perhaps the best
measure of a problem’s size is not the number of data elements, but the actual number
of bits needed to store all the data on a computer. This measure is popular among most
computer scientists and is usually denoted byL.

However, with a little further abstraction, the size of the data,L, is seen to be
ambiguous. As we saw in Chapter 1, real-world problems, while generally large and
sparse, usually can be described quite simply and involve only a small amount of true
input data that gets greatly expanded when setting the problem up with a constraint
matrix, right-hand side, and objective function. So shouldL represent the number of
bits needed to specify the nonzero constraint coefficients, objective coefficients, and
right-hand sides, or should it be the number of bits in the original data set plus the
number of bits in the description of how this data represents a linear programming
problem? No one currently uses this last notion of problem size, but it seems fairly
reasonable that they should (or at least that they should seriously consider it). Anyway,
our purpose here is merely to mention that these important issues are lurking about,
but, as stated above, we shall simply focus onm andn to characterize the size of a
problem.

3. Measuring the Effort to Solve a Problem

The second issue to discuss is how one should measure the amount of work re-
quired to solve a problem. The best answer is the number of seconds of computer
time required to solve the problem, using the computer sitting on one’s desk. Un-
fortunately, there are (hopefully) many readers of this text, not all of whom use the
exact same computer. Even if they did, computer technology changes rapidly, and
a few years down the road everyone would be using something entirely different. It
would be nice if the National Institute of Standards and Technology (the government
organization in charge of setting standards, such as how many threads/inch a standard
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light bulb should have) would identify a standard computer for the purpose of bench-
marking algorithms, but, needless to say, this is not very likely. So the time needed to
solve a problem, while the most desirable measure, is not the most practical one here.
Fortunately, there is a fairly reasonable substitute. Algorithms are generally iterative
processes, and the time to solve a problem can be factored into the number of iterations
required to solve the problem times the amount of time required to do each iteration.
The first factor, the number of iterations, does not depend on the computer and so
is a reasonable surrogate for the actual time. This surrogate is useful when compar-
ing various algorithms within the same general class of algorithms, in which the time
per iteration can be expected to be about the same among the algorithms; however, it
becomes meaningless when one wishes to compare two entirely different algorithms.
For now, we shall measure the amount of effort to solve a linear programming problem
by counting the number of iterations needed to solve it.

4. Worst-Case Analysis of the Simplex Method

How bad can the simplex method be in the worst case? Well, we have already
seen that for some pivoting rules it can cycle, and hence the worst-case solution time
for such variants is infinite. However, what about noncycling variants of the simplex
method? Since the simplex method operates by moving from one basic feasible solu-
tion to another without ever returning to a previously visited solution, an upper bound
on the number of iterations is simply the number of basic feasible solutions, of which
there can be at most (

n+m

m

)
.

For a fixed value of the sumn+m, this expression is maximized whenm = n. And
how big is it? It is not hard to show that

1
2n

22n ≤

(
2n

n

)
≤ 22n

(see Exercise 4.9). It should be noted that, even though typographically compact, the
expression2n is huge even whenn is not very big. For example,250 = 1.1259×1015.

Our best chance for finding a bad example is to look at the case wherem = n.
We shall now give an example, first discovered by V. Klee and G.J. Minty in 1972, in
which the simplex method using the largest coefficient rule requires2n − 1 iterations
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to solve. The example is quite simple to state:

(4.1)

maximize
n∑

j=1

10n−jxj

subject to 2
i−1∑
j=1

10i−jxj + xi ≤ 100i−1 i = 1, 2, . . . , n

xj ≥ 0 j = 1, 2, . . . , n.

It is instructive to look more closely at the constraints. The first three constraints are

x1 ≤ 1

20x1 + x2 ≤ 100

200x1 + 20x2 + x3 ≤ 10000.

The first constraint simply says thatx1 is no bigger than one. With this in mind, the
second constraint says thatx2 has an upper bound of about100, depending on how
big x1 is. Similarly, the third constraint says thatx3 is roughly no bigger than 10,000
(again, this statement needs some adjustment depending on the sizes ofx1 andx2).
Therefore, the constraints are approximately just a set of upper bounds, which means
that the feasible region is virtually ann-dimensional hypercube:

0 ≤ x1 ≤ 1

0 ≤ x2 ≤ 100

...

0 ≤ xn ≤ 100n−1.

For this reason, the feasible region for the Klee–Minty problem is often referred to
as the Klee–Minty cube. Ann-dimensional hypercube has2n vertices, and, as we
shall see, the simplex method with the largest-coefficient rule will start at one of these
vertices and visit every vertex before finally finding the optimal solution.

In order to understand the Klee–Minty problem, let us begin by replacing the
specific right-hand sides,100i−1, with more generic values,bi, with the property that

1 = b1 � b2 � · · · � bn.

As in the previous chapter, we use the expressiona � b to mean thata is so much
smaller thanb that no factors multiplyinga and dividingb that arise in the course of
applying the simplex method to the problem at hand can ever make the resultinga
as large as the resultingb. Hence, we can think of thebi’s as independent variables
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for now (specific values can be chosen later). Next, it is convenient to change each
right-hand side replacingbi with

i−1∑
j=1

10i−jbj + bi.

Since the numbersbj , j = 1, 2, . . . , i − 1 are “small potatoes” compared withbi,
this modification to the right-hand sides amounts to a very small perturbation. The
right-hand sides still grow by huge amounts asi increases. Finally, we wish to add
a constant to the objective function so that the Klee–Minty problem can finally be
written as

(4.2)

maximize
n∑

j=1

10n−jxj −
1
2

n∑
j=1

10n−jbj

subject to 2
i−1∑
j=1

10i−jxj + xi ≤
i−1∑
j=1

10i−jbj + bi i = 1, 2, . . . , n

xj ≥ 0 j = 1, 2, . . . , n.

In Exercise 4.7, you are asked to prove that this problem takes2n − 1 iterations. To
start to get a handle on the proof, here are the seven iterations that one gets withn = 3.
The initial dictionary is

ζ =− 100
2 b1 − 10

2 b2 −
1
2b3 + 100x1 + 10x2 + x3

w1 = b1 − x1

w2 = 10b1 + b2 − 20x1 − x2

w3 = 100b1 + 10b2 + b3 − 200x1 − 20x2 − x3,

which is feasible. Using the largest coefficient rule, the entering variable isx1. From
the fact that each subsequentbi is huge compared with its predecessor it follows that
w1 is the leaving variable. After the first iteration, the dictionary reads

ζ = 100
2 b1 − 10

2 b2 −
1
2b3 − 100w1 + 10x2 + x3

x1 = b1 − w1

w2 = −10b1 + b2 + 20w1 − x2

w3 =−100b1 + 10b2 + b3 + 200w1 − 20x2 − x3.
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Now,x2 enters andw2 leaves, so after the second iteration we get:

ζ =− 100
2 b1 + 10

2 b2 −
1
2b3 + 100w1 − 10w2 + x3

x1 = b1 − w1

x2 = −10b1 + b2 + 20w1 − w2

w3 = 100b1 − 10b2 + b3 − 200w1 + 20w2 − x3.

After the third iteration

ζ = 100
2 b1 + 10

2 b2 −
1
2b3 − 100x1 − 10w2 + x3

w1 = b1 − x1

x2 = 10b1 + b2 − 20x1 − w2

w3 =−100b1 − 10b2 + b3 + 200x1 + 20w2 − x3.

After the fourth iteration

ζ = − 100
2 b1 − 10

2 b2 + 1
2b3 + 100x1 + 10w2 −w3

w1 = b1 − x1

x2 = 10b1 + b2 − 20x1 − w2

x3 =−100b1 − 10b2 + b3 + 200x1 + 20w2 −w3.

After the fifth iteration

ζ = 100
2 b1 − 10

2 b2 + 1
2b3 − 100w1 + 10w2 −w3

x1 = b1 − w1

x2 =−10b1 + b2 + 20w1 − w2

x3 = 100b1 − 10b2 + b3 − 200w1 + 20w2 −w3.

After the sixth iteration

ζ = − 100
2 b1 + 10

2 b2 + 1
2b3 + 100w1 − 10x2 −w3

x1 = b1 − w1

w2 = −10b1 + b2 + 20w1 − x2

x3 =−100b1 + 10b2 + b3 + 200w1 − 20x2 −w3.
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And, finally, after the seventh iteration, we get

ζ = 100
2 b1 + 10

2 b2 + 1
2b3 − 100x1 − 10x2 −w3

w1 = b1 − x1

w2 = 10b1 + b2 − 20x1 − x2

x3 = 100b1 + 10b2 + b3 − 200x1 − 20x2 −w3,

which is, of course, optimal.
A few observations should be made. First, every pivot is the swap of anxj with

the correspondingwj . Second, every dictionary looks just like the first one with the
exception that thewi’s and thexi’s have become intertwined and various signs have
changed (see Exercise 4.6).

Also note that the final dictionary could have been reached from the initial dictio-
nary in just one pivot if we had selectedx3 to be the entering variable. But the largest-
coefficient rule dictated selectingx1. It is natural to wonder whether the largest-
coefficient rule could be replaced by some other pivot rule for which the worst-case
behavior would be much better than the2n behavior of the largest-coefficient rule. So
far no one has found such a pivot rule. However, no one has proved that such a rule
does not exist either.

Finally, we mention that one desirable property of an algorithm is that it be scale
invariant. This means that should the units in which one measures the decision vari-
ables in a problem be changed, the algorithm would still behave in exactly the same
manner. The simplex method with the largest-coefficient rule is not scale invariant. To
see this, consider changing variables in the Klee–Minty problem by putting

x̄j = 100j−1xj .

In the new variables, the initial dictionary for then = 3 Klee–Minty problem becomes

ζ =− 100
2 b1 − 10

2 b2 −
1
2b3 + 100x̄1 + 1000x̄2 + 10000x̄3

w1 = b1 − x̄1

w2 = 10b1 + b2 − 20x̄1 − x̄2

w3 = 100b1 + 1000b2 + b3 − 200x̄1 − 2000x̄2 − 10000x̄3.

Now, the largest-coefficient rule picks variablex3 to enter. Variablew3 leaves, and
the method steps to the optimal solution in just one iteration. There exist pivot rules
for the simplex method that are scale invariant. But Klee–Minty-like examples have
been found for most proposed alternative pivot rules (whether scale invariant or not).
In fact, it is an open question whether there exist pivot rules for which one can prove
that no problem instance requires an exponential number of iterations (as a function
of m or n).
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Exercises

In solving the following problems, the simple pivot tool can be used to check your
arithmetic:

campuscgi.princeton.edu/∼rvdb/JAVA/pivot/simple.html

4.1 Compare the performance of the largest-coefficient and the smallest-index
pivoting rules on the following linear program:

maximize 4x1 + 5x2

subject to2x1 + 2x2 ≤ 9

x1 ≤ 4

x2 ≤ 3

x1, x2 ≥ 0.

4.2 Compare the performance of the largest-coefficient and the smallest-index
pivoting rules on the following linear program:

maximize 2x1 + x2

subject to3x1 + x2 ≤ 3

x1, x2 ≥ 0.

4.3 Compare the performance of the largest-coefficient and the smallest-index
pivoting rules on the following linear program:

maximize 3x1 + 5x2

subject to x1 + 2x2 ≤ 5

x1 ≤ 3

x2 ≤ 2

x1, x2 ≥ 0.

4.4 Solve the Klee–Minty problem (4.1) forn = 3.

4.5 Solve the 4 variable Klee-Minty problem using the online pivot tool:

campuscgi.princeton.edu/∼rvdb/JAVA/pivot/kleeminty.html

http://campuscgi.princeton.edu/~rvdb/JAVA/pivot/simple.html
http://campuscgi.princeton.edu/~rvdb/JAVA/pivot/kleeminty.html
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4.6 Consider the dictionary

ζ =−
n∑

j=1

εj10n−j

(
1
2
bj − xj

)
wi =

i−1∑
j=1

εiεj10i−j(bj − 2xj) + (bi − xi) i = 1, 2, . . . , n,

where thebi’s are as in the Klee–Minty problem (4.2) and where eachεi is
±1. Fix k and consider the pivot in whichxk enters the basis andwk leaves
the basis. Show that the resulting dictionary is of the same form as before.
How are the newεi’s related to the oldεi’s?

4.7 Use the result of the previous problem to show that the Klee–Minty problem
(4.2) requires2n − 1 iterations.

4.8 Consider the Klee–Minty problem (4.2). Suppose thatbi = βi−1 for some
β > 1. Find the greatest lower bound on the set ofβ’s for which the this
problem requires2n − 1 iterations.

4.9 Show that, for any integern,

1
2n

22n ≤

(
2n

n

)
≤ 22n.

4.10 Consider a linear programming problem that has an optimal dictionary in
which exactlyk of the original slack variables are nonbasic. Show that by
ignoring feasibility preservation of intermediate dictionaries this dictionary
can be arrived at in exactlyk pivots. Don’t forget to allow for the fact that
some pivot elements might be zero.Hint: see Exercise 2.15.

Notes

The first example of a linear programming problem inn variables andn con-
straints taking2n − 1 iterations to solve was published by Klee & Minty (1972).
Several researchers, including Smale (1983), Borgwardt (1982), Borgwardt (1987a),
Adler & Megiddo (1985), and Todd (1986), have studied the average number of it-
erations. For a survey of probabilistic methods, the reader should consult Borgwardt
(1987b).

Roughly speaking, a class of problems is said to havepolynomial complexity
if there is a polynomialp for which every problem of “size”n in the class can be
solved by some algorithm in at mostp(n) operations. For many years it was unknown
whether linear programming had polynomial complexity. The Klee–Minty examples
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show that, if linear programming is polynomial, then the simplex method is not the
algorithm that gives the polynomial bound, since2n is not dominated by any polyno-
mial. In 1979, Khachian (1979) gave a new algorithm for linear programming, called
theellipsoid method, which is polynomial and therefore established once and for all
that linear programming has polynomial complexity. The collection of all problem
classes having polynomial complexity is usually denoted byP. A class of problems
is said to belong to the classNP if, given a (proposed) solution, one can verify its
optimality in a number of operations that is bounded by some polynomial in the “size”
of the problem. Clearly,P ⊂ NP (since, if we can solve from scratch in a polyno-
mial amount of time, surely we can verify optimality at least that fast). An important
problem in theoretical computer science is to determine whether or notP is a strict
subset ofNP.

The study of how difficult it is to solve a class of problems is calledcomplexity
theory. Readers interested in pursuing this subject further should consult Garey &
Johnson (1977).



CHAPTER 5

Duality Theory

Associated with every linear program is another called its dual. The dual of this
dual linear program is the original linear program (which is then referred to as the
primal linear program). Hence, linear programs come in primal/dual pairs. It turns out
that every feasible solution for one of these two linear programs gives a bound on the
optimal objective function value for the other. These ideas are important and form a
subject called duality theory, which is the topic we shall study in this chapter.

1. Motivation—Finding Upper Bounds

We begin with an example:

maximize 4x1 + x2 + 3x3

subject to x1 + 4x2 ≤ 1

3x1 − x2 + x3 ≤ 3

x1, x2, x3 ≥ 0.

Our first observation is that every feasible solution provides a lower bound on the
optimal objective function value,ζ∗. For example, the solution(x1, x2, x3) = (1, 0, 0)
tells us thatζ∗ ≥ 4. Using the feasible solution(x1, x2, x3) = (0, 0, 3), we see that
ζ∗ ≥ 9. But how good is this bound? Is it close to the optimal value? To answer,
we need to give upper bounds, which we can find as follows. Let’s multiply the first
constraint by2 and add that to3 times the second constraint:

2 (x1 + 4x2 )≤ 2(1)

+3(3x1 − x2 + x3)≤ 3(3)

11x1 + 5x2 + 3x3 ≤ 11.

Now, since each variable is nonnegative, we can compare the sum against the objective
function and notice that

4x1 + x2 + 3x3 ≤ 11x1 + 5x2 + 3x3 ≤ 11.

55
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Hence,ζ∗ ≤ 11. We have localized the search to somewhere between9 and11. These
bounds leave a gap (within which the optimal solution lies), but they are better than
nothing. Furthermore, they can be improved. To get a better upper bound, we again
apply the same upper bounding technique, but we replace the specific numbers we
used before with variables and then try to find the values of those variables that give
us the best upper bound. So we start by multiplying the two constraints by nonnegative
numbers,y1 andy2, respectively. The fact that these numbers are nonnegative implies
that they preserve the direction of the inequalities. Hence,

y1( x1 + 4x2 )≤ y1

+y2(3x1 − x2 + x3)≤ 3y2
(y1 + 3y2)x1 + (4y1 − y2)x2 + (y2)x3 ≤ y1 + 3y2.

If we stipulate that each of the coefficients of thexi’s be at least as large as the corre-
sponding coefficient in the objective function,

y1 + 3y2 ≥ 4

4y1 − y2 ≥ 1

y2 ≥ 3,

then we can compare the objective function against this sum (and its bound):

ζ = 4x1 + x2 + 3x3

≤ (y1 + 3y2)x1 + (4y1 − y2)x2 + (y2)x3

≤ y1 + 3y2.

We now have an upper bound,y1 + 3y2, which we should minimize in our effort to
obtain the best possible upper bound. Therefore, we are naturally led to the following
optimization problem:

minimize y1 + 3y2
subject to y1 + 3y2 ≥ 4

4y1 − y2 ≥ 1

y2 ≥ 3

y1, y2 ≥ 0.

This problem is called the dual linear programming problem associated with the given
linear programming problem. In the next section, we will define the dual linear pro-
gramming problem in general.
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2. The Dual Problem

Given a linear programming problem in standard form,

(5.1)

maximize
n∑

j=1

cjxj

subject to
n∑

j=1

aijxj ≤ bi i = 1, 2, . . . ,m

xj ≥ 0 j = 1, 2, . . . , n,

the associateddual linear programis given by

minimize
m∑

i=1

biyi

subject to
m∑

i=1

yiaij ≥ cj j = 1, 2, . . . , n

yi ≥ 0 i = 1, 2, . . . ,m.

Since we started with (5.1), it is called theprimal problem. Our first order of
business is to show that taking the dual of the dual returns us to the primal. To see
this, we first must write the dual problem in standard form. That is, we must change
the minimization into a maximization and we must change the first set of greater-than-
or-equal-to constraints into less-than-or-equal-to. Of course, we must effect these
changes without altering the problem. To change a minimization into a maximization,
we note that to minimize something it is equivalent to maximize its negative and then
negate the answer:

min
m∑

i=1

biyi = −max

(
−

m∑
i=1

biyi

)
.

To change the direction of the inequalities, we simply multiply through by minus one.
The resulting equivalent representation of the dual problem in standard form then is

−maximize
m∑

i=1

(−bi)yi

subject to
m∑

i=1

(−aij)yi ≤ (−cj) j = 1, 2, . . . , n

yi ≥ 0 i = 1, 2, . . . ,m.
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Now we can take its dual:

−minimize
n∑

j=1

(−cj)xj

subject to
n∑

j=1

(−aij)xj ≥ (−bi) i = 1, 2, . . . ,m

xj ≥ 0 j = 1, 2, . . . , n,

which is clearly equivalent to the primal problem as formulated in (5.1).

3. The Weak Duality Theorem

As we saw in our example, the dual problem provides upper bounds for the primal
objective function value. This result is true in general and is referred to as theWeak
Duality Theorem:

THEOREM5.1. If (x1, x2, . . . , xn) is feasible for the primal and(y1, y2, . . . , ym)
is feasible for the dual, then ∑

j

cjxj ≤
∑

i

biyi.

PROOF. The proof is a simple chain of obvious inequalities:

∑
j

cjxj ≤
∑

j

(∑
i

yiaij

)
xj

=
∑
ij

yiaijxj

=
∑

i

∑
j

aijxj

 yi

≤
∑

i

biyi,

where the first inequality follows from the fact that eachxj is nonnegative and each
cj is no larger than

∑
i yiaij . The second inequality, of course, holds for similar

reasons. �

Consider the subset of the real line consisting of all possible values for the primal
objective function, and consider the analogous subset associated with the dual prob-
lem. The weak duality theorem tells us that the set of primal values lies entirely to
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] [
Primal Values Dual Values
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Primal Values Dual Values
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[

FIGURE 5.1. The primal objective values are all less than the dual
objective values. An important question is whether or not there is a
gap between the largest primal value and the smallest dual value.

the left of the set of dual values. As we shall see shortly, these sets are both closed
intervals (perhaps of infinite extent), and the right endpoint of the primal set butts up
against the left endpoint of the dual set (see Figure 5.1). That is, there is no gap be-
tween the optimal objective function value for the primal and for the dual. The lack
of a gap between primal and dual objective values provides a convenient tool for veri-
fying optimality. Indeed, if we can exhibit a feasible primal solution(x∗1, x

∗
2, . . . , x

∗
n)

and a feasible dual solution(y∗1 , y
∗
2 , . . . , y

∗
m) for which

∑
j

cjx
∗
j =

∑
i

biy
∗
i ,

then we may conclude that each of these solutions is optimal for its respective prob-
lem. To see that the primal solution is optimal, consider any other feasible solution
(x1, x2, . . . , xn). By the weak duality theorem, we have that

∑
j

cjxj ≤
∑

i

biy
∗
i =

∑
j

cjx
∗
j .

Now, since(x∗1, x
∗
2, . . . , x

∗
n) was assumed to be feasible, we see that it must be opti-

mal. An analogous argument shows that the dual solution is also optimal for the dual
problem. As an example, consider the solutionsx = (0, 0.25, 3.25) andy = (1, 3) in
our example. Both these solutions are feasible, and both yield an objective value of
10. Hence, the weak duality theorem says that these solutions are optimal.
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4. The Strong Duality Theorem

The fact that for linear programming there is never a gap between the primal and
the dual optimal objective values is usually referred to as theStrong Duality Theorem:

THEOREM 5.2. If the primal problem has an optimal solution,

x∗ = (x∗1, x
∗
2, . . . , x

∗
n),

then the dual also has an optimal solution,

y∗ = (y∗1 , y
∗
2 , . . . , y

∗
m),

such that

(5.2)
∑

j

cjx
∗
j =

∑
i

biy
∗
i .

Carefully written proofs, while attractive for their tightness, sometimes obfuscate
the main idea. In such cases, it is better to illustrate the idea with a simple example.
Anyone who has taken a course in linear algebra probably already appreciates such a
statement. In any case, it is true here as we explain the strong duality theorem.

The main idea that we wish to illustrate here is that, as the simplex method solves
the primal problem, it also implicitly solves the dual problem, and it does so in such a
way that (5.2) holds.

To see what we mean, let us return to the example discussed in Section 5.1. We
start by introducing variableswi, i = 1, 2, for the primal slacks andzj , j = 1, 2, 3,
for the dual slacks. Since the inequality constraints in the dual problem are greater-
than constraints, each dual slack is defined as a left-hand side minus the corresponding
right-hand side. For example,

z1 = y1 + 3y2 − 4.

Therefore, the primal and dual dictionaries are written as follows:

(P)

ζ = 4x1 + x2 + 3x3

w1 = 1− x1 − 4x2

w2 = 3− 3x1 + x2 − x3.

(D)

−ξ = − y1 − 3y2
z1 =−4 + y1 + 3y2
z2 =−1 + 4y1 − y2

z3 =−3 + y2.
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Note that we have recorded the negative of the dual objective function, since we pre-
fer to maximize the objective function appearing in a dictionary. Also note that the
numbers in the dual dictionary are simply the negative of the numbers in the primal
dictionary arranged with the rows and columns interchanged. Indeed, stripping away
everything but the numbers, we have


0 4 1 3

1 −1 −4 0

3 −3 1 −1

 neg.–transp.←→


0 −1 −3

−4 1 3

−1 4 −1

−3 0 1

 .

That is, as a table of numbers, the dual dictionary is thenegative transposeof the
primal dictionary.

Our goal now is to apply the simplex method to the primal problem and at the
same time perform the analogous pivots on the dual problem. We shall discover that
the negative-transpose property persists throughout the iterations.

Since the primal dictionary is feasible, no Phase I procedure is necessary. For
the first pivot, we pickx3 as the entering variable (x1 has the largest coefficient, but
x3 provides the greatest one-step increase in the objective). With this choice, the
leaving variable must bew2. Since the rows and columns are interchanged in the dual
dictionary, we see that “column”x3 in the primal dictionary corresponds to “row”z3
in the dual dictionary. Similarly, roww2 in the primal corresponds to columny2 in
the dual. Hence, to make an analogous pivot in the dual dictionary, we selecty2 as
the entering variable andz3 as the leaving variable. While this choice of entering and
leaving variable may seem odd compared to how we have chosen entering and leaving
variables before, we should note that our earlier choice was guided by the desire to
increase the objective function while preserving feasibility. Here, the dual dictionary
is not even feasible, and so such considerations are meaningless. Once we give up
those rules for the choice of entering and leaving variables, it is easy to see that a pivot
can be performed with any choice of entering and leaving variables provided only that
the coefficient on the entering variable in the constraint of the leaving variables does
not vanish. Such is the case with the current choice. Hence, we do the pivot in both
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the primal and the dual. The result is

(P)

ζ = 9− 5x1 + 4x2 − 3w2

w1 = 1− x1 − 4x2

x3 = 3− 3x1 + x2 − w2.

(D)

−ξ =−9− y1 − 3z3
z1 = 5 + y1 + 3z3
z2 =−4 + 4y1 − z3

y2 = 3 + z3.

Note that these two dictionaries still have the property of being negative-transposes
of each other. For the next pivot, the entering variable in the primal dictionary isx2

(this time there is no choice) and the leaving variable isw1. In the dual dictionary, the
corresponding entering variable isy1 and the leaving variable isz2. Doing the pivots,
we get

(P)

ζ = 10− 6x1 − w1 − 3w2

x2 = 0.25− 0.25x1 − 0.25w1

x3 = 3.25− 3.25x1 − 0.25w1 − w2.

(D)

−ξ =−10− 0.25z2 − 3.25z3
z1 = 6 + 0.25z2 + 3.25z3
y1 = 1 + 0.25z2 + 0.25z3
y2 = 3 + z3.

This primal dictionary is optimal, since the coefficients in the objective row are all
negative. Looking at the dual dictionary, we see that it is now feasible for the anal-
ogous reason. In fact, it is optimal too. Finally, both the primal and dual objective
function values are10.

The situation should now be clear. Given a linear programming problem, which
is assumed to possess an optimal solution, first apply the Phase I procedure to get a
basic feasible starting dictionary for Phase II. Then apply the simplex method to find
an optimal solution. Each primal dictionary generated by the simplex method implic-
itly defines a corresponding dual dictionary as follows: first write down the negative
transpose and then replace eachxj with azj and eachwi with ayi. As long as the pri-
mal dictionary is not optimal, the implicitly defined dual dictionary will be infeasible.
But once an optimal primal dictionary is found, the corresponding dual dictionary will
be feasible. Since its objective coefficients are always nonpositive, this feasible dual
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dictionary is also optimal. Furthermore, at each iteration, the current primal objective
function value coincides with the current dual objective function value.

To see why the negative transpose property is preserved from one dictionary to
the next, let’s observe the effect of one pivot. To keep notations uncluttered, we shall
consider only four generic entries in a table of coefficients: the pivot element, which
we shall denote bya, one other element on the pivot element’s row, call itb, one other
in its column, call itc, and a fourth element, denotedd, chosen to make these four
entries into a rectangle. A little thought (and perhaps some staring at the examples
above) reveals that a pivot produces the following changes:

• the pivot element gets replaced by its reciprocal;
• elements in the pivot row get negated and divided by the pivot element;
• elements in the pivot column get divided by the pivot element; and
• all other elements, such asd, get decreased bybc/a.

These effects can be summarized on our generic table as follows:

b a

d c

pivot−→

− b
a

1
a

d− bc

a

c

a

Now, if we start with a dual dictionary that is the negative transpose of the primal and
apply one pivot operation, we get

−b −d

−a −c

pivot−→

b

a
−d+

bc

a

−1
a

− c
a

.
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Note that the resulting dual table is the negative transpose of the resulting primal table.
By induction we then conclude that, if we start with this property, it will be preserved
throughout the solution process.

Since the strong duality theorem is the most important theorem in this book, we
present here a careful proof. Those readers who are satisfied with the above discussion
may skip the proof.

PROOF OFTHEOREM 5.2. It suffices to exhibit a dual feasible solutiony∗ satis-
fying (5.2). Suppose we apply the simplex method. We know that the simplex method
produces an optimal solution whenever one exists, and we have assumed that one does
indeed exist. Hence, the final dictionary will be an optimal dictionary for the primal
problem. The objective function in this final dictionary is ordinarily written as

ζ = ζ̄ +
∑
j∈N

c̄jxj .

But, since this is the optimal dictionary and we prefer stars to bars for denoting optimal
“stuff,” let us write ζ∗ instead ofζ̄. Also, the collection of nonbasic variables will
generally consist of a combination of original variables as well as slack variables.
Instead of usinḡcj for the coefficients of these variables, let us usec∗j for the objective
coefficients corresponding to original variables, and let us used∗i for the objective
coefficients corresponding to slack variables. Also, for those original variables that
are basic we putc∗j = 0, and for those slack variables that are basic we putd∗i = 0.
With these new notations, we can rewrite the objective function as

ζ = ζ∗ +
n∑

j=1

c∗jxj +
m∑

i=1

d∗iwi.

As we know,ζ∗ is the objective function value corresponding to the optimal primal
solution:

(5.3) ζ∗ =
n∑

j=1

cjx
∗
j .

Now, put

(5.4) y∗i = −d∗i , i = 1, 2, . . . ,m.
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We shall show thaty∗ = (y∗1 , y
∗
2 , . . . , y

∗
m) is feasible for the dual problem and satisfies

(5.2). To this end, we write the objective function two ways:

n∑
j=1

cjxj = ζ∗ +
n∑

j=1

c∗jxj +
m∑

i=1

d∗iwi

= ζ∗ +
n∑

j=1

c∗jxj +
m∑

i=1

(−y∗i )

bi − n∑
j=1

aijxj


= ζ∗ −

m∑
i=1

biy
∗
i +

n∑
j=1

(
c∗j +

m∑
i=1

y∗i aij

)
xj .

Since all these expressions are linear in the variablesxj , we can equate the coefficients
of each variable appearing on the left-hand side with the corresponding coefficient
appearing in the last expression on the right-hand side. We can also equate the constant
terms on the two sides. Hence,

ζ∗ =
m∑

i=1

biy
∗
i(5.5)

cj = c∗j +
m∑

i=1

y∗i aij , j = 1, 2, . . . , n.(5.6)

Combining (5.3) and (5.5), we get that (5.2) holds. Also, the optimality of the dic-
tionary for the primal problem implies that eachc∗j is nonpositive, and hence we see
from (5.6) that

m∑
i=1

y∗i aij ≥ cj , j = 1, 2, . . . , n.

By the same reasoning, eachd∗i is nonpositive, and so we see from (5.4) that

y∗i ≥ 0, i = 1, 2, . . . ,m.

These last two sets of inequalities are precisely the conditions that guarantee dual
feasibility. This completes the proof. �

The strong duality theorem tells us that, whenever the primal problem has an
optimal solution, the dual problem has one also and there is no duality gap. But what
if the primal problem does not have an optimal solution? For example, suppose that
it is unbounded. The unboundedness of the primal together with the weak duality
theorem tells us immediately that the dual problem must be infeasible. Similarly, if
the dual problem is unbounded, then the primal problem must be infeasible. It is
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natural to hope that these three cases are the only possibilities, because if they were
we could then think of the strong duality theorem holding globally. That is, even if,
say, the primal is unbounded, the fact that then the dual is infeasible is like saying that
the primal and dual have a zero duality gap sitting out at+∞. Similarly, an infeasible
primal together with an unbounded dual could be viewed as a pair in which the gap is
zero and sits at−∞.

But it turns out that there is a fourth possibility that sometimes occurs—it can hap-
pen that both the primal and the dual problems are infeasible. For example, consider
the following problem:

maximize 2x1 − x2

subject to x1 − x2 ≤ 1

−x1 + x2 ≤−2

x1, x2 ≥ 0.

It is easy to see that both this problem and its dual are infeasible. For these problems,
one can think of there being a huge duality gap extending from−∞ to +∞.

Duality theory is often useful in that it provides acertificate of optimality. For
example, suppose that you were asked to solve a really huge and difficult linear pro-
gram. After spending weeks or months at the computer, you are finally able to get the
simplex method to solve the problem, producing as it does an optimal dual solution
y∗ in addition to the optimal primal solutionx∗. Now, how are you going to convince
your boss that your solution is correct? Do you really want to ask her to verify the
correctness of your computer programs? The answer is probably not. And in fact it
is not necessary. All you need to do is supply the primal and the dual solution, and
she only has to check that the primal solution is feasible for the primal problem (that’s
easy), the dual solution is feasible for the dual problem (that’s just as easy), and the
primal and dual objective values agree (and that’s even easier). Certificates of optimal-
ity have also been known to dramatically reduce the amount of time certain underpaid
professors have to devote to grading homework assignments!

As we’ve seen, the simplex method applied to a primal problem actually solves
both the primal and the dual. Since the dual of the dual is the primal, applying the
simplex method to the dual also solves both the primal and the dual problem. Some-
times it is easier to apply the simplex method to the dual, for example, if the dual has
an obvious basic feasible solution but the primal does not. We take up this topic in the
next chapter.

5. Complementary Slackness

Sometimes it is necessary to recover an optimal dual solution when only an opti-
mal primal solution is known. The following theorem, known as theComplementary
Slackness Theorem, can help in this regard.
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THEOREM 5.3. Suppose thatx = (x1, x2, . . . , xn) is primal feasible and that
y = (y1, y2, . . . , ym) is dual feasible. Let(w1, w2, . . . , wm) denote the corresponding
primal slack variables, and let(z1, z2, . . . , zn) denote the corresponding dual slack
variables. Thenx andy are optimal for their respective problems if and only if

xjzj = 0, for j = 1, 2, . . . , n,

wiyi = 0, for i = 1, 2, . . . ,m.(5.7)

PROOF. We begin by revisiting the chain of inequalities used to prove the weak
duality theorem:

∑
j

cjxj ≤
∑

j

(∑
i

yiaij

)
xj(5.8)

=
∑

i

∑
j

aijxj

 yi

≤
∑

i

biyi.(5.9)

Recall that the first inequality arises from the fact that each term in the left-hand sum
is dominated by the corresponding term in the right-hand sum. Furthermore, this
domination is a consequence of the fact that eachxj is nonnegative and

cj ≤
∑

i

yiaij .

Hence, inequality (5.8) will be an equality if and only if, for everyj = 1, 2, . . . , n,
eitherxj = 0 or cj =

∑
i yiaij . But since

zj =
∑

i

yiaij − cj ,

we see that the alternative toxj = 0 is simply thatzj = 0. Of course, the statement
that at least one of these two numbers vanishes can be succinctly expressed by saying
that the product vanishes.

An analogous analysis of inequality (5.9) shows that it is an equality if and only
if (5.7) holds. This then completes the proof. �

Suppose that we have a nondegenerate primal basic optimal solution

x∗ = (x∗1, x
∗
2, . . . , x

∗
n)
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and we wish to find a corresponding optimal solution for the dual. Let

w∗ = (w∗1 , w
∗
2 , . . . , w

∗
m)

denote the corresponding slack variables, which were probably given along with the
xj ’s but if not can be easily obtained from their definition as slack variables:

w∗i = bi −
∑

j

aijx
∗
j .

The dual constraints are

(5.10)
∑

i

yiaij − zj = cj , j = 1, 2, . . . , n,

where we have written the inequalities in equality form by introducing slack variables
zj , j = 1, 2, . . . , n. These constraints formn equations inm+ n unknowns. But the
basic optimal solution(x∗, w∗) is a collection ofn+m variables, many of which are
positive. In fact, since the primal solution is assumed to be nondegenerate, it follows
that them basic variables will be strictly positive. The complementary slackness
theorem then tells us that the corresponding dual variables must vanish. Hence, of the
m + n variables in (5.10), we can setm of them to zero. We are then left with justn
equations inn unknowns, which we would expect to have a unique solution that can
be solved for. If there is a unique solution, all the components should be nonnegative.
If any are negative, this would stand in contradiction to the assumed optimality ofx∗.

6. The Dual Simplex Method

In this section, we study what happens if we apply the simplex method to the dual
problem. As we saw in our discussion of the strong duality theorem, one can actually
apply the simplex method to the dual problem without ever writing down the dual
problem or its dictionaries. Instead, the so-called dual simplex method is seen simply
as a new way of picking the entering and leaving variables in a sequence of primal
dictionaries.

We begin with an example:

maximize −x1 − x2

subject to−2x1 − x2 ≤ 4

−2x1 + 4x2 ≤−8

−x1 + 3x2 ≤−7

x1, x2 ≥ 0.
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The dual of this problem is

minimize 4y1 − 8y2 − 7y3
subject to−2y1 − 2y2 − y3 ≥−1

−y1 + 4y2 + 3y3 ≥−1

y1, y2, y3 ≥ 0.

Introducing variableswi, i = 1, 2, 3, for the primal slacks andzj , j = 1, 2, for the
dual slacks, we can write down the initial primal and dual dictionaries:

(P) ζ = − x1 − x2

w1 = 4 + 2x1 + x2

w2 =−8 + 2x1 − 4x2

w3 =−7 + x1 − 3x2

(D) −ξ = − 4y1 + 8y2 + 7y3
z1 = 1− 2y1 − 2y2 − y3

z2 = 1− y1 + 4y2 + 3y3.

As before, we have recorded the negative of the dual objective function, since we
prefer to maximize the objective function appearing in a dictionary. More importantly,
note that the dual dictionary is feasible, whereas the primal one is not. This suggests
that it would be sensible to apply the simplex method to the dual. Let us do so, but
as we go we shall keep track of the analogous pivots applied to the primal dictionary.
For example, the entering variable in the initial dual dictionary isy2, and the leaving
variable then isz1. Sincew2 is complementary toy2 andx1 is complementary toz1,
we will usew2 andx1 as the entering/leaving variables in the primal dictionary. Of
course, sincew2 is basic andx1 is nonbasic,w2 must be the leaving variable andx1 the
entering variable—i.e., the reverse of what we have for the complementary variables
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in the dual dictionary. The result of these pivots is

(P) ζ =−4− 0.5w2 − 3x2

w1 = 12 + w2 + 5x2

x1 = 4 + 0.5w2 + 2x2

w3 =−3 + 0.5w2 − x2

(D) −ξ = 4− 12y1 − 4z1 + 3y3
y2 = 0.5− y1 − 0.5z1 − 0.5y3
z2 = 3− 5y1 − 2z1 + y3.

Continuing to work on the dual, we now see thaty3 is the entering variable andy2
leaves. Hence, for the primal we usew3 andw2 as the leaving and entering variable,
respectively. After pivoting, we have

(P) ζ =−7− w3 − 4x2

w1 = 18 + 2w3 + 7x2

x1 = 7 + w3 + 3x2

w2 = 6 + 2w3 + 2x2

(D) −ξ = 7− 18y1 − 7z1 − 6y2
y3 = 1− 2y1 − z1 − 2y2
z2 = 4− 7y1 − 3z1 − 2y2.

Now we notice that both dictionaries are optimal.
Of course, in each of the above dictionaries, the table of numbers in each dual

dictionary is the negative-transpose of the corresponding primal table. Therefore, we
never need to write the dual dictionary; the dual simplex method can be entirely de-
scribed in terms of the primal dictionaries. Indeed, first we note that the dictionary
must be dual feasible. This means that all the coefficients of the nonbasic variables in
the primal objective function must be nonpositive. Given this, we proceed as follows.
First we select the leaving variable by picking that basic variable whose constant term
in the dictionary is the most negative (if there are none, then the current dictionary
is optimal). Then we pick the entering variable by scanning across this row of the
dictionary and comparing ratios of the coefficients in this row to the corresponding
coefficients in the objective row, looking for the largest negated ratio just as we did in
the primal simplex method. Once the entering and leaving variable are identified, we
pivot to the next dictionary and continue from there. The reader is encouraged to trace
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the pivots in the above example, paying particular attention to how one determines the
entering and leaving variables by looking only at the primal dictionary.

7. A Dual-Based Phase I Algorithm

The dual simplex method described in the previous section provides us with a new
Phase I algorithm, which if nothing else is at least more elegant than the one we gave
in Chapter 2. Let us illustrate it using an example:

maximize −x1 + 4x2

subject to−2x1 − x2 ≤ 4

−2x1 + 4x2 ≤−8

−x1 + 3x2 ≤−7

x1, x2 ≥ 0.

The primal dictionary for this problem is

(P) ζ = − x1 + 4x2

w1 = 4 + 2x1 + x2

w2 =−8 + 2x1 − 4x2

w3 =−7 + x1 − 3x2,

and even though at this point we realize that we don’t need to look at the dual dictio-
nary, let’s track it anyway:

(D) −ξ = − 4y1 + 8y2 + 7y3
z1 = 1− 2y1 − 2y2 − y3

z2 =−4− y1 + 4y2 + 3y3.

Clearly, neither the primal nor the dual dictionary is feasible. But by changing the pri-
mal objective function, we can easily produce a dual feasible dictionary. For example,
let us temporarily change the primal objective function to

η = −x1 − x2.

Then the corresponding initial dual dictionary is feasible. In fact, it coincides with the
dual dictionary we considered in the previous section, so we already know the optimal
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solution for this modified problem. The optimal primal dictionary is

η =−7− w3 − 4x2

w1 = 18 + 2w3 + 7x2

x1 = 7 + w3 + 3x2

w2 = 6 + 2w3 + 2x2.

This primal dictionary is optimal for the modified problem but not for the original
problem. However, it is feasible for the original problem, and we can now simply
reinstate the intended objective function and continue with Phase II. Indeed,

ζ =−x1 + 4x2

=−(7 + w3 + 3x2) + 4x2

=−7− w3 + x2.

Hence, the starting dictionary for Phase II is

ζ =−7− w3 + x2

w1 = 18 + 2w3 + 7x2

x1 = 7 + w3 + 3x2

w2 = 6 + 2w3 + 2x2.

The entering variable isx2. Looking for a leaving variable, we discover that this
problem is unbounded. Of course, more typically one would expect to have to do
several iterations of Phase II to find the optimal solution (or show unboundedness).
Here we just got lucky that the game ended so soon.

It is interesting to note how we detect infeasibility with this new Phase I algorithm.
The modified problem is guaranteed always to be dual feasible. It is easy to see that
the primal problem is infeasible if and only if the modified problem is dual unbounded
(which the dual simplex method will detect just as the primal simplex method detects
primal unboundedness).

The two-phase algorithm we have just presented can be thought of as a dual–
primal algorithm, since we first apply the dual simplex method to a modified dual
feasible problem and then finish off by applying the primal simplex method to the
original problem, starting from the feasible dictionary produced by Phase I. One could
consider turning this around and doing a primal–dual two-phase algorithm. Here, the
right-hand side of the primal problem would be modified to produce an obvious primal
feasible solution. The primal simplex method would then be applied. The optimal
solution to this primal problem will then be feasible for the original dual problem but
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will not be optimal for it. But then the dual simplex method can be applied, starting
with this dual feasible basis until an optimal solution for the dual problem is obtained.

8. The Dual of a Problem in General Form

In Chapter 1, we saw that linear programming problems can be formulated in a
variety of ways. In this section, we shall derive the form of the dual when the primal
problem is not necessarily presented in standard form.

First, let us consider the case where the linear constraints are equalities (and the
variables are nonnegative):

(5.11)

maximize
n∑

j=1

cjxj

subject to
n∑

j=1

aijxj = bi i = 1, 2, . . . ,m

xj ≥ 0 j = 1, 2, . . . , n.

As we mentioned in Chapter 1, this problem can be reformulated with inequality con-
straints by simply writing each equality as two inequalities: one greater-than-or-equal-
to and one less-than-or-equal-to:

maximize
n∑

j=1

cjxj

subject to
n∑

j=1

aijxj ≤ bi i = 1, 2, . . . ,m

n∑
j=1

aijxj ≥ bi i = 1, 2, . . . ,m

xj ≥ 0 j = 1, 2, . . . , n.

Then negating each greater-than-or-equal-to constraint, we can put the problem into
standard form:

maximize
n∑

j=1

cjxj

subject to
n∑

j=1

aijxj ≤ bi i = 1, 2, . . . ,m

n∑
j=1

−aijxj ≤ −bi i = 1, 2, . . . ,m

xj ≥ 0 j = 1, 2, . . . , n.
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Now that the problem is in standard form, we can write down its dual. Since there
are two sets ofm inequality constraints, we need two sets ofm dual variables. Let’s
denote the dual variables associated with the first set ofm constraints byy+

i , i =
1, 2, . . . ,m, and the remaining dual variables byy−i , i = 1, 2, . . . ,m. With these
notations, the dual problem is

minimize
m∑

i=1

biy
+
i −

m∑
i=1

biy
−
i

subject to
m∑

i=1

y+
i aij −

m∑
i=1

y−i aij ≥ cj j = 1, 2, . . . , n

y+
i , y

−
i ≥ 0 i = 1, 2, . . . ,m.

A moment’s reflection reveals that we can simplify this problem. If we put

yi = y+
i − y

−
i , i = 1, 2, . . . ,m,

the dual problem reduces to

minimize
m∑

i=1

biyi

subject to
m∑

i=1

yiaij ≥ cj j = 1, 2, . . . , n.

This problem isthedual associated with (5.11). Note what has changed from when we
were considering problems in standard form: now the dual variables are not restricted
to be nonnegative. And that is the message:equality constraints in the primal yield
unconstrained variables (also referred to as free variables) in the dual, whereas in-
equality constraints in the primal yield nonnegative variables in the dual. Employing
the symmetry between the primal and the dual, we can say more:free variables in
the primal yield equality constraints in the dual, whereas nonnegative variables in the
primal yield inequality constraints in the dual. These rules are summarized in Table
5.1.

9. Resource Allocation Problems

Let us return to the production facility problem studied in Chapter 1. Recall that
this problem involves a production facility that can take a variety of raw materials
(enumeratedi = 1, 2, . . . ,m) and turn them into a variety of final products (enumer-
atedj = 1, 2, . . . , n). We assume as before that the current market value of a unit of
theith raw material isρi, that the current market price for a unit of thejth product is
σj , that producing one unit of productj requiresaij units of raw materiali, and that
at the current moment in time the facility has on handbi units of theith raw material.
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Primal Dual

Equality Constraint Free Variable

Inequality Constraint Nonnegative Variable

Free Variable Equality Constraint

Nonnegative Variable Inequality Constraint

TABLE 5.1. Rules for forming the dual.

The current market values/prices are, by definition, related to each other by the
formulas

σj =
∑

i

ρiaij , j = 1, 2, . . . , n.

These equations hold whenever the market is in equilibrium. (Of course, it is crucial to
assume here that the collection of “raw materials” appearing on the right-hand side is
exhaustive, including such items as depreciation of fixed assets and physical labor.) In
the real world, the market is always essentially in equilibrium. Nonetheless, it contin-
ually experiences small perturbations that ripple through it and move the equilibrium
to new levels.

These perturbations can be from several causes, an important one being innova-
tion. One possible innovation is to improve the production process. This means that
the values of some of theaij ’s are reduced. Now, suddenly there is a windfall profit
for each unit of productj produced. This windfall profit is given by

(5.12) cj = σj −
∑

i

ρiaij .

Of course, eventually most producers of these products will take advantage of the same
innovation, and once the suppliers get wind of the profits being made, they will get in
on the action by raising the price of the raw materials.1 Nonetheless, there is always a
time lag; it is during this time that fortunes are made.

To be concrete, let us assume that the time lag is about one month (depending
on the industry, this lag time could be considered too short or too long). Suppose
also that the production manager decides to producexj units of productj and that
all units produced are sold immediately at their market value. Then the total revenue

1One could take the prices of raw materials as fixed and argue that the value of the final products will
fall. It doesn’t really matter which view one adopts, since prices are relative anyway. The point is simply
that the difference between the price of the raw materials and the price of the final products must narrow
due to this innovation.
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during this month will be
∑

j σjxj . The value of the raw materials on hand at the
beginning of the month was

∑
i ρibi. Also, if we denote the new price levels for the

raw materials at the end of the month bywi, i = 1, 2, . . . ,m, then the value of any
remaining inventory at the end of the month is given by

∑
i

wi

bi −∑
j

aijxj


(if any term is negative, then it represents the cost of purchasing additional raw mate-
rials to meet the month’s production requirements—we assume that these additional
purchases are made at the new, higher, end-of-month price). The total windfall, call it
π, (over all products) for this month can now be written as

(5.13) π =
∑

j

σjxj +
∑

i

wi

bi −∑
j

aijxj

−∑
i

ρibi.

Our aim is to choose production levelsxj , j = 1, 2, . . . , n, that maximize this
windfall. But our supplier’s aim is to choose priceswi, i = 1, 2, . . . ,m, so as to
minimize our windfall. Before studying these optimizations, let us first rewrite the
windfall in a more convenient form. As in Chapter 1, letyi denote the increase in the
price of raw materiali. That is,

(5.14) wi = ρi + yi.

Substituting (5.14) into (5.13) and then simplifying notations using (5.12), we see that

(5.15) π =
∑

j

cjxj +
∑

i

yi

bi −∑
j

aijxj

 .

To emphasize thatπ depends on each of thexj ’s and on theyi’s, we sometimes write
it asπ(x1, . . . , xn, y1, . . . , ym).

Now let us return to the competing optimizations. Givenxj for j = 1, 2, . . . , n,
the suppliers react to minimizeπ(x1, . . . , xn, y1, . . . , ym). Looking at (5.15), we see
that for any resourcei in short supply, that is,

bi −
∑

j

aijxj < 0,
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the suppliers will jack up the price immensely (i.e.,yi =∞). To avoid this obviously
bad situation, the production manager will be sure to set the production levels so that∑

j

aijxj ≤ bi, i = 1, 2, . . . ,m.

On the other hand, for any resourcei that is not exhausted during the windfall month,
that is,

bi −
∑

j

aijxj > 0,

the suppliers will have no incentive to change the prevailing market price (i.e.,yi = 0).
Therefore, from the production manager’s point of view, the problem reduces to one
of maximizing ∑

j

cjxj

subject to the constraints that∑
j

aijxj ≤ bi, i = 1, 2, . . . ,m,

xj ≥ 0, j = 1, 2, . . . , n.

This is just our usual primal linear programming problem. This is the problem that the
production manager needs to solve in anticipation of adversarial suppliers.

Now let us look at the problem from the suppliers’ point of view. Rearranging the
terms in (5.15) by writing

(5.16) π =
∑

j

(
cj −

∑
i

yiaij

)
xj +

∑
i

yibi,

we see that if the suppliers set prices in such a manner that a windfall remains on the
jth product even after the price adjustment, that is,

cj −
∑

i

yiaij > 0,

then the production manager would be able to generate for the facility an arbitrarily
large windfall by producing a huge amount of thejth product (i.e.,xj = ∞). We
assume that this is unacceptable to the suppliers, and so they will determine their price
increases so that ∑

i

yiaij ≥ cj , j = 1, 2, . . . , n.
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Also, if the suppliers set the price increases too high so that the production facility will
lose money by producing productj, that is,

cj −
∑

i

yiaij < 0,

then the production manager would simply decide not to engage in that activity. That
is, she would setxj = 0. Hence, the first term in (5.16) will always be zero, and so
the optimization problem faced by the suppliers is to minimize∑

i

biyi

subject to the constraints that∑
i

yiaij ≥ cj , j = 1, 2, . . . , n,

yi ≥ 0, i = 1, 2, . . . ,m.

This is precisely the dual of the production manager’s problem!
As we’ve seen earlier with the strong duality theorem, if the production manager’s

problem has an optimal solution, then so does the suppliers’ problem, and the two
objectives agree. This means than an equilibrium can be reestablished by setting the
production levels and the price hikes according to the optimal solutions to these two
linear programming problems.

10. Lagrangian Duality

The analysis of the preceding section is an example of a general technique that
forms the foundation of a subject calledLagrangian duality, which we shall briefly
describe.

Let us start by summarizing what we did. It was quite simple. The analysis
revolved around a function

π(x1, . . . , xn, y1, . . . , ym) =
∑

j

cjxj −
∑

i

∑
i

yiaijxj +
∑

i

yibi.

To streamline notations, letx stand for the entire collection of variablesx1, x2, . . . , xn

and lety stand for the collection ofyi’s so that we can writeπ(x, y) in place of
π(x1, . . . , xn, y1, . . . , ym). Written with these notations, we showed in the previous
section that

max
x≥0

min
y≥0

π(x, y) = min
y≥0

max
x≥0

π(x, y).
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We also showed that the inner optimization could in both cases be solved explicitly,
that the max–min problem reduced to a linear programming problem, and that the
min–max problem reduced to the dual linear programming problem.

One could imagine trying to carry out the same program for functionsπ that don’t
necessarily have the form shown above. In the general case, one needs to consider
each step carefully. The max–min problem is called the primal problem, and the min–
max problem is called the dual problem. However, it may or may not be true that
these two problems have the same optimal objective values. In fact, the subject is
interesting because one can indeed state specific, verifyable conditions for which the
two problems do agree. Also, one would like to be able to solve the inner optimizations
explicitly so that the primal problem can be stated as a pure maximization problem and
the dual can be stated as a pure minimization problem. This, too, is often doable. There
are various ways in which one can extend the notions of duality beyond the context of
linear programming. The one just described is referred to as Lagrangian duality. It is
perhaps the most important such extension.

Exercises

In solving the following problems, the advanced pivot tool can be used to check
your arithmetic:

campuscgi.princeton.edu/∼rvdb/JAVA/pivot/advanced.html

5.1 What is the dual of the following linear programming problem:

maximize x1 − 2x2

subject to x1 + 2x2 − x3 + x4 ≥ 0

4x1 + 3x2 + 4x3 − 2x4 ≤ 3

−x1 − x2 + 2x3 + x4 = 1

x2, x3 ≥ 0 .

5.2 Illustrate Theorem 5.2 on the problem in Exercise 2.9.

5.3 Illustrate Theorem 5.2 on the problem in Exercise 2.1.

5.4 Illustrate Theorem 5.2 on the problem in Exercise 2.2.

http://campuscgi.princeton.edu/~rvdb/JAVA/pivot/advanced.html
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5.5 Consider the following linear programming problem:

maximize 2x1 + 8x2 − x3 − 2x4

subject to 2x1 + 3 + 6x4 ≤ 6

−2x1 + 4x2 + 3x3 ≤ 1.5

3x1 + 2x2 − 2x3 − x4 ≤ 4

x1, x2, x3, x4 ≥ 0.

Suppose that, in solving this problem, you have arrived at the following
dictionary:

ζ = 3.5− 0.25w1 + 6.25x2 − 0.5w3 − 1.5x4

x1 = 3.0− 0.5w1 − 1.5x2 − 3.0x4

w2 = 0.0 + 1.25w1 − 3.25x2 − 1.5w3 + 13.5x4

x3 = 2.5− 0.75w1 − 1.25x2 + 0.5w3 − 6.5x4.

(a) Write down the dual problem.
(b) In the dictionary shown above, which variables are basic? Which are

nonbasic?
(c) Write down the primal solution corresponding to the given dictionary.

Is it feasible? Is it degenerate?
(d) Write down the corresponding dual dictionary.
(e) Write down the dual solution. Is it feasible?
(f) Do the primal/dual solutions you wrote above satisfy the complemen-

tary slackness property?
(g) Is the current primal solution optimal?
(h) For the next (primal) pivot, which variable will enter if the largest co-

efficient rule is used? Which will leave? Will the pivot be degenerate?
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5.6 Solve the following linear program:

maximize −x1 − 2x2

subject to−2x1 + 7x2 ≤ 6

−3x1 + x2 ≤−1

9x1 − 4x2 ≤ 6

x1 − x2 ≤ 1

7x1 − 3x2 ≤ 6

−5x1 + 2x2 ≤−3

x1, x2 ≥ 0.

5.7 Solve the linear program given in Exercise 2.3 using the dual–primal two-
phase algorithm.

5.8 Solve the linear program given in Exercise 2.4 using the dual–primal two-
phase algorithm.

5.9 Solve the linear program given in Exercise 2.6 using the dual–primal two-
phase algorithm.

5.10 Using today’s date (MMYY) for the seed value, solve 10 problems using the
dual phase I primal phase II simplex method:

campuscgi.princeton.edu/∼rvdb/JAVA/pivot/dp2phase.html .

5.11 Using today’s date (MMYY) for the seed value, solve 10 problems using the
primal phase I dual phase II simplex method:

campuscgi.princeton.edu/∼rvdb/JAVA/pivot/pd2phase.html

5.12 Forx andy in R, compute

max
x≥0

min
y≥0

(x− y) and min
y≥0

max
x≥0

(x− y)

and note whether or not they are equal.

http://campuscgi.princeton.edu/~rvdb/JAVA/pivot/dp2phase.html
http://campuscgi.princeton.edu/~rvdb/JAVA/pivot/pd2phase.html
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5.13 Consider the following process. Starting with a linear programming problem
in standard form,

maximize
n∑

j=1

cjxj

subject to
n∑

j=1

aijxj ≤ bi i = 1, 2, . . . ,m

xj ≥ 0 j = 1, 2, . . . , n,

first form its dual:

minimize
m∑

i=1

biyi

subject to
m∑

i=1

yiaij ≥ cj j = 1, 2, . . . , n

yi ≥ 0 i = 1, 2, . . . ,m.

Then replace the minimization in the dual with a maximization to get a new
linear programming problem, which we can write in standard form as fol-
lows:

maximize
m∑

i=1

biyi

subject to
m∑

i=1

−yiaij ≤ −cj j = 1, 2, . . . , n

yi ≥ 0 i = 1, 2, . . . ,m.

If we identify a linear programming problem with its data,(aij , bi, cj), the
above process can be thought of as a transformationT on the space of data
defined by

(aij , bi, cj)
T−→ (−aji,−cj , bi).

Let ζ∗(aij , bi, cj) denote the optimal objective function value of the standard-
form linear programming problem having data(aij , bi, cj). By strong dual-
ity together with the fact that a maximization dominates a minimization, it
follows that

ζ∗(aij , bi, cj) ≤ ζ∗(−aji,−cj , bi).
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Now if we repeat this process, we get

(aij , bi, cj)
T→ (−aji,−cj , bi)

T→ (aij ,−bi,−cj)

T→ (−aji, cj ,−bi)

T→ (aij , bi, cj)

and hence that

ζ∗(aij , bi, cj)≤ ζ∗(−aji,−cj , bi)

≤ ζ∗(aij ,−bi,−cj)

≤ ζ∗(−aji, cj ,−bi)

≤ ζ∗(aij , bi, cj).

But the first and the last entry in this chain of inequalities are equal. There-
fore, all these inequalities would seem to be equalities. While this outcome
could happen sometimes, it certainly isn’t always true. What is the error in
this logic? Can you state a (correct) nontrivial theorem that follows from
this line of reasoning? Can you give an example where the four inequalities
are indeed all equalities?

5.14 Consider the following variant of the resource allocation problem:

(5.17)

maximize cTx

subject to Ax≤ b
0 ≤ x≤ u.

Here,c denotes the vector of unit prices for the products,b denotes the vector
containing the number of units on hand of each raw material, andu denotes
a vector of upper bounds on the number of units of each product that can
be sold at the set price. Now, let’s assume that the raw materials have not
been purchased yet and it is part of the problem to determineb. Letp denote
the vector of prices for each raw material. The problem then becomes an
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optimization over bothx andb:

maximize cTx− pT b

subject to Ax− b≤ 0

0 ≤ x≤ u
b≥ 0.

(a) Show that this problem always has an optimal solution.
(b) Lety∗(b) denote optimal dual variables for the original resource alloca-

tion problem (5.17) (note that we’ve explicitly indicated that these dual
variables depend on the vectorb). Show that the optimal value ofb, call
it b∗, satisfies

y∗(b∗) = p.

5.15 Consider the following linear program:

maximize
n∑

j=1

pjxj

subject to
n∑

j=1

qjxj ≤ β

xj ≤ 1 j = 1, 2, . . . , n

xj ≥ 0 j = 1, 2, . . . , n.

Here, the numberspj , j = 1, 2, . . . , n are positive and sum to one. The same
is true of theqj ’s:

n∑
j=1

qj = 1

qj > 0.

Furthermore, assume that

p1

q1
<
p2

q2
< · · · < pn

qn

and that the parameterβ is a small positive number. Letk = min{j :
qj+1 + · · · + qn ≤ β}. Let y0 denote the dual variable associated with the
constraint involvingβ, and letyj denote the dual variable associated with
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the upper bound of1 on variablexj . Using duality theory, show that the
optimal values of the primal and dual variables are given by

xj =


0 j < k
β−qk+1−···−qn

qk
j = k

1 j > k

yj =


pk

qk
j = 0

0 0 < j ≤ k
qj

(
pj

qj
− pk

qk

)
j > k

See Exercise 1.3 for the motivation for this problem.

5.16 Diet Problem.An MIT graduate student was trying to make ends meet on a
very small stipend. He went to the library and looked up the National Re-
search Council’s publication entitled “Recommended Dietary Allowances”
and was able to determine a minimum daily intake quantity of each essen-
tial nutrient for a male in his weight and age category. Letm denote the
number of nutrients that he identified as important to his diet, and letbi for
i = 1, 2, . . . ,m denote his personal minimum daily requirements. Next, he
made a list of his favorite foods (which, except for pizza and due mostly
to laziness and ineptitude in the kitchen, consisted almost entirely of frozen
prepared meals). He then went to the local grocery store and made a list of
the unit price for each of his favorite foods. Let us denote these prices ascj
for j = 1, 2, . . . , n. In addition to prices, he also looked at the labels and
collected information about how much of the critical nutrients are contained
in one serving of each food. Let us denote byaij the amount of nutrient
i contained in foodj. (Fortunately, he was able to call his favorite pizza
delivery service and get similar information from them.) In terms of this
information, he formulated the following linear programming problem:

minimize
n∑

j=1

cjxj

subject to
n∑

j=1

aijxj ≥ bi i = 1, 2, . . . ,m

xj ≥ 0 j = 1, 2, . . . , n.

Formulate the dual to this linear program. Can you introduce another person
into the above story whose problem would naturally be to solve the dual?
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5.17 Saddle points.A functionh(y) defined fory ∈ R is calledstrongly convex
if
• h′′(y) > 0 for all y ∈ R,
• limy→−∞ h′(y) = −∞, and
• limy→∞ h′(y) =∞.

A functionh is calledstrongly concaveif −h is strongly convex. Letπ(x, y),
be a function defined for(x, y) ∈ R2 and having the following form

π(x, y) = f(x)− xy + g(y),

wheref is strongly concave andg is strongly convex. Using elementary
calculus

1. Show that there is one and only one point(x∗, y∗) ∈ R2 at which the
gradient ofπ,

∇π =

[
∂π/∂x

∂π/∂y

]
,

vanishes.Hint: From the two equations obtained by setting the deriva-
tives to zero, derive two other relations having the formx = φ(x) and
y = ψ(y). Then study the functionsφ andψ to show that there is one
and only one solution.

2. Show that

max
x∈R

min
y∈R

π(x, y) = π(x∗, y∗) = min
y∈R

max
x∈R

π(x, y),

where(x∗, y∗) denotes the “critical point” identified in part 1 above.
(Note: Be sure to check the signs of the second derivatives for both the
inner and the outer optimizations.)

Associated with each strongly convex functionh is another function, called
theLegendre transformof h and denoted byLh, defined by

Lh(x) = max
y∈R

(xy − h(y)), x ∈ R.

3. Using elementary calculus, show thatLh is strongly convex.
4. Show that

max
x∈R

min
y∈R

π(x, y) = max
x∈R

(f(x)− Lg(x))

and that

min
y∈R

max
x∈R

π(x, y) = min
y∈R

(g(y) + L−f (−y)).
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5. Show that the Legendre transform of the Legendre transform of a func-
tion is the function itself. That is,

LLh
(z) = h(z) for all z ∈ R.

Hint: This can be proved from scratch but it is easier to use the result
of part 2 above.

Notes

The idea behind the strong duality theorem can be traced back to conversations
between G.B. Dantzig and J. von Neumann in the fall of 1947, but an explicit state-
ment did not surface until the paper of Gale et al. (1951). The termprimal problem
was coined by G.B. Dantzig’s father, T. Dantzig. The dual simplex method was first
proposed by Lemke (1954).

The solution to Exercise 5.13 (which is left to the reader to supply) suggests that
a random linear programming problem is infeasible with probability1/4, unbounded
with probability1/4, and has an optimal solution with probability1/2.





CHAPTER 6

The Simplex Method in Matrix Notation

So far, we have avoided using matrix notation to present linear programming
problems and the simplex method. In this chapter, we shall recast everything into
matrix notation. At the same time, we will emphasize the close relations between the
primal and the dual problems.

1. Matrix Notation

As usual, we begin our discussion with the standard-form linear programming
problem:

maximize
n∑

j=1

cjxj

subject to
n∑

j=1

aijxj ≤ bi i = 1, 2, . . . ,m

xj ≥ 0 j = 1, 2, . . . , n.

In the past, we have generally denoted slack variables bywi’s but have noted that
sometimes it is convenient just to string them onto the end of the list of original vari-
ables. Such is the case now, and so we introduce slack variables as follows:

xn+i = bi −
n∑

j=1

aijxj , i = 1, 2, . . . ,m.

With these slack variables, we now write our problem in matrix form:

maximize cTx

subject to Ax= b

x≥ 0,

89
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where

(6.1) A =


a11 a12 . . . a1n 1

a21 a22 . . . a2n 1
...

...
...

...

am1 am2 . . . amn 1

 ,

(6.2) b =


b1

b2
...

bm

 , c =



c1

c2
...

cn

0
...

0


, and x =



x1

x2

...

xn

xn+1

...

xn+m


.

As we know, the simplex method is an iterative procedure in which each iteration
is characterized by specifying whichm of then + m variables are basic. As before,
we denote byB the set of indices corresponding to the basic variables, and we denote
byN the remaining nonbasic indices.

In component notation, theith component ofAx can be broken up into a basic
part and a nonbasic part:

(6.3)
n+m∑
j=1

aijxj =
∑
j∈B

aijxj +
∑
j∈N

aijxj .

We wish to introduce a notation for matrices that will allow us to break up the matrix
productAx analogously. To this end, letB denote anm ×m matrix whose columns
consist precisely of them columns ofA that are associated with the basic variables.
Similarly, letN denote anm × n matrix whose columns are then nonbasic columns
of A. Then we writeA in a partitioned-matrix form as follows:

A =
[
B N

]
Strictly speaking, the matrix on the right does not equal theA matrix. Instead, it is the
Amatrix with its columns rearranged in such a manner that all the columns associated
with basic variables are listed first followed by the nonbasic columns. Nonetheless, as
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long as we are consistent and rearrange the rows ofx in the same way, then no harm
is done. Indeed, let us similarly rearrange the rows ofx and write

x =

[
xB

xN

]
.

Then the following separation ofAx into a sum of two terms is true and captures the
same separation into basic and nonbasic parts as we had in (6.3):

Ax =
[
B N

] [ xB
xN

]
= BxB +NxN .

By similarly partitioningc, we can write

cTx =

[
cB

cN

]T [
xB

xN

]
= cTBxB + cTNxN .

2. The Primal Simplex Method

A dictionary has the property that the basic variables are written as functions of
the nonbasic variables. In matrix notation, we see that the constraint equations

Ax = b

can be written as

BxB +NxN = b.

The fact that the basic variablesxB can be written as a function of the nonbasic vari-
ablesxN is equivalent to the fact that the matrixB is invertible, and hence,

(6.4) xB = B−1b−B−1NxN .

(The fact thatB is invertible means that itsm column vectors are linearly independent
and therefore form a basis forRm — this is why the basic variables are called basic,
in case you were wondering.) Similarly, the objective function can be written as

ζ = cTBxB + cTNxN(6.5)

= cTB
(
B−1b−B−1NxN

)
+ cTNxN

= cTBB
−1b−

(
(B−1N)T cB − cN

)T
xN .
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Combining (6.5) and (6.4), we see that we can write the dictionary associated with
basisB as

(6.6)
ζ = cTBB

−1b−
(
(B−1N)T cB − cN

)T
xN

xB = B−1b−B−1NxN .

Comparing against the component-form notation of Chapter 2 (see (2.6)), we make
the following identifications:

cTBB
−1b= ζ̄

cN − (B−1N)T cB = [c̄j ]

B−1b=
[
b̄i
]

B−1N = [āij ] ,

where the bracketed expressions on the right denote vectors and matrices with the
indexi running overB and the indexj running overN . The basic solution associated
with dictionary (6.6) is obtained by settingxN equal to zero:

x∗N = 0,

x∗B =B−1b.(6.7)

As we saw in the last chapter, associated with each primal dictionary there is a
dual dictionary that is simply the negative-transpose of the primal. However, to have
the negative-transpose property, it is important to correctly associate complementary
pairs of variables. So first we recall that, for the current discussion, we have appended
the primal slack variables to the end of the original variables:

(x1, . . . , xn, w1, . . . , wm) −→ (x1, . . . , xn, xn+1, . . . , xn+m).

Also recall that the dual slack variables are complementary to the original primal
variables and that the original dual variables are complementary to the primal slack
variables. Therefore, to maintain the desired complementarity condition between like
indices in the primal and the dual, we need to relabel the dual variables and append
them to the end of the dual slacks:

(z1, . . . , zn, y1, . . . , ym) −→ (z1, . . . , zn, zn+1, . . . , zn+m).

With this relabeling of the dual variables, the dual dictionary corresponding to (6.6) is

−ξ = −cTBB−1b− (B−1b)T zB

zN = (B−1N)T cB − cN + (B−1N)T zB.
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The dual solution associated with this dictionary is obtained by settingzB equal to
zero:

z∗B = 0,

z∗N = (B−1N)T cB − cN .(6.8)

Using (6.7) and (6.8) and introducing the shorthand

(6.9) ζ∗ = cTBB
−1b,

we see that we can write the primal dictionary succinctly as

(6.10)
ζ = ζ∗ − z∗N

TxN

xB = x∗B −B−1NxN .

The associated dual dictionary then has a very symmetric appearance:

(6.11)
−ξ =−ζ∗ − (x∗B)T zB

zN = z∗N + (B−1N)T zB.

The (primal) simplex method can be described briefly as follows. The starting
assumptions are that we are given

(1) a partition of then+m indices into a collectionB of m basic indices and a
collectionN of n nonbasic ones with the property that the basis matrixB is
invertible,

(2) an associated current primal solutionx∗B ≥ 0 (andx∗N = 0), and
(3) an associated current dual solutionz∗N (with z∗B = 0)

such that the dictionary given by (6.10) represents the primal objective function and
the primal constraints. The simplex method then produces a sequence of steps to
“adjacent” bases such that the current valueζ∗ of the objective functionζ increases
at each step (or, at least, would increase if the step size were positive), updatingx∗B
andz∗N along the way. Two bases are said to be adjacent to each other if they differ in
only one index. That is, given a basisB, an adjacent basis is determined by removing
one basic index and replacing it with a nonbasic index. The index that gets removed
corresponds to the leaving variable, whereas the index that gets added corresponds to
the entering variable.

One step of the simplex method is called an iteration. We now elaborate further
on the details by describing one iteration as a sequence of specific steps.

Step 1. Check for Optimality.If z∗N ≥ 0, stop. The current solution is optimal.
To see this, first note that the simplex method always maintains primal feasibility and
complementarity. Indeed, the primal solution is feasible, sincex∗B ≥ 0 andxN = 0
and the dictionary embodies the primal constraints. Also, the fact thatx∗N = 0 and
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z∗B = 0 implies that the primal and dual solutions are complementary. Hence, all that
is required for optimality is dual feasibility. But by looking at the associated dual
dictionary (6.11), we see that the dual solution is feasible if and only ifz∗N ≥ 0.

Step 2. Select Entering Variable.Pick an indexj ∈ N for whichz∗j < 0. Variable
xj is theentering variable.

Step 3. Compute Primal Step Direction∆xB. Having selected the entering vari-
able, it is our intention to let its value increase from zero. Hence, we let

xN =



0
...

0

t

0
...

0


↖

= tej ,

jth position

where we follow the common convention of lettingej denote the unit vector that is
zero in every component except for a one in the position associated with indexj (note
that, because of our index rearrangement conventions, this is not generally thejth
element of the vector). Then from (6.10), we have that

xB = x∗B −B−1Ntej .

Hence, we see that the step direction∆xB for the primal basic variables is given by

∆xB = B−1Nej .

Step 4. Compute Primal Step Length.We wish to pick the largestt ≥ 0 for which
every component ofxB remains nonnegative. That is, we wish to pick the largestt for
which

x∗B ≥ t∆xB.

Since, for eachi ∈ B∗, x∗i ≥ 0 and t ≥ 0, we can divide both sides of the above
inequality by these numbers and preserve the sense of the inequality. Therefore, doing
this division, we get the requirement that

1
t
≥ ∆xi

x∗i
, for all i ∈ B.

We want to lett be as large as possible, and so1/t should be made as small as pos-
sible. The smallest possible value for1/t that satisfies all the required inequalities is
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obviously
1
t

= max
i∈B

∆xi

x∗i
.

Hence, the largestt for which all of the inequalities hold is given by

t =
(

max
i∈B

∆xi

x∗i

)−1

.

As always, the correct convention for0/0 is to set such ratios to zero. Also, if the
maximum is less than or equal to zero, we can stop here—the primal is unbounded.

Step 5. Select Leaving Variable.The leaving variable is chosen as any variable
xi, i ∈ B, for which the maximum in the calculation oft is obtained.

Step 6. Compute Dual Step Direction∆zN . Essentially all that remains is to
explain howz∗N changes. To see how, it is convenient to look at the dual dictionary.
Since in that dictionaryzi is the entering variable, we see that

∆zN = −(B−1N)T ei.

Step 7. Compute Dual Step Length.Since we know thatzj is the leaving variable
in the dual dictionary, we see immediately that the step length for the dual variables is

s =
z∗j

∆zj
.

Step 8. Update Current Primal and Dual Solutions.We now have everything we
need to update the data in the dictionary:

x∗j ← t

x∗B← x∗B − t∆xB

and

z∗i ← s

z∗N ← z∗N − s∆zN .

Step 9. Update Basis.Finally, we update the basis:

B ← B \ {i} ∪ {j}.

We close this section with the important remark that the simplex method as pre-
sented here, while it may look different from the component-form presentation given
in Chapter 2, is in fact mathematically identical to it. That is, given the same set of
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pivoting rules and starting from the same primal dictionary, the two algorithms will
generate exactly the same sequence of dictionaries.

3. An Example

In case the reader is feeling at this point that there are too many letters and not
enough numbers, here is an example that illustrates the matrix approach to the simplex
method. The problem we wish to solve is

maximize 4x1 + 3x2

subject to x1 − x2 ≤ 1

2x1 − x2 ≤ 3

x2 ≤ 5

x1, x2 ≥ 0.

The matrixA is given by 
1 −1 1

2 −1 1

0 1 1

 .
(Note that some zeros have not been shown.) The initial sets of basic and nonbasic
indices are

B = {3, 4, 5} and N = {1, 2}.

Corresponding to these sets, we have the submatrices ofA:

B =


1

1

1

 N =


1 −1

2 −1

0 1

 .
From (6.7) we see that the initial values of the basic variables are given by

x∗B = b =


1

3

5

 ,
and from (6.8) the initial nonbasic dual variables are simply

z∗N = −cN =

[
−4

−3

]
.
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Sincex∗B ≥ 0, the initial solution is primal feasible, and hence we can apply the
simplex method without needing any Phase I procedure.

3.1. First Iteration. Step 1.Sincez∗N has some negative components, the cur-
rent solution is not optimal.

Step 2. Sincez∗1 = −4 and this is the most negative of the two nonbasic dual
variables, we see that the entering index is

j = 1.

Step 3.

∆xB = B−1Nej =


1 −1

2 −1

0 1


[

1

0

]
=


1

2

0

 .

Step 4.

t =
(

max
{

1
1
,
2
3
,
0
5

})−1

= 1.

Step 5.Since the ratio that achieved the maximum in Step 4 was the first ratio and
this ratio corresponds to basis index 3, we see that

i = 3.

Step 6.

∆zN = −(B−1N)T ei = −

[
1 2 0

−1 −1 1

]
1

0

0

 =

[
−1

1

]
.

Step 7.

s =
z∗j

∆zj
=
−4
−1

= 4.
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Step 8.

x∗1 = 1, x∗B =


1

3

5

− 1


1

2

0

 =


0

1

5

 ,

z∗3 = 4, z∗N =

[
−4

−3

]
− 4

[
−1

1

]
=

[
0

−7

]
.

Step 9.The new sets of basic and nonbasic indices are

B = {1, 4, 5} and N = {3, 2}.

Corresponding to these sets, we have the new basic and nonbasic submatrices ofA,

B =


1

2 1

0 1

 N =


1 −1

0 −1

0 1

 ,
and the new basic primal variables and nonbasic dual variables:

x∗B =


x∗1

x∗4

x∗5

 =


1

1

5

 z∗N =

[
z∗3

z∗2

]
=

[
4

−7

]
.

3.2. Second Iteration.Step 1. Sincez∗N has some negative components, the
current solution is not optimal.

Step 2.Sincez∗2 = −7, we see that the entering index is

j = 2.

Step 3.

∆xB = B−1Nej =


1

2 1

0 1


−1 

1 −1

0 −1

0 1


[

0

1

]
=


−1

1

1

 .
Step 4.

t =
(

max
{
−1
1
,
1
1
,
1
5

})−1

= 1.
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Step 5.Since the ratio that achieved the maximum in Step 4 was the second ratio
and this ratio corresponds to basis index 4, we see that

i = 4.

Step 6.

∆zN =−(B−1N)T ei

=−

[
1 0 0

−1 −1 1

]
1 2 0

1

1


−1 

0

1

0

 =

[
2

−1

]
.

Step 7.

s =
z∗j

∆zj
=
−7
−1

= 7.

Step 8.

x∗2 = 1, x∗B =


1

1

5

− 1


−1

1

1

 =


2

0

4

 ,

z∗4 = 7, z∗N =

[
4

−7

]
− 7

[
2

−1

]
=

[
−10

0

]
.

Step 9.The new sets of basic and nonbasic indices are

B = {1, 2, 5} and N = {3, 4}.

Corresponding to these sets, we have the new basic and nonbasic submatrices ofA,

B =


1 −1 0

2 −1 0

0 1 1

 N =


1 0

0 1

0 0

 ,
and the new basic primal variables and nonbasic dual variables:

x∗B =


x∗1

x∗2

x∗5

 =


2

1

4

 z∗N =

[
z∗3

z∗4

]
=

[
−10

7

]
.
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3.3. Third Iteration. Step 1.Sincez∗N has some negative components, the cur-
rent solution is not optimal.

Step 2.Sincez∗3 = −10, we see that the entering index is

j = 3.

Step 3.

∆xB = B−1Nej =


1 −1 0

2 −1 0

0 1 1


−1 

1 0

0 1

0 0


[

1

0

]
=


−1

−2

2

 .
Step 4.

t =
(

max
{
−1
2
,
−2
1
,
2
4

})−1

= 2.

Step 5.Since the ratio that achieved the maximum in Step 4 was the third ratio
and this ratio corresponds to basis index 5, we see that

i = 5.

Step 6.

∆zN =−(B−1N)T ei

=−

[
1 0 0

0 1 0

]
1 2 0

−1 −1 1

0 0 1


−1 

0

0

1

 =

[
−2

1

]
.

Step 7.

s =
z∗j

∆zj
=
−10
−2

= 5.

Step 8.

x∗3 = 2, x∗B =


2

1

4

− 2


−1

−2

2

 =


4

5

0

 ,

z∗5 = 5, z∗N =

[
−10

7

]
− 5

[
−2

1

]
=

[
0

2

]
.
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Step 9.The new sets of basic and nonbasic indices are

B = {1, 2, 3} and N = {5, 4}.

Corresponding to these sets, we have the new basic and nonbasic submatrices ofA,

B =


1 −1 1

2 −1 0

0 1 0

 N =


0 0

0 1

1 0

 ,
and the new basic primal variables and nonbasic dual variables:

x∗B =


x∗1

x∗2

x∗3

 =


4

5

2

 z∗N =

[
z∗5

z∗4

]
=

[
5

2

]
.

3.4. Fourth Iteration. Step 1. Sincez∗N has all nonnegative components, the
current solution is optimal. The optimal objective function value is

ζ∗ = 4x∗1 + 3x∗2 = 31.

It is undoubtedly clear at this point that the matrix approach, as we have presented
it, is quite a bit more tedious than the dictionary manipulations with which we are
quite familiar. The reason is that, with the dictionary approach, dictionary entries
get updated from one iteration to the next and the updating process is fairly easy,
whereas with the matrix approach, we continually compute everything from scratch
and therefore end up solving many systems of equations. In the next chapter, we will
deal with this issue and show that these systems of equations don’t really have to be
solved from scratch each time; instead, there is a certain updating that can be done that
is quite analogous to the updating of a dictionary. However, before we take up such
practical considerations, let us finish our general discussion of the simplex method
by casting the dual simplex method into matrix notation and discussing some related
issues.

4. The Dual Simplex Method

In the presentation of the primal simplex method given in the previous section,
we tried to make the symmetry between the primal and the dual problems as evident
as possible. One advantage of this approach is that we can now easily write down
the dual simplex method. Instead of assuming that the primal dictionary is feasible
(x∗B ≥ 0), we now assume that the dual dictionary is feasible (z∗N ≥ 0) and perform
the analogous steps:
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Step 1. Check for Optimality.If x∗B ≥ 0, stop. The current solution is opti-
mal. Note that for the dual simplex method, dual feasibility and complementarity are
maintained from the beginning, and the algorithm terminates once a primal feasible
solution is discovered.

Step 2. Select Entering Variable.Pick an indexi ∈ B for whichx∗i < 0. Variable
zi is theentering variable.

Step 3. Compute Dual Step Direction∆zN . From the dual dictionary, we see that

∆zN = −(B−1N)T ei.

Step 4. Compute Dual Step Length.We wish to pick the largests ≥ 0 for which
every component ofzN remains nonnegative. As in the primal simplex method, this
computation involves computing the maximum of some ratios:

s =

(
max
j∈N

∆zj

z∗j

)−1

.

If s is not positive, then stop here—the dual is unbounded (implying, of course, that
the primal is infeasible).

Step 5. Select Leaving Variable.The leaving variable is chosen as any variable
zj , j ∈ N , for which the maximum in the calculation ofs is obtained.

Step 6. Compute Primal Step Direction∆xB. To see howx∗B changes in the dual
dictionary, it is convenient to look at the primal dictionary. Since in that dictionaryxj

is the entering variable, we see that

∆xB = B−1Nej .

Step 7. Compute Primal Step Length.Since we know thatxi is the leaving vari-
able in the primal dictionary, we see immediately that the step length for the primal
variables is

t =
x∗i

∆xi
.

Step 8. Update Current Primal and Dual Solutions.We now have everything we
need to update the data in the dictionary:

x∗j ← t

x∗B← x∗B − t∆xB.

and

z∗i ← s

z∗N ← z∗N − s∆zN
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Primal Simplex

Supposex∗B ≥ 0

while (z∗N 6≥ 0) {
pick j ∈ {j ∈ N : z∗j < 0}
∆xB = B−1Nej

t =

maxi∈B
∆xi

x∗i


−1

pick i ∈ argmaxi∈B
∆xi

x∗i
∆zN = −(B−1N)T ei

s =
z∗j

∆zj

x∗j ← t

x∗B ← x∗B − t∆xB
z∗i ← s

z∗N ← z∗N − s∆zN
B ← B \ {i} ∪ {j}

}

Dual Simplex

Supposez∗N ≥ 0

while (x∗B 6≥ 0) {
pick i ∈ {i ∈ B : x∗i < 0}
∆zN = −(B−1N)T ei

s =

maxj∈N
∆zj

z∗j


−1

pick j ∈ argmaxj∈N
∆zj

z∗j
∆xB = B−1Nej

t =
x∗i

∆xi

x∗j ← t

x∗B ← x∗B − t∆xB
z∗i ← s

z∗N ← z∗N − s∆zN
B ← B \ {i} ∪ {j}

}

FIGURE 6.1. The primal and the dual simplex methods.

Step 9. Update Basis.Finally, we update the basis:

B ← B \ {i} ∪ {j}.

To further emphasize the similarities between the primal and the dual simplex
methods, Figure 6.1 shows the two algorithms side by side.
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5. Two-Phase Methods

Let us summarize the algorithm obtained by applying the dual simplex method as
a Phase I procedure followed by the primal simplex method as a Phase II. Initially, we
set

B = {n+ 1, n+ 2, . . . , n+m} and N = {1, 2, . . . , n}.

Then from (6.1) we see thatA =
[
N B

]
, where

N =


a11 a12 . . . a1n

a21 a22 . . . a2n

...
...

...

am1 am2 . . . amn

 , B =


1

1
...

1

 ,

and from (6.2) we have

cN =


c1

c2
...

cn

 and cB =


0

0
...

0

 .

Substituting these expressions into the definitions ofx∗B, z∗N , andζ∗, we find that

x∗B = B−1b = b

z∗N = (B−1N)T cB − cN = −cN

ζ∗ = 0.

Hence, the initial dictionary reads:

ζ = cTNxN

xB = b−NxN .

If b has all nonnegative components andcN has all nonpositive components, then
this dictionary is optimal—the problem was trivial. Suppose, however, that one of
these two vectors (but not both) has components of the wrong sign. For example,
suppose thatb is okay (all nonnegative components) butcN has some positive compo-
nents. Then this dictionary is primal feasible, and we can start immediately with the
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primal simplex method. On the other hand, suppose thatcN has all nonpositive com-
ponents butb has some negative ones. Then the starting dictionary is dual feasible,
and we can commence immediately with the dual simplex algorithm.

The last, and most common, case is where bothb andcN have components of
the wrong sign. In this case, we must employ a two-phase procedure. There are two
choices. We could temporarily replacecN with another vector that is nonpositive.
Then the modified problem is dual feasible, and so we can apply the dual simplex
method to find an optimal solution of this modified problem. After that, the original
objective function could be reinstated. With the original objective function, the opti-
mal solution from Phase I is most likely not optimal, but it is feasible, and therefore
the primal simplex method can be used to find the optimal solution to the original
problem.

The other choice would be to modifyb instead ofcN , thereby obtaining a pri-
mal feasible solution to a modified problem. Then we would use the primal simplex
method on the modified problem to obtain its optimal solution, which will then be dual
feasible for the original problem, and so the dual simplex method can be used to finish
the problem.

6. Negative Transpose Property

In our discussion of duality in Chapter 5, we emphasized the symmetry between
the primal problem and its dual. This symmetry can be easily summarized by saying
that the dual of a standard-form linear programming problem is the negative transpose
of the primal problem. Now, in this chapter, the symmetry appears to have been lost.
For example, the basis matrix is anm ×m matrix. Whym ×m and notn × n? It
seems strange. In fact, if we had started with the dual problem, added slack variables
to it, and introduced a basis matrix on that side it would be ann× n matrix. How are
these two basis matrices related? It turns out that they are not themselves related in
any simple way, but the important matrixB−1N is still the negative transpose of the
analogous dual construct. The purpose of this section is to make this connection clear.

Consider a standard-form linear programming problem

maximize cTx

subject to Ax≤ b
x≥ 0,

and its dual

minimize bT y

subject toAT y ≥ c
y ≥ 0.
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Letw be a vector containing the slack variables for the primal problem, letz be a slack
vector for the dual problem, and write both problems in equality form:

maximize cTx

subject to Ax+ w= b

x, w≥ 0,

and
minimize bT y

subject toAT y − z = c

y, z ≥ 0.

Introducing three new notations,

Ā =
[
A I

]
, c̄ =

[
c

0

]
, and x̄ =

[
x

w

]
,

the primal problem can be rewritten succinctly as follows:

maximize c̄T x̄

subject to Āx̄= b

x̄≥ 0.

Similarly, using “hats” for new notations on the dual side,

Â =
[
−I AT

]
, b̂ =

[
0

b

]
, and ŷ =

[
z

y

]
,

the dual problem can be rewritten in this way:

minimize b̂T ŷ

subject to Âŷ = c

ŷ ≥ 0.

Note that the matrix̄A = [A I ] is anm×(n+m) matrix. The firstn columns of
it are the initial nonbasic variables and the lastm columns are the initial basic columns.
After doing some simplex pivots, the basic and nonbasic columns get jumbled up but
we can still write the equality [

A I
]

=
[
N̄ B̄

]
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with the understanding that the equality only holds after rearranging the columns ap-
propriately.

On the dual side, the matrix̂A = [−I AT ] is ann × (n +m) matrix. The first
n columns of it are the initial basic variables (for the dual problem) and the lastm
columns are the initial nonbasic columns. If the same set of pivots that were applied
to the primal problem are also applied to the dual, then the columns get rearranged in
exactly the same way as they did for the primal and we can write

[
−I AT

]
=
[
B̂ N̂

]
again with the proviso that the columns of one matrix must be rearranged in a specific
manner to bring it into exact equality with the other matrix.

Now, the primal dictionary involves the matrix̄B−1N̄ whereas the dual dictionary
involves the matrixB̂−1N̂ . It probably doesn’t seem at all obvious that these two
matrices are negative transposes of each other. To see that it is so, consider what
happens when we multiplȳA by ÂT in both the permuted notation and the unpermuted
notation:

ĀÂT =
[
N̄ B̄

] [ B̂T

N̂T

]
= N̄B̂T + B̄N̂T

and

ĀÂT =
[
A I

] [−I
A

]
= −A+A = 0.

These two expressions obviously must agree so we see that

N̄B̂T + B̄N̂T = 0.

Putting the two terms on the opposite sides of the equality sign and multiplying on the
right by the inverse of̂BT and on the left by the inverse of̄B, we get that

B̄−1N̄ = −
(
B̂−1N̂

)T

,

which is the property we wished to establish.
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Exercises

6.1 Consider the following linear programming problem:

maximize−6x1 + 32x2 − 9x3

subject to−2x1 + 10x2 − 3x3 ≤−6

x1 − 7x2 + 2x3 ≤ 4

x1, x2, x3 ≥ 0.

Suppose that, in solving this problem, you have arrived at the following
dictionary:

ζ =−18− 3x4 + 2x2

x3 = 2− x4 + 4x2 − 2x5

x1 = 2x4 − x2 + 3x5.

(a) Which variables are basic? Which are nonbasic?
(b) Write down the vector,x∗B, of current primal basic solution values.
(c) Write down the vector,z∗N , of current dual nonbasic solution values.
(d) Write downB−1N .
(e) Is the primal solution associated with this dictionary feasible?
(f) Is it optimal?
(g) Is it degenerate?

6.2 Consider the following linear programming problem:

maximize x1 + 2x2 + 4x3 + 8x4 + 16x5

subject to x1 + 2x2 + 3x3 + 4x4 + 5x5 ≤ 2

7x1 + 5x2 − 3x3 − 2x4 ≤ 0

x1, x2, x3, x4, x5 ≥ 0.

Consider the situation in whichx3 andx5 are basic and all other variables
are nonbasic. Write down:
(a) B,
(b) N ,
(c) b,
(d) cB,
(e) cN ,
(f) B−1N ,
(g) x∗B = B−1b,
(h) ζ∗ = cTBB

−1b,
(i) z∗N = (B−1N)T cB − cN ,
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(j) the dictionary corresponding to this basis.

6.3 Solve the problem in Exercise 2.1 using the matrix form of the primal sim-
plex method.

6.4 Solve the problem in Exercise 2.4 using the matrix form of the dual simplex
method.

6.5 Solve the problem in Exercise 2.3 using the two-phase approach in matrix
form.

6.6 Find the dual of the following linear program:

maximize cTx

subject to a ≤ Ax ≤ b

l ≤ x ≤ u.

6.7 (a) LetA be a givenm × n matrix, c a givenn-vector, andb a givenm-
vector. Consider the following max-min problem:

max
x≥0

min
y≥0

(
cTx− yTAx+ bT y

)
.

By noting that the inner optimization can be carried out explicitly, show
that this problem can be reduced to a linear programming problem.
Write it explicitly.

(b) What linear programming problem do you get if the min and max are
interchanged?

Notes

In this chapter, we have accomplished two tasks: (1) we have expressed the sim-
plex method in matrix notation, and (2) we have reduced the information we carry
from iteration to iteration to simply the list of basic variables together with current
values of the primal basic variables and the dual nonbasic variables. In particular, it is
not necessary to calculate explicitly all the entries of the matrixB−1N .

What’s in a name?There are times when one thing has two names. So far in this
book, we have discussed essentially only one algorithm: the simplex method (assum-
ing, of course, that specific pivot rules have been settled on). But this one algorithm is
sometimes referred to as the simplex method and at other times it is referred to as the
revised simplex method.The distinction being made with this new name has nothing to
do with the algorithm. Rather it refers to the specifics of an implementation. Indeed,
an implementation of the simplex method that avoids explicit calculation of the matrix
B−1N is referred to as an implementation of the revised simplex method. We shall
see in Chapter 8 why it is beneficial to avoid computingB−1N .





CHAPTER 7

Sensitivity and Parametric Analyses

In this chapter, we consider two related subjects. The first, called sensitivity anal-
ysis (or postoptimality analysis) addresses the following question: having found an
optimal solution to a given linear programming problem, how much can we change
the data and have the current partition into basic and nonbasic variables remain opti-
mal? The second subject addresses situations in which one wishes to solve not just one
linear program, but a whole family of problems parametrized by a single real variable.

We shall study parametric analysis in a very specific context in which we wish
to find the optimal solution to a given linear programming problem by starting from a
problem whose solution is trivially known and then deforming this problem back to the
original problem, maintaining as we go optimality of the current solution. The result
of this deformation approach to solving a linear programming problem is a new variant
of the simplex method, which is called the parametric self-dual simplex method. We
will see in later chapters that this variant of the simplex method resembles, in certain
respects, the interior-point methods that we shall study.

1. Sensitivity Analysis

One often needs to solve not just one linear programming problem but several
closely related problems. There are many reasons that this need might arise. For
example, the data that define the problem may have been rather uncertain and one
may wish to consider various possible data scenarios. Or perhaps the data are known
accurately but change from day to day, and the problem must be resolved for each new
day. Whatever the reason, this situation is quite common. So one is led to ask whether
it is possible to exploit the knowledge of a previously obtained optimal solution to
obtain more quickly the optimal solution to the problem at hand. Of course, the answer
is often yes, and this is the subject of this section.

We shall treat a number of possible situations. All of them assume that a problem
has been solved to optimality. This means that we have at our disposal the final,
optimal dictionary:

ζ = ζ∗ − z∗TN xN

xB = x∗B −B−1NxN .

111
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Suppose we wish to change the objective coefficients fromc to, say,̃c. It is natural to
ask how the dictionary at hand could be adjusted to become a valid dictionary for the
new problem. That is, we want to maintain the current classification of the variables
into basic and nonbasic variables and simply adjustζ∗, z∗N , andx∗B appropriately.
Recall from (6.7), (6.8), and (6.9) that

x∗B =B−1b,

z∗N = (B−1N)T cB − cN ,

ζ∗ = cTBB
−1b.

Hence, the change fromc to c̃ requires us to recomputez∗N andζ∗, but x∗B remains
unchanged. Therefore, after recomputingz∗N andζ∗, the new dictionary is still primal
feasible, and so there is no need for a Phase I procedure: we can jump straight into the
primal simplex method, and if̃c is not too different fromc, we can expect to get to the
new optimal solution in a relatively small number of steps.

Now suppose that instead of changingc, we wish to change only the right-hand
sideb. In this case, we see that we need to recomputex∗B andζ∗, but z∗N remains
unchanged. Hence, the new dictionary will be dual feasible, and so we can apply the
dual simplex method to arrive at the new optimal solution fairly directly.

Therefore, changing just the objective function or just the right-hand side results
in a new dictionary having nice feasibility properties. What if we need/want to change
some (or all) entries in both the objective function and the right-hand side and maybe
even the constraint matrix too? In this case, everything changes:ζ∗, z∗N , x∗B. Even
the entries inB andN change. Nonetheless, as long as the new basis matrixB is
nonsingular, we can make a new dictionary that preserves the old classification into
basic and nonbasic variables. The new dictionary will most likely be neither primal
feasible nor dual feasible, but if the changes in the data are fairly small in magnitude,
one would still expect that this starting dictionary will get us to an optimal solution
in fewer iterations than simply starting from scratch. While there is no guarantee
that any of these so-called warm-starts will end up in fewer iterations to optimality,
extensive empirical evidence indicates that this procedure often makes a substantial
improvement: sometimes the warm-started problems solve in as little as one percent
of the time it takes to solve the original problem.

1.1. Ranging. Often one does not wish to solve a modification of the original
problem, but instead just wants to ask a hypothetical question:

If I were to change the objective function by increasing or decreas-
ing one of the objective coefficients a small amount, how much
could I increase/decrease it without changing the optimality of my
current basis?
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To study this question, let us suppose thatc gets changed toc+ t∆c, wheret is a real
number and∆c is a given vector (which is often all zeros except for a one in a single
entry, but we don’t need to restrict the discussion to this case). It is easy to see thatz∗N
gets incremented by

t∆zN ,

where

(7.1) ∆zN = (B−1N)T ∆cB −∆cN .

Hence, the current basis will remain dual feasible as long as

(7.2) z∗N + t∆zN ≥ 0.

We’ve manipulated this type of inequality many times before, and so it should be clear
that, fort > 0, this inequality will remain valid as long as

t ≤

(
max
j∈N
−∆zj

z∗j

)−1

.

Similar manipulations show that, fort < 0, the lower bound is

t ≥

(
min
j∈N
−∆zj

z∗j

)−1

.

Combining these two inequalities, we see thatt must lie in the interval(
min
j∈N
−∆zj

z∗j

)−1

≤ t ≤

(
max
j∈N
−∆zj

z∗j

)−1

.

Let us illustrate these calculations with an example. Consider the following linear
programming problem:

maximize 5x1 + 4x2 + 3x3

subject to2x1 + 3x2 + x3 ≤ 5

4x1 + x2 + 2x3 ≤ 11

3x1 + 4x2 + 2x3 ≤ 8

x1, x2, x3 ≥ 0 .
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The optimal dictionary for this problem is given by

ξ = 13− 3x2 − x4 − x6

x3 = 1 + x2 + 3x4 − 2x6

x1 = 2− 2x2 − 2x4 + x6

x5 = 1 + 5x2 + 2x4 .

The optimal basis isB = {3, 1, 5}. Suppose we want to know how much the coef-
ficient of 5 onx1 in the objective function can change without altering the optimality
of this basis. From the statement of the problem, we see that

c =
[

5 4 3 0 0 0
]T
.

Since we are interested in changes in the first coefficient, we put

∆c =
[

1 0 0 0 0 0
]T
.

We partitionc according to the final (optimal) basis. Hence, we have

∆cB =


0

1

0

 and ∆cN =


0

0

0

 .
Next, we need to compute∆zN using (7.1). We could computeB−1N from scratch,
but it is easier to extract it from the constraint coefficients in the final dictionary. In-
deed,

−B−1N =


1 3−2

−2−2 1

5 2 0

 .
Hence, from (7.1) we see that

∆zN =


2

2

−1

 .
Now, (7.2) gives the condition ont. Writing it out componentwise, we get

3 + 2t ≥ 0, 1 + 2t ≥ 0, and 1− t ≥ 0.
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These three inequalities, which must all hold, can be summarized by saying that

−1
2
≤ t ≤ 1

Hence, in terms of the coefficient onx1, we finally see that it can range from4.5 to 6.
Now suppose we changeb to b + t∆b and ask how mucht can change before

the current basis becomes nonoptimal. In this case,z∗N does not change, butx∗B gets
incremented byt∆xB, where

∆xB = B−1∆b.

Hence, the current basis will remain optimal as long ast lies in the interval

(
min
i∈B
−∆xi

x∗i

)−1

≤ t ≤
(

max
i∈B
−∆xi

x∗i

)−1

.

2. Parametric Analysis and the Homotopy Method

In this section, we illustrate the notion ofparametric analysisby applying a tech-
nique called thehomotopy methodto get a new algorithm for solving linear program-
ming problems. The homotopy method is a general technique in which one creates a
continuous deformation that changes a given difficult problem into a related but triv-
ially solved problem and then attempts to work backwards from the trivial problem to
the difficult problem by solving (hopefully without too much effort) all the problems
in between. Of course, there is a continuum of problems between the hard one and the
trivial one, and so we shouldn’t expect that this technique will be effective in every
situation; but for linear programming and for many other problem domains, it turns
out to yield efficient algorithms.

We start with an example. Suppose we wish to solve the following linear pro-
gramming problem:

maximize−2x1 + 3x2

subject to −x1 + x2 ≤−1

−x1 − 2x2 ≤−2

x2 ≤ 1

x1, x2 ≥ 0.
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The starting dictionary is

ζ = − 2x1 − (−3)x2

x3 =−1 + x1 − x2

x4 =−2 + x1 + 2x2

x5 = 1 − x2 .

This dictionary is neither primal nor dual feasible. Let’s perturb it by adding a positive
real numberµ to each right-hand side and subtracting it from each objective function
coefficient. We now arrive at a family of dictionaries, parametrized byµ:

(7.3)

ζ = − (2 + µ)x1 − (−3 + µ)x2

x3 =−1 + µ+ x1 − x2

x4 =−2 + µ+ x1 + 2x2

x5 = 1 + µ − x2 .

Clearly, for µ sufficiently large, specificallyµ ≥ 3, this dictionary is both primal
and dual feasible. Hence, the associated solutionx = [0, 0,−1 + µ,−2 + µ, 1 + µ]
is optimal. Starting withµ large, we reduce it as much as we can while keeping
dictionary (7.3) optimal. This dictionary will become nonoptimal as soon asµ < 3,
since the associated dual variabley∗2 = −3 + µ will become negative. In other words,
the coefficient ofx2, which is3− µ, will become positive. This change of sign on the
coefficient ofx2 suggests that we make a primal pivot in whichx2 enters the basis.
The usual ratio test (using the specific value ofµ = 3) indicates thatx3 must be the
leaving variable. Making the pivot, we get

ζ =−3 + 4µ− µ2 − (−1 + 2µ)x1 − (3− µ)x3

x2 =−1 + µ + x1 − x3

x4 =−4 + 3µ + 3x1 − 2x3

x5 = 2 + x1 + x3 .

This dictionary is optimal as long as

−1 + 2µ ≥ 0, 3− µ ≥ 0,

−1 + µ ≥ 0, −4 + 3µ ≥ 0.

These inequalities reduce to
4
3
≤ µ ≤ 3.
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So now we can reduceµ from its current value of3 down to4/3. If we reduce it
below 4/3, the primal feasibility inequality,−4 + 3µ ≥ 0, becomes violated. This
violation suggests that we perform a dual pivot withx4 serving as the leaving variable.
The usual (dual) ratio test (withµ = 4/3) then tells us thatx1 must be the entering
variable. Doing the pivot, we get

ζ =− 5
3 + 1

3µ+ µ2 − (− 1
3 + 2

3µ)x4 − ( 7
3 + 1

3µ)x3

x2 = 1
3 + 1

3x4 − 1
3x3

x1 = 4
3 − µ + 1

3x4 + 2
3x3

x5 = 2
3 + µ − 1

3x4 + 1
3x3 .

Now the conditions for optimality are

−1
3

+
2
3
µ ≥ 0,

7
3

+
1
3
µ ≥ 0,

4
3
− µ ≥ 0,

2
3

+ µ ≥ 0,

which reduce to
1
2
≤ µ ≤ 4

3
.

For the next iteration, we reduceµ to 1/2 and see that the inequality that becomes
binding is the dual feasibility inequality

−1
3

+
2
3
µ ≥ 0.

Hence, we do a primal pivot withx4 entering the basis. The leaving variable isx5,
and the new dictionary is

ζ =−1 − µ2 − (1− 2µ)x5 − (2 + µ)x3

x2 = 1 + µ − x5

x1 = 2 − x5 + x3

x4 = 2 + 3µ − 3x5 + x3 .

For this dictionary, the range of optimality is given by

1− 2µ ≥ 0, 2 + µ ≥ 0,

1 + µ ≥ 0, 2 + 3µ ≥ 0,
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which reduces to

−2
3
≤ µ ≤ 1

2
.

This range coversµ = 0, and so now we can setµ to 0 and get an optimal dictionary
for our original problem:

ζ =−1− x5 − 2x3

x2 = 1− x5

x1 = 2− x5 + x3

x4 = 2− 3x5 + x3 .

The algorithm we have just illustrated is called theparametric self-dual simplex
method.1 We shall often refer to it more simply as the self-dual simplex method. It
has some attractive features. First, in contrast to the methods presented earlier, this
algorithm does not require a separate Phase I procedure. It starts with any problem,
be it primal infeasible, dual infeasible, or both, and it systematically performs pivots
(whether primal or dual) until it finds an optimal solution.

A second feature is that a trivial modification of the algorithm can avoid en-
tirely ever encountering a degenerate dictionary. Indeed, suppose that, instead of
adding/subtractingµ from each of the right-hand sides and objective coefficients, we
add/subtract a positive constant timesµ. Suppose further that the positive constant
is different in each addition/subtraction. In fact, suppose that they are chosen inde-
pendently from, say, a uniform distribution on[1/2, 3/2]. Then with probability one,
the algorithm will produce no primal degenerate or dual degenerate dictionary in any
iteration. In Chapter 3, we discussed perturbing the right-hand side of a linear pro-
gramming problem to avoid degeneracy in the primal simplex method, but back then
the perturbation changed the problem. The present perturbation does not in any way
affect the problem that is solved.

With the above randomization trick to resolve the degeneracy issue, the analysis of
the convergence of the algorithm is straightforward. Indeed, let us consider a problem
that is feasible and bounded (the questions regarding feasibility and boundedness are
addressed in Exercise 7.10). For each nondegenerate pivot, the next value ofµ will
be strictly less than the current value. Since each of theseµ values is determined by a
partition of the variables into basics and nonbasics and there are only a finite number
of such partitions, it follows that the method must reach a partition with a negativeµ
value in a finite number of steps.

1In the first edition, this method was called the primal–dual simplex method.
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3. The Parametric Self-Dual Simplex Method

In the previous section, we illustrated on an example a new algorithm for solving
linear programming problems, called the parametric self-dual simplex method. In this
section, we shall lay out the algorithm in matrix notation.

Our starting point is an initial dictionary as written in (6.10) and transcribed here
for convenience:

ζ = ζ∗ − z∗N
TxN

xB = x∗B −B−1NxN ,

where

x∗B =B−1b

z∗N = (B−1N)T cB − cN

ζ∗ = cTBx
∗
B = cTBB

−1b.

Generally speaking, we don’t expect this dictionary to be either primal or dual feasible.
So we perturb it by adding essentially arbitrary perturbationsx̄B andz̄N tox∗B andz∗N ,
respectively:

ζ = ζ∗ − (z∗N + µz̄N )TxN

xB = (x∗B + µx̄B)−B−1NxN .

We assume that the perturbations are all strictly positive,

x̄B > 0 and z̄N > 0,

so that by takingµ sufficiently large the perturbed dictionary will be optimal. (Actu-
ally, to guarantee optimality for largeµ, we only need to perturb those primal and dual
variables that are negative in the initial dictionary.)

The parametric self-dual simplex method generates a sequence of dictionaries
having the same form as the initial one—except, of course, the basisB will change,
and hence all the data vectors (z∗N , z̄N , x∗B, andx̄B) will change too. Additionally, the
current value of the objective functionζ∗ will, with the exception of the first dictionary,
depend onµ.

One step of the self-dual simplex method can be described as follows. First, we
compute the smallest value ofµ for which the current dictionary is optimal. Letting
µ∗ denote this value, we see that

µ∗ = min{µ : z∗N + µz̄N ≥ 0 andx∗B + µx̄B ≥ 0}.

There is either aj ∈ N for whichz∗j +µ∗z̄j = 0 or ani ∈ B for whichx∗i +µ∗x̄i = 0
(if there are multiple choices, an arbitrary selection is made). If the blocking constraint



120 7. SENSITIVITY AND PARAMETRIC ANALYSES

corresponds to a nonbasic indexj ∈ N , then we do one step of the primal simplex
method. If, on the other hand, it corresponds to a basic indexi ∈ B, then we do one
step of the dual simplex method.

Suppose, for definiteness, that the blocking constraint corresponds to an index
j ∈ N . Then, to do a primal pivot, we declarexj to be the entering variable, and
we compute the step direction for the primal basic variables as thejth column of the
dictionary. That is,

∆xB = B−1Nej .

Using this step direction, we find an indexi ∈ B that achieves the maximal value of
∆xi/(x∗i + µ∗x̄i). Variablexi is the leaving variable. After figuring out the leaving
variable, the step direction vector for the dual nonbasic variables is just the negative
of theith row of the dictionary

∆zN = −(B−1N)T ei.

After computing the primal and dual step directions, it is easy to see that the step
length adjustments are given by

t =
x∗i

∆xi
, t̄ =

x̄i

∆xi
,

s =
z∗j

∆zj
, s̄ =

z̄j

∆zj
.

And from these, it is easy to write down the new solution vectors:

x∗j ← t, x̄j ← t̄, z∗i ← s, z̄i ← s̄,

x∗B ← x∗B − t∆xB, x̄B ← x̄B − t̄∆xB,

z∗N ← z∗N − s∆zN , z̄N ← z̄N − s̄∆zN .

Finally, the basis is updated by adding the entering variable and removing the leaving
variable

B ← B \ {i} ∪ {j}.

The algorithm is summarized in Figure 7.1.

Exercises

In solving the following problems, the advanced pivot tool can be used to check
your arithmetic:

campuscgi.princeton.edu/∼rvdb/JAVA/pivot/advanced.html

http://campuscgi.princeton.edu/~rvdb/JAVA/pivot/advanced.html
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Computeµ∗ = max

max
j∈N
z̄j>0

−
z∗j
z̄j
,max

i∈B
x̄i>0

−x
∗
i

x̄i


While (µ∗ > 0) {

If max is achieved by

j ∈ N :

∆xB = B−1Nej

pick i ∈ argmaxi∈B
∆xi

x∗i + µ∗x̄i

∆zN = −(B−1N)T ei

i ∈ B :

∆zN = −(B−1N)T ei

pick j ∈ argmaxj∈N
∆zj

z∗j + µ∗z̄j

∆xB = B−1Nej

t =
x∗i

∆xi
t̄ =

x̄i

∆xi

s =
z∗j

∆zj
s̄ =

z̄j

∆zj

x∗j ← t x̄j ← t̄

z∗i ← s z̄i ← s̄

x∗B ← x∗B − t∆xB x̄B ← x̄B − t̄∆xB
z∗N ← z∗N − s∆zN z̄N ← z̄N − s̄∆zN

B ← B \ {i} ∪ {j}
Recomputeµ∗ as above

}

FIGURE 7.1. The parametric self-dual simplex method.
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7.1 The final dictionary for

maximize x1 + 2x2 + x3 + x4

subject to2x1 + x2 + 5x3 + x4 ≤ 8

2x1 + 2x2 + 4x4 ≤ 12

3x1 + x2 + 2x3 ≤ 18

x1, x2, x3, x4 ≥ 0

is

ζ = 12.4− 1.2x1 − 0.2x5 − 0.9x6 − 2.8x4

x2 = 6− x1 − 0.5x6 − 2x4

x3 = 0.4− 0.2x1 − 0.2x5 + 0.1x6 + 0.2x4

x7 = 11.2− 1.6x1 + 0.4x5 + 0.3x6 + 1.6x4.

(the last three variables are the slack variables).
(a) What will be an optimal solution to the problem if the objective func-

tion is changed to

3x1 + 2x2 + x3 + x4?

(b) What will be an optimal solution to the problem if the objective func-
tion is changed to

x1 + 2x2 + 0.5x3 + x4?

(c) What will be an optimal solution to the problem if the second con-
straint’s right-hand side is changed to26?

7.2 For each of the objective coefficients in the problem in Exercise 7.1, find the
range of values for which the final dictionary will remain optimal.

7.3 Consider the following dictionary which arises in solving a problem using
the self-dual simplex method:

ζ =−3 − (−1 + 2µ)x1 − (3− µ)x3

x2 =−1 + µ+ x1 − x3

x4 =−4 + 3µ+ 3x1 − 2x3

x5 = 2 + x1 + x3 .

(a) For which values ofµ is the current dictionary optimal?
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(b) For the next pivot in the self-dual simplex method, identify the entering
and the leaving variable.

7.4 Solve the linear program given in Exercise 2.3 using the self-dual simplex
method.Hint: It is easier to use dictionary notation than matrix notation.

7.5 Solve the linear program given in Exercise 2.4 using the self-dual simplex
method.Hint: It is easier to use dictionary notation than matrix notation.

7.6 Solve the linear program given in Exercise 2.6 using the self-dual simplex
method.Hint: It is easier to use dictionary notation than matrix notation.

7.7 Using today’s date (MMYY) for the seed value, solve 10 problems using the
self-dual simplex method:

campuscgi.princeton.edu/∼rvdb/JAVA/pivot/pd1phase.html .

7.8 Use the self-dual simplex method to solve the following problem:

maximize 3x1 − x2

subject to x1 − x2 ≤ 1

−x1 + x2 ≤−4

x1, x2 ≥ 0.

7.9 Let Pµ denote the perturbed primal problem (with perturbationµ). Show
that if Pµ is infeasible, thenPµ′ is infeasible for everyµ′ ≤ µ. State and
prove an analogous result for the perturbed dual problem.

7.10 Using the notation of Figure 7.1 state precise conditions for detecting infea-
sibility and/or unboundedness in the self-dual simplex method.

7.11 Consider the following one parameter family of linear programming prob-
lems (parametrized byµ):

max (4− 4µ)x0 − 2x1 − 2x2 − 2x3 − 2x4

s.t. x0 − x1 ≤ 1

x0 − x2 ≤ 2

x0 − x3 ≤ 4

x0 − x4 ≤ 8

x0, x1, x2, x3, x4 ≥ 0.

Starting fromµ =∞, use the parametric simplex method to decreaseµ until
you get toµ = −∞. Hint: the pivots are straight forward and, after the
first couple, a clear pattern should emerge which will make the subsequent

http://campuscgi.princeton.edu/~rvdb/JAVA/pivot/pd1phase.html


124 7. SENSITIVITY AND PARAMETRIC ANALYSES

pivots easy.Clearly indicate the range ofµ values for which each dictionary
is optimal.

Notes

Parametric analysis has its roots in Gass & Saaty (1955). G.B. Dantzig’s clas-
sic book (Dantzig 1963) describes the self-dual simplex method under the name of
theself-dual parametric simplex method.It is a special case of “Lemke’s algorithm”
for the linear complementarity problem (Lemke 1965) (see Exercise 17.7). Smale
(1983) and Borgwardt (1982) were first to realize that the parametric self-dual sim-
plex method is amenable to probabilistic analysis. For a more recent discussion of
homotopy methods and the parametric self-dual simplex method, see Nazareth (1986)
and Nazareth (1987).



CHAPTER 8

Implementation Issues

In the previous chapter, we rewrote the simplex method using matrix notation.
This is the first step toward our aim of describing the simplex method as one would
implement it as a computer program. In this chapter, we shall continue in this direction
by addressing some important implementation issues.

The most time-consuming steps in the simplex method are the computations

∆xB = B−1Nej and ∆zN = −(B−1N)T ei,

and the difficulty in these steps arises from theB−1. Of course, we don’t ever actually
compute the inverse of the basis matrix. Instead, we calculate, say,∆xB by solving
the following system of equations:

(8.1) B∆xB = aj ,

where

aj = Nej

is the column ofN associated with nonbasic variablexj .
Similarly, the calculation of∆zN is also broken into two steps:

BT v = ei,(8.2)

∆zN =−NT v.

Here, the first step is the solution of a large system of equations, this time involving
BT instead ofB, and the second step is the comparatively trivial task of multiplying
a vector on the left by the matrix−NT .

Solving the systems of equations (8.1) and (8.2) is where most of the complexity
of a simplex iteration lies. We discuss solving such systems in the first two sections.
In the second section, we look at the effect of sparsity on these systems. The next
few sections explain how to reuse and/or update the computations of one iteration in
subsequent iterations. In the final sections, we address a few other issues that affect
the efficiency of an implementation.
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1. Solving Systems of Equations:LU -Factorization

In this section, we discuss solving systems of equations of the form

Bx = b,

whereB is an invertiblem ×m matrix andb is an arbitrarym-vector. (Analysis of
the transposeBTx = b is left to Exercise 8.4.) Our first thought is to use Gaussian
elimination. This idea is correct, but to explain how Gaussian elimination is actually
implemented, we need to take a fresh look at how it works. To explain, let us consider
an example:

B =



2 4 −2

3 1 1

−1 −1 −2

−1 −6

1 4


.

(Note that, to emphasize the importance of sparsity, zero entries are simply left blank.)
In Gaussian elimination, one begins by subtracting appropriate multiples of the first
row from each subsequent row to get zeros in the first column below the diagonal. For
our specific example, we subtract3/2 times the first row from the second row and we
subtract−1/2 times the first row from the third row. The result is

2 4 −2

1 −6 1 3

1 −3

−1 −6

1 4


.

Shortly, we will want to remember the values of the nonzero elements in the first
column. Therefore, let us agree to do the row operations that are required to eliminate
nonzeros, but when we write down the result of the elimination, we will leave the
nonzeros there. With this convention, the result of the elimination of the first column
can be written as 

2 4 −2

3 1 −6 1 3

−1 1 −3

−1 −6

1 4


.
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Note that we have drawn a line to separate the eliminated top/left parts of the matrix
from the uneliminated lower-right part.

Next, we eliminate the nonzeros below the second diagonal (there’s only one)
by subtracting an appropriate multiple of the second row from each subsequent row.
Again, we write the answer without zeroing out the eliminated elements:



2 4 −2

3 1 −6 1 3

−1 1 −3

−1 −6 1 −3

1 4


.

After eliminating the third column, we get



2 4 −2

3 1 −6 1 3

−1 1 −3

−1 −6 1 −21

1 7


.

Now, the remaining uneliminated part is already an upper triangular matrix, and hence
no more elimination is required.

At this point, you are probably wondering how this strangely produced matrix is
related to the original matrixB. The answer is both simple and elegant. First, take
the final matrix and split it into three matrices: the matrix consisting of all elements
on or below the diagonal, the matrix consisting of just the diagonal elements, and the
matrix consisting of all elements on or above the diagonal. It is amazing but true that
B is simply the product of the resulting lower triangular matrix times the inverse of
the diagonal matrix times the upper triangular matrix:

B =



2

3 1

−1 1

−1 −6 1

1 7





2

1

1

1

7



−1 

2 4 −2

1 −6 1 3

1 −3

1 −21

7


.
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(If you don’t believe it, multiply them and see.) Normally, the product of the lower
triangular matrix and the diagonal matrix is denoted byL,

L =



2

3 1

−1 1

−1 −6 1

1 7





2

1

1

1

7



−1

=



1
3
2 1

− 1
2 1

−1 −6 1

1 1


,

and the upper triangular matrix is denote byU :

U =



2 4 −2

1 −6 1 3

1 −3

1 −21

7


.

The resulting representation,
B = LU,

is called anLU -factorizationof B. Finding anLU -factorization is equivalent to
Gaussian elimination in the sense that multiplyingB on the left byL−1 has the effect
of applying row operations toB to put it into upper-triangular formU .

The value of anLU -factorization is that it can be used to solve systems of equa-
tions. For example, suppose that we wish to solve Equation (8.1), whereB is as above
and

(8.3) aj =



7

−2

0

3

0


.

First, we substituteLU for B so that the system becomes

LU∆xB = aj .

Now, if we lety = U∆xB, then we can solve

Ly = b
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for y, and oncey is known, we can solve

U∆xB = y

for ∆xB. BecauseL is lower triangular, solvingLy = b is easy. Indeed, writing the
system out, 

1
3
2 1

− 1
2 1

−1 −6 1

1 1





y1

y2

y3

y4

y5


=



7

−2

0

3

0


,

we notice immediately thaty1 = 7. Then, giveny1, it becomes clear from the second
equation thaty2 = −2− (3/2)y1 = −25/2. Continuing in this way, we find that



y1

y2

y3

y4

y5


=



7

− 25
2

7
2

− 23
2

− 7
2


.

The process of successively solving for the elements of the vectory starting with the
first and proceeding to the last is calledforward substitution.

Of course, solvingU∆xB = y is easy too, sinceU is upper triangular. The system
to solve is given by



2 4 −2

1 −6 1 3

1 −3

1 −21

7





∆x1

∆x2

∆x3

∆x4

∆x5


=



7

− 25
2

7
2

− 23
2

− 7
2


(note that, to keep notations simple, we are assuming that the basic indices are1
through5 so that∆xB = (∆x1,∆x2,∆x3,∆x4,∆x5)). This time we start with the
last equation and see that∆x5 = −1/2. Then the second to last equation tells us that
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∆x4 = 23/2 + 21(∆x5) = 1. After working our way to the first equation, we have

∆xB =



∆x1

∆x2

∆x3

∆x4

∆x5


=



−1

0

2

1

− 1
2


.

This process of working from the last element of∆xB back to the first is calledback-
ward substitution.

2. Exploiting Sparsity

In the previous section, we took a specific matrixB and constructed anLU fac-
torization of it. However, with that example we were lucky in that every diagonal
element was nonzero at the moment it was used to eliminate the nonzeros below it.
Had we encountered a zero diagonal element, we would have been forced to rearrange
the columns and/or the rows of the matrix to put a nonzero element in this position.
For a random matrix (whatever that means), the odds of encountering a zero are nil,
but a basis matrix can be expected to have plenty of zeros in it, since, for example, it
is likely to contain columns associated with slack variables, which are all zero except
for one1. A matrix that contains zeros is called asparse matrix.

When a sparse matrix has lots of zeros, two things happen. First, the chances
of being required to make row and/or column permutations is high. Second, addi-
tional computational efficiency can be obtained by making further row and/or column
permutations with the aim of keepingL and/orU as sparse as possible.

The problem of finding the “best” permutation is, in itself, harder than the linear
programming problem that we ultimately wish to solve. But there are simple heuristics
that help to preserve sparsity inL andU . We shall focus on just one such heuristic,
called theminimum-degreeordering heuristic, which is describe as follows:

Before eliminating the nonzeros below a diagonal “pivot” ele-
ment, scan all uneliminated rows and select the sparsest row, i.e.,
that row having the fewest nonzeros in its uneliminated part (ties
can be broken arbitrarily). Swap this row with the pivot row. Then
scan the uneliminated nonzeros in this row and select that one
whose column has the fewest nonzeros in its uneliminated part.
Swap this column with the pivot column so that this nonzero be-
comes the pivot element. (Of course, provisions should be made
to reject such a pivot element if its value is close to zero.)

As a matter of terminology, the number of nonzeros in the uneliminated part of a
row/column is called thedegreeof the row/column. Hence, the name of the heuristic.
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Let’s apply the minimum-degree heuristic to theLU -factorization of the matrix
B studied in the previous section. To keep track of the row and column permutations,
we will indicate original row indices on the left and original column indices across the
top. Hence, we start with:

B =

1 2 3 4 5

1

2

3

4

5



2 4 −2

3 1 1

−1 −1 −2

−1 −6

1 4


.

To begin, row 4 has the fewest nonzeros, and within row 4, the−1 in column 2 belongs
to the column with the fewest nonzeros. Hence, we swap rows 1 and 4 and we swap
columns 1 and 2 to rewriteB as

B =

2 1 3 4 5

4

2

3

1

5



−1 −6

1 3 1

−1 −1 −2

2 4 −2

1 4


.

Now, we eliminate the nonzeros under the first diagonal element (and, as before, we
leave the eliminated nonzeros as they were). The result is

2 1 3 4 5

4

2

3

1

5



−1 −6

1 3 1 −6

−1 −1 −2

2 4 −2

1 4


.

Before doing the elimination associated with the second diagonal element, we
note that row 5 is the row with minimum degree, and within row 5, the element1 in
column 3 has minimum column degree. Hence, we swap rows 2 and 5 and we swap
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columns 1 and 3 to get

2 3 1 4 5

4

5

3

1

2



−1 −6

1 4

−1 −1 −2

4 2 −2

1 3 1 −6


.

Now we eliminate the nonzeros under the second diagonal element to get

2 3 1 4 5

4

5

3

1

2



−1 −6

1 4

−1 −1 2

4 2 −18

1 3 1 −6


.

For the third stage of elimination, note that row 3 is a minimum-degree row and
that, among the nonzero elements of that row, the−1 is in a minimum-degree column.
Hence, for this stage no permutations are needed. The result of the elimination is

2 3 1 4 5

4

5

3

1

2



−1 −6

1 4

−1 −1 2

4 2 −14

1 3 1


.

For the next stage of the elimination, both of the remaining two rows have the
same degree, and hence we don’t need to swap rows. But we do need to swap columns
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5 and 4 to put the−14 into the diagonal position. The result of the swap is

2 3 1 5 4

4

5

3

1

2



−1 −6

1 4

−1 −1 2

4 2 −14

1 3 1


.

At this point, we notice that the remaining2 × 2 uneliminated part of the matrix is
already upper triangular (in fact, diagonal), and hence no more elimination is needed.

With the elimination completed, we can extract the matricesL andU in the usual
way:

L =

4

5

3

1

2



−1

1

−1 −1

4 2 −14

1 3 1





−1

1

−1

− 1
14

1



=

4

5

3

1

2



1

1

−1 1

4 −2 1

−1 −3 1


,

and

U =

2 3 1 5 4

−1 −6

1 4

−1 2

−14

1


.
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(Note that the columns ofL and the rows ofU do not have any “original” indices
associated with them, and so no permutation is indicated across the top ofL or down
the left side ofU .)

ThisLU -factorization has five off-diagonal nonzeros inL and three off-diagonal
nonzeros inU for a total of eight off-diagonal nonzeros. In contrast, theLU factor-
ization from the previous section had a total of 12 off-diagonal nonzeros. Hence, the
minimum-degree ordering heuristic paid off for this example by reducing the number
of nonzeros by 33%. While such a reduction may not seem like a big deal for small
matrices such as our5× 5 example, for large matrices the difference can be dramatic.

The fact that we have permuted the rows and columns to get this factorization has
only a small impact on how one uses the factorization to solve systems of equations.
To illustrate, let us solve the same system that we considered before:B∆xB = aj ,
whereaj is given by (8.3). The first step in solving this system is to permute the rows
of aj so that they agree with the rows ofL and then to use forward substitution to
solve the systemLy = aj . Writing it out, the system looks like this:

4

5

3

1

2



1

1

−1 1

4 −2 1

−1 −3 1





y1

y2

y3

y4

y5


=

4

5

3

1

2



3

0

0

7

−2



The result of the forward substitution is that

(8.4)



y1

y2

y3

y4

y5


=



3

0

0

7

1


.
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The next step is to solve the systemU∆xB = y. Writing this system out, we get

2 3 1 5 4

−1 −6

1 4

−1 2

−14

1



2

3

1

5

4



∆x2

∆x3

∆x1

∆x5

∆x4


=



3

0

0

7

1


.

Using backward substitution, we see that

2

3

1

5

4



∆x2

∆x3

∆x1

∆x5

∆x4


=



0

2

−1

− 1
2

1


.

Finally, we rewrite the solution listing the elements of∆xB in their original order:

∆xB =



∆x1

∆x2

∆x3

∆x4

∆x5


=



−1

0

2

1

− 1
2


.

Of course, the answer obtained here agrees with the one obtained at the end of the
previous section.

Even with good fill-in minimizing heuristics such as minimum-degree, theLU -
factorization remains a significant computational bottleneck. To see why, consider for
the moment dense matrices. If we were to write a subroutine to carry out anLU -
factorization, we would find that the main body of the routine would have a big triply
nested loop:

for each column index j {
for each remaining row index i {

for each remaining column index k {
update the (i,k) entry in accordance with
the aim to make the (i,j) entry be zero

}
}

}
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Since each of these loops involves approximatelym steps, theLU -factorization rou-
tine requires aboutm3 operations and hence is called an orderm3 algorithm. Similar
considerations tell us that the forward and backward substitutions are both orderm2

algorithms. This means that forward and backward substitution can be done much
faster thanLU -factorization. Indeed, ifm = 5000, then factorization takes a couple
of thousand times longer than a forward or backward substitution. Of course, this ar-
gument is for dense matrices. But for sparse matrices a similar, if less dramatic, effect
is seen. Typically, for sparse matrices, one expects that factorization will take from
10 to 100 times longer than substitution. Therefore, it is important to perform as few
LU -factorizations as possible. This is the subject of the next section.

3. Reusing a Factorization

In the previous two sections, we showed how to use anLU -factorization ofB to
solve the system of equations

B∆xB = aj

for the primal step direction∆xB. Since the basis matrix doesn’t change much from
one iteration of the simplex method to the next (columns get replaced by new ones
one at a time), we ask whether theLU -factorization ofB from the current iteration
might somehow be used again to solve the systems of equations that arise in the next
iteration (or even the next several iterations).

Let B denote the current basis (for which a factorization has already been com-
puted) and letB̃ denote the basis of the next iteration. ThenB̃ is simplyB with
the column that holds the column vectorai associated with the leaving variablexi

replaced by a new column vectoraj associated with the entering variablexj . This
verbal description can be converted into a formula:

(8.5) B̃ = B + (aj − ai)eT
i .

Here, as before,ei denotes the vector that is all zeros except for a one in the position
associated with indexi—to be definite, let us say that this position is thepth position
in the vector. To see why this formula is correct, it is helpful to realize that a column
vector, saya, timeseT

i produces a matrix that is all zero except for thepth column,
which contains the column vectora.

Since the basisB is invertible, (8.5) can be rewritten as

B̃ = B
(
I +B−1(aj − ai)eT

i

)
.

Denote the matrix in parentheses byE. Recall thataj = Nej , since it is the column
vector fromA associated with the entering variablexj . Hence,

B−1aj = B−1Nej = ∆xB,
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which is a vector we need to compute in the current iteration anyway. Also,

B−1ai = ei,

sinceai is the column ofB associated with the leaving variablexi. Therefore, we can
writeE more simply as

E = I + (∆xB − ei)eT
i .

Now, if E has a simple inverse, then we can use it together with theLU -factorization
of B to provide an efficient means of solving systems of equations involvingB̃. The
following proposition shows thatE does indeed have a simple inverse.

PROPOSITION8.1. Given two column vectorsu andv for which1 + vTu 6= 0,

(I + uvT )−1 = I − uvT

1 + vTu
.

PROOF. The proof is trivial. We simply multiply the matrix by its supposed in-
verse and check that we get the identity:

(
I + uvT

)(
I − uvT

1 + vTu

)
= I + uvT − uvT

1 + vTu
− uvTuvT

1 + vTu

= I + uvT

(
1− 1

1 + vTu
− vTu

1 + vTu

)
= I,

where the last equality follows from the observation that the parenthesized expression
vanishes. �

The identity in Proposition 8.1 may seem mysterious, but in fact it has a simple
derivation based on the explicit formula for the sum of a geometric series:

∞∑
j=0

ξj =
1

1− ξ
, for |ξ| < 1.

This is an identity for real numbers, but it also holds for matrices:

∞∑
j=0

Xj = (I −X)−1
,

provided that the absolute value of each of the eigenvalues ofX is less than one (we
don’t prove this here, since it’s just for motivation). Assuming, for the moment, that
the absolute values of the eigenvalues ofuvT are less than one (actually, all but one of
them are zero), we can expand(I+uvT )−1 in a geometric series, reassociate products,
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and collapse the resulting geometric series to get(
I + uvT

)−1
= I − uvT + (uvT )(uvT )− (uvT )(uvT )(uvT ) + · · ·
= I − uvT + u(vTu)vT − u(vTu)(vTu)vT + · · ·
= I − u

(
1− vTu+ (vTu)2 − · · ·

)
vT

= I − u 1
1 + vTu

vT

= I − uvT

1 + vTu
,

where the last equality follows from the fact that1/(1+ vTu) is a scalar and therefore
can be pulled out of the vector/matrix calculation.

Applying Proposition 8.1 to matrixE, we see that

E−1 = I − (∆xB − ei)eT
i

1 + eT
i (∆xB − ei)

= I − (∆xB − ei)eT
i

∆xi

=



1 −∆xj1
∆xi

...

1 −∆xjp−1
∆xi

1
∆xi

−∆xjp+1
∆xi

1
...

−∆xjm

∆xi
1


.

Now, let’s look at the systems of equations that need to be solved in the next
iteration. Using tildes to denote items associated with the next iteration, we see that
we need to solve

B̃∆x̃B = ãj and B̃T ṽ = ẽi

(actually, we should probably put the tilde on thej instead of theaj and on thei
instead of theei, but doing so seems less aesthetically appealing, even though it’s
more correct). Recalling that̃B = BE, we see that the first system is equivalent to

BE∆x̃B = ãj ,

which can be solved in two stages:

Bu = ãj ,

E∆x̃B = u.
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Of course, the second system (involvingE) is trivial, since we have an explicit formula
for the inverse ofE:

∆x̃B = E−1u

= u− ui

∆xi
(∆xB − ei)

(where, in keeping with our tradition, we have usedui to denote the element ofu
associated with the basic variablexi—that is,ui is thepth entry ofu).

The system involving̃BT is handled in the same manner. Indeed, first we rewrite
it as

ETBT ṽ = ẽi

and then observe that it too can be solved in two steps:

ETu = ẽi,

BT ṽ = u.

This time, the first step is the trivial one1:

u = E−T ẽi

= ẽi − ei
(∆xB − ei)T ẽi

∆xi
.

Note that the fraction in the preceding equation is a scalar, and so this final expression
for u shows that it is a vector with at most two nonzeros—that is, the result is utterly
trivial even if the formula looks a little bit cumbersome.

We end this section by returning briefly to our example. Suppose thatB̃ isB with
column 3 replaced by the vectoraj given in (8.3). Suppose that

ãj =
[

5 0 0 0−1
]T
.

To solveB̃∆x̃B = ãj , we first solveBu = ãj using ourLU -factorization ofB. The
result of the forward and backward substitutions is

u =
[

0 3 1−3− 1
2

]T
.

1Occasionally we use the superscript−T for the transpose of the inverse of a matrix. Hence,E−T =
(E−1)T .
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Next, we solve for∆x̃B = E−1u:

∆x̃B = u− u3

∆x3
(∆xB − e3) =



0

3

1

−3

− 1
2


− 1

2





−1

0

2

1

− 1
2


−



0

0

1

0

0




=



1
2

3
1
2

− 7
2

− 1
4


.

Of course, it is easy to check that we have gotten the correct answer: simply multiply
B̃ times∆x̃B and check that it equals̃aj . It does.

4. Performance Tradeoffs

The idea of writing the next basis as a product of the current basis times an easily
invertible matrix can be extended over several iterations. For example, if we lookk
iterations out, we can write

Bk = B0E0E1 · · ·Ek−1.

If we have anLU -factorization ofB0 and we have saved enough information to recon-
struct eachEj , then we can use this product to solve systems of equations involving
Bk.

Note that in order to reconstructEj , all we need to save is the primal step direction
vector∆xj

B (and an integer telling which column it goes in). In actual implementa-
tions, these vectors are stored in lists. For historical reasons, this list is called an
eta-file(and the matricesEj are calledeta matrices). Given theLU -factorization of
B0 and the eta-file, it is an easy matter to solve systems of equations involving either
B or BT . However, ask gets large, the amount of work required to go through the
entire eta-file begins to dominate the amount of work that would be required to simply
form a newLU -factorization of the current basis. Hence, the best strategy is to use an
eta-file but with periodic refactorization of the basis (and accompanied purging of the
eta-file).

The question then becomes: how often should one recompute a factorization of
the current basis? To answer this question, suppose that we know that it takesF
arithmetic operations to form anLU -factorization (of a typical basis for the problem
at hand),S operations to do one forward/backward substitution, andE operations to
multiply by the inverse of one eta-matrix. Then the number of operations for the initial
iteration of the simplex method isF + 2S (since we need to do anLU -factorization
and two forward/backward substitutions—one for the system involving the basis and
the other for the system involving its transpose). Then, in the next iteration, we need
to do two forward/backward substitutions and two eta-inverse calculations. Each sub-
sequent iteration is the same as the previous, except that there are two extra eta-inverse
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calculations. Hence, the average number of arithmetic operations per iteration if we
refactorize after everyK iterations is

T (K) =
1
K

((F + 2S) + 2(S + E) + 2(S + 2E)

+ · · ·+ 2(S + (K − 1)E))

=
1
K
F + 2S + (K − 1)E.

TreatingK as a real variable for the moment, we can differentiate this expression with
respect toK, set the derivative equal to zero, and solve forK to get an estimate for
the optimal choice ofK:

K =

√
F

E
.

As should be clear from our earlier discussions,E is of orderm and, if the basis
matrix is dense,F is of orderm3. Hence, for dense matrices, our estimates would
indicate that refactorizations should take place everym iterations or so. However,
for sparse matrices,F will be substantially less thatm3—more like a constant times
m2—which would indicate that refactorizations should occur on the order of every√
m iterations. In practice, one typically allows the value ofK to be a user-settable

parameter whose default value is set to something like100.

5. Updating a Factorization

There is an important alternative to the eta-matrix method for reusing anLU -
factorization, which we shall describe in this section and the next. As always, it is
easiest to work with an example, so let’s continue with the same example we’ve been
using throughout this chapter.

Recall that the matrix̃B is simplyB with its third column replaced by the vector
aj given in (8.3):

B̃ =

1 2 3 4 5

1

2

3

4

5



2 7 −2

3 1 −2 1

−1 −2

−1 3 −6

4


=

2 3 1 5 4

4

5

3

1

2



−1 3 −6

4

−1 −2

7 2 −2

1 −2 3 1


.

(Note that we’ve highlighted the new column by putting a box around it.)
SinceL−1B = U andB̃ differs fromB in only one column, it follows thatL−1B̃

coincides withU except for the column that got changed. And, since this column got
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replaced byaj , it follows that this column ofL−1B̃ containsL−1aj , which we’ve
already computed and found to be given by (8.4). Hence,

(8.6) L−1B̃ =

2 3 1 5 4

1

2

3

4

5



−1 3 −6

4

−1 2

7 −14

1 1


.

As we saw before, the columns ofL have no “original” indices to relate back to, and
so one can simply take them to be numbered in natural order. The same is then true
for the rows ofL−1 and hence for the rows ofL−1B̃. That is why the rows shown
above are numbered as they are. We’ve shown these numbers explicitly, since they are
about to get permuted.

The boxed column in (8.6) is called aspike, since it has nonzeros below the diag-
onal. The4×4 submatrix constructed from rows 2 through 5 and columns 3, 1, 5, and
4 is called thebump. To get this matrix back into upper-triangular form, one could do
row operations to eliminate the nonzeros in the spike that lie below the diagonal. But
such row operations could create fill-in anywhere in the bump. Such fill-in would be
more than one would like to encounter. However, consider what happens if the spike
column is moved to the rightmost column of the bump, shifting the other columns left
one position in the process, and if the top row of the bump (i.e., row 2) is moved to
the bottom of the bump, shifting the other bump rows up by one. The result of these
permutations is

L−1B̃ =

2 1 5 4 3

1

3

4

5

2



−1 −6 3

−1 2

−14 7

1 1

4


.

(For future reference, we’ve boxed the bump.) In general, the effect of this permutation
is that the column spike gets replaced by a row spike along the bottom row of the bump:
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∗ ∗ ∗ ∗ ∗ ∗ ∗ ∗ ∗ ∗ ∗
∗ ∗ ∗ ∗ ∗ ∗ ∗ ∗ ∗ ∗
∗ ∗ ∗ ∗ ∗ ∗ ∗ ∗ ∗
∗ ∗ ∗ ∗ ∗ ∗ ∗ ∗ ∗
∗ ∗ ∗ ∗ ∗ ∗ ∗ ∗
∗ ∗ ∗ ∗ ∗ ∗ ∗
∗ ∗ ∗ ∗ ∗ ∗
∗ ∗ ∗ ∗ ∗
∗ ∗ ∗ ∗

∗ ∗
∗



−→



∗ ∗ ∗ ∗ ∗ ∗ ∗ ∗ ∗ ∗ ∗
∗ ∗ ∗ ∗ ∗ ∗ ∗ ∗ ∗ ∗
∗ ∗ ∗ ∗ ∗ ∗ ∗ ∗ ∗
∗ ∗ ∗ ∗ ∗ ∗ ∗ ∗
∗ ∗ ∗ ∗ ∗ ∗ ∗
∗ ∗ ∗ ∗ ∗ ∗
∗ ∗ ∗ ∗ ∗
∗ ∗ ∗ ∗

∗ ∗ ∗ ∗ ∗ ∗ ∗ ∗ ∗
∗ ∗
∗



.

Now any fill-in produced by row operations is confined to the spike row. In our exam-
ple, there is only one nonzero in the spike row, and to eliminate it we need to add2/7
times row 4 to it. This row operation can be represented algebraically as multiplication
on the left by the matrix

Ẽ =



1

1

1

1
2
7 1


.

That is,

ẼL−1B̃ =

2 1 5 4 3

1

3

4

5

2



−1 −6 3

−1 2

−14 7

1 1

2


.

If we denote the new upper triangular matrix byŨ , then, solving forB̃, we get the
following factorization ofB̃:

B̃ = LẼ−1Ũ .

We can use this new factorization to solve systems of equations. For example, to
solve

B̃∆x̃B = ãj ,

we first solve

(8.7) Ly = ãj

for y. Then, giveny, we compute
z = Ẽy,
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and finally we solve

Ũ∆x̃B = z

for ∆x̃B. It is clear from the following chain of equalities that these three steps com-
pute∆x̃B:

∆x̃B = Ũ−1z = Ũ−1Ẽy = Ũ−1ẼL−1ãj = B̃−1ãj .

For our example, we use forward substitution to solve (8.7) fory. The result is

y =

1

2

3

4

5



0

−1

−1

7

−3


=

1

3

4

5

2



0

−1

7

−3

−1


.

Next, we apply the row operations (in our case, there is only one) to getz:

z = Ẽy =

1

3

4

5

2



0

−1

7

−3

1


.

Finally, backward substitution using̃U is performed to compute∆x̃B:

2 1 5 4 3

1

3

4

5

2



−1 −6 3

−1 2

−14 7

1 1

2



2

1

5

4

3

 ?


=

1

3

4

5

2



0

−1

7

−3

1


.

The result of the backward substitution is

∆x̃B =

2

1

5

4

3



3
1
2

− 1
4

− 7
2
1
2


=

1

2

3

4

5



1
2

3
1
2

− 7
2

− 1
4


,

which agrees with the solution we got before using eta-matrices.



6. SHRINKING THE BUMP 145

6. Shrinking the Bump

There is an important enhancement to the factorization updating technique de-
scribed in the previous section. After permuting rows and columns converting the
spike column into a spike row, we can exploit the fact that the spike row is often very
sparse (coming as it does from what was originally the top row of the bump) and do
further row and column permutations to reduce the size of the bump. To see what
we mean, let’s look at our example. First, we note that the leftmost element of the
spike row is zero (and hence that the left column of the bump is a singleton column).
Therefore, we can simply declare that this column and the corresponding top row do
not belong to the bump. That is, we can immediately reduce the size of the bump by
one:

2 1 5 4 3

1

3

4

5

2



−1 −6 3

−1 2

−14 7

1 1

4


.

This idea can be extended to any column that has a single nonzero in the bump. For
example, column 4 is a singleton column too. The trick now is to move this column to
the leftmost column of the bump, pushing the intermediate columns to the right, and
to apply the same permutation to the rows. After permuting the rows and columns like
this, the bump can be reduced in size again:

2 1 4 5 3

1

3

5

4

2



−1 −6 3

−1 2

1 1

−14 7

4


.

Furthermore, this reduction in the bump causes a new singleton column to appear
(since a singleton need only be a singleton within the bump), namely, column 3.
Hence, we permute once again. This time just the column gets permuted, since the
singleton is already in the correct row. The bump gets reduced in size once again, now
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to a1× 1 bump, which is not really a bump at all:

2 1 4 3 5

1

3

5

4

2



−1 3 −6

−1 2

1 1

7 −14

4


.

Note that we have restored upper triangularity using only permutations; no row oper-
ations were needed. While this doesn’t always happen, it is a common and certainly
welcome event.

Our example, being fairly small, doesn’t exhibit all the possible bump-reducing
permutations. In addition to looking for singleton columns, one can also look for
singleton rows. Each singleton row can be moved to the bottom of the bump. At the
same time, the associated column is moved to the right-hand column of the bump.
After this permutation, the right-hand column and the bottom row can be removed
from the bump.

Before closing this section, we reiterate a few important points. First, as the
bump gets smaller, the chances of finding further singletons increases. Also, with the
exception of the lower-right diagonal element of the bump, all other diagonal elements
are guaranteed to be nonzero, since the matrixU from which Ũ is derived has this
property. Therefore, most bump reductions apply the same permutation to the rows
as to the columns. Finally, we have illustrated how to update the factorization once,
but this technique can, of course, be applied over and over. Eventually, however, it
becomes more efficient to refactorize the basis from scratch.

7. Partial Pricing

In many real-world problems, the number of constraintsm is small compared
with the number of variablesn. Looking over the steps of the primal simplex method,
we see that the only steps involvingn-vectors are Step 2, in which we pick a nonbasic
variable to be the entering variable,

pick j ∈ {j ∈ N : z∗j < 0};
Step 6, in which we compute the step direction for the dual variables,

∆zN = −(B−1N)T ei;

and Step 8, in which we update the dual variables,

z∗N ← z∗N − s∆zN .
Scanning all the nonbasic indices in Step 2 requires looking atn candidates. Whenn
is huge, this step is likely to be a bottleneck step for the algorithm. However, there is
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no requirement that all indices be scanned. We could simply scan from the beginning
and stop at the first indexj for which z∗j is negative (as in Bland’s rule). However, in
practice, it is felt that picking an indexj corresponding to a very negativez∗j produces
an algorithm that is likely to reach optimality faster. Therefore, the following scheme,
referred to aspartial pricing is often employed. Initially, scan only a fraction of the
indices (sayn/3), and set aside a handful of good ones (say, the40 or so having the
most negativez∗j ). Then use only these40 in Steps 2, 6, and 8 for subsequent iterations
until less than a certain fraction (say,1/2) of them remain eligible. At this point, use
(6.8) to compute the current values of a new batch ofn/3 nonbasic dual variables, and
go back to the beginning of this partial pricing process by setting aside the best40. In
this way, most of the iterations look like they only have40 nonbasic variables. Only
occasionly does the grim reality of the full huge number of nonbasic variables surface.

Looking at the dual simplex method (Figure 6.1), we see that we aren’t so lucky.
In it, vectors of lengthn arise in the max-ratio test:

t =

(
max
j∈N

∆zj

z∗j

)−1

pick j ∈ argmaxj∈N
∆zj

z∗j
.

Here, the entire collection of nonbasic indices must be checked; otherwise, dual fea-
sibility will be lost and the algorithm will fail. Therefore, in cases wheren is huge
relative tom and partial pricing is used, it is important not to use the dual simplex
method as a Phase I procedure. Instead, one should use the technique of adding artifi-
cial variables as we did in Chapter 2 to force an initial feasible solution.

8. Steepest Edge

In Chapter 4, we saw that one of the drawbacks of the largest-coefficient rule is
its sensitivity to the scale in which variables are quantified. In this section, we shall
discuss a pivot rule that partially remedies this problem. Recall that each step of the
simplex method is a step along an edge of the feasible region from one vertex to an
adjacent vertex. The largest coefficient rule picks the variable that gives the largest
rate of increase of the objective function. However, this rate of increase is measured
in the “space of nonbasic variables” (we view the basic variables simply as dependent
variables). Also, this space changes from one iteration to the next. Hence, in a certain
respect, it would seem wiser to measure the rate of increase in the larger space consist-
ing of all the variables, both basic and nonbasic. When the rate of increase is gauged
in this larger space, the pivot rule is called thesteepest-edgerule. It is the subject of
this section.
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Fix a nonbasic indexj ∈ N . We wish to consider whetherxj should be the
entering variable. If it were, the step direction vector would be

∆x =

[
∆xB
∆xN

]
=

[
−B−1Nej

ej

]
.

This vector points out along the edge corresponding to the pivot that would result by
lettingxj enter the basis. As we know, the objective function is

f(x) = cTx = cTBxB + cTNxN .

The derivative off(x) in the direction of∆x is given by

∂f

∂∆x
= cT

∆x
‖∆x‖

=
cTB∆xB + cTN∆xN

‖∆x‖
.

The numerator is easy (and familiar):

cTB∆xB + cTN∆xN = cj − cTBB−1Nej

=
(
cN − (B−1N)T cB

)
j

=−z∗j .
The denominator is more troublesome:

‖∆x‖2 = ‖∆xB‖2 + 1 = ‖B−1Nej‖2 + 1.

To calculateB−1Nej for everyj ∈ N is exactly the same as computing the matrix
B−1N , which (as we’ve discussed before) is time consuming and therefore a com-
putation we wish to avoid. But it turns out that we can computeB−1Nej for every
j ∈ N once at the start (whenB is essentially, if not identically, an identity matrix)
and then update the norms of these vectors using a simple formula, which we shall
now derive.

Let
νk = ‖B−1Nek‖2, k ∈ N .

Suppose that we know these numbers, we use them to perform one step of the simplex
method, and we are now at the beginning of the next iteration. As usual, let us denote
quantities in this next iteration by putting tildes on them. For example,B̃ denotes the
new basis matrix. As we’ve seen before,B̃ is related toB by the equatioñB = BE,
where

E−1 = I − (∆xB − ei)eT
i

∆xi
.

Now, let’s compute the newν values:

ν̃k = aT
k B̃

−T B̃−1ak

= aT
kB

−TE−TE−1B−1ak

= aT
kB

−T

(
I − ei(∆xB − ei)T

∆xi

)(
I − (∆xB − ei)eT

i

∆xi

)
B−1ak.(8.8)
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Recall from (8.2) that we must compute

v = B−T ei

in the course of the old iteration. If, in addition, we compute

w = B−T ∆xB
then, expanding out the product in (8.8) and expressing the resulting terms usingv and
w, we get the following formula for quickly updating the oldν’s to the newν’s:

ν̃k = νk − 2
aT

k v(w − v)Tak

∆xi
+ (aT

k v)
2 ‖∆xB − ei‖2

(∆xi)2
.

Recent computational studies using this update formula have shown that the steepest-
edge rule for choosing the entering variable is competitive against, if not superior to,
other pivot rules.

Exercises

8.1 (a) Without permuting rows or columns, compute theLU -factorization of

(8.9) B =



2 5 6

1 1 3 9 6

2 6 4

4 1

−1 −3 −1


.

(b) Solve the systemB∆xB = aj where

aj =



0

2

1

3

0


.

(c) Suppose that̃B isB with its second column replaced byaj . Solve the
systemB̃∆x̃B = ãj where

ãj =



1

0

−1

0

0


using the eta-matrix method.
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(d) Solve the system̃B∆x̃B = ãj again, this time using the factorization
updating method.

8.2 Use the minimum-degree ordering heuristic to find anLU -factorization of
the matrixB given by (8.9).

8.3 A permutation matrixis a matrix of zeros and ones for which each row has
one1 and each column has one1.
(a) LetB be anm ×m matrix, and letP be a permutation matrix. Show

that PB is a matrix obtained by permuting the rows ofB and that
BP is a matrix obtained by permuting the columns ofB. Are the two
permutations the same?

(b) Show that every permutation of the rows of a matrixB corresponds to
multiplyingB on the left by a permutation matrix.

(c) Show that for any permutation matrixP ,

P−1 = PT .

8.4 Explain how to use the factorizationB = LU to solve

BTx = b.

Notes

Techniques for exploiting sparsity in matrix factorization have their roots in the
paper by Markowitz (1957). A few standard references on matrix factorization are the
books of Duff et al. (1986), Golub & VanLoan (1989), and Gill et al. (1991). The
eta-matrix technique given in Section 8.3 for using an old basis to solve systems of
equations involving the current basis was first described by Dantzig & Orchard-Hayes
(1954). The factorization updating technique described in Section 8.5 is the method
given by Forrest & Tomlin (1972). The bump reduction techniques of Section 8.6
were first introduced by Saunders (1973) and Reid (1982). The steepest-edge pivoting
rule is due to Goldfarb & Reid (1977). A similar rule, known asDevex, was given by
Harris (1973).



CHAPTER 9

Problems in General Form

Up until now, we have always considered our problems to be given in standard
form. However, for real-world problems it is often convenient to formulate problems
in the following form:

(9.1)

maximize cTx

subject to a ≤ Ax ≤ b

l ≤ x ≤ u.

Two-sided constraints such as those given here are called constraints withranges. The
vectorl is called the vector oflower bounds, andu is the vector ofupper bounds. We
allow some of the data to take infinite values; that is, for eachi = 1, 2, . . . ,m,

−∞ ≤ ai ≤ bi ≤ ∞,

and, for eachj = 1, 2, . . . , n,

−∞ ≤ lj ≤ uj ≤ ∞.

In this chapter, we shall show how to modify the simplex method to handle problems
presented in this form.

1. The Primal Simplex Method

It is easiest to illustrate the ideas with an example:

maximize 3x1 − x2

subject to 1≤ −x1 + x2 ≤ 5

2≤−3x1 + 2x2 ≤ 10

2x1 − x2 ≤ 0

−2≤ x1

0≤ x2 ≤ 6.

With this formulation, zero no longer plays the special role it once did. Instead, that
role is replaced by the notion of a variable or a constraint being at its upper or lower

151
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bound. Therefore, instead of defining slack variables for each constraint, we usewi

simply to denote the value of theith constraint:

w1 = −x1 + x2

w2 =−3x1 + 2x2

w3 = 2x1 − x2.

The constraints can then be interpreted as upper and lower bounds on these variables.
Now when we record our problem in a dictionary, we will have to keep explicit track
of the upper and lower bound on the originalxj variables and the newwi variables.
Also, the value of a nonbasic variable is no longer implicit; it could be at either its
upper or its lower bound. Hence, we shall indicate which is the case by putting a box
around the relevant bound. Finally, we need to keep track of the values of the basic
variables. Hence, we shall write our dictionary as follows:

l −2 0

u ∞ 6

ζ = 3x1 − x2 =−6

1 5w1 = −x1 + x2 = 2

2 10w2 =−3x1 + 2x2 = 6

−∞ 0w3 = 2x1 − x2 =−4 .

Since all thewi’s are between their upper and lower bounds, this dictionary is feasi-
ble. But it is not optimal, sincex1 could be increased from its present value at the
lower bound, thereby increasing the objective function’s value. Hence,x1 shall be the
entering variable for the first iteration. Looking atw1, we see thatx1 can be raised
only 1 unit beforew1 hits its lower bound. Similarly,x1 can be raised by4/3 units,
at which pointw2 hits its lower bound. Finally, ifx1 were raised2 units, thenw3

would hit its upper bound. The tightest of these constraints is the one onw1, and so
w1 becomes the leaving variable—which, in the next iteration, will then be at its lower
bound. Performing the usual row operations, we get

l 1 0

u 5 6

ζ =−3w1 + 2x2 =−3

−2∞ x1 = −w1 + x2 =−1

2 10w2 = 3w1 − x2 = 3

−∞ 0w3 =−2w1 + x2 =−2 .

Note, of course, that the objective function value has increased (from−6 to−3). For
the second iteration, raisingx2 from its lower bound will produce an increase inζ.
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Hence,x2 is the entering variable. Looking at the basic variables (x1,w2, andw3), we
see thatw2 will be the first variable to hit a bound, namely, its lower bound. Hence,
w2 is the leaving variable, which will become nonbasic at its lower bound:

l 1 2

u 5 10

ζ = 3w1 − 2w2 =−1

−2∞ x1 = 2w1 − w2 = 0

0 6 x2 = 3w1 − w2 = 1

−∞ 0w3 = w1 − w2 =−1 .

For the third iteration,w1 is the entering variable, andw3 is the leaving variable, since
it hits its upper bound before any other basic variables hit a bound. The result is

l −∞ 2

u 0 10

ζ = 3w3 + w2 = 2

−2∞ x1 = 2w3 + w2 = 2

0 6 x2 = 3w3 + 2w2 = 4

1 5w1 = w3 + w2 = 2 .

Now for the next iteration, note that the coefficients on bothw3 andw2 are positive.
But w3 is at its upper bound, and so if it were to change, it would have to decrease.
However, this would mean a decrease in the objective function. Hence, onlyw2 can
enter the basis, in which casex2 is the leaving variable getting set to its upper bound:

l −∞ 0

u 0 6

ζ = 1.5w3 + 0.5x2 = 3

−2∞ x1 = 0.5w3 + 0.5x2 = 3

2 10w2 =−1.5w3 + 0.5x2 = 3

1 5w1 =−0.5w3 + 0.5x2 = 3 .

For this dictionary, bothw3 andx2 are at their upper bounds and have positive coeffi-
cients in the formula forζ. Hence, neither can be moved off from its bound to increase
the objective function. Therefore, the current solution is optimal.

2. The Dual Simplex Method

The problem considered in the previous section had an initial dictionary that was
feasible. But as always, we must address the case where the initial dictionary is not



154 9. PROBLEMS IN GENERAL FORM

feasible. That is, we must define a Phase I algorithm. Following the ideas presented
in Chapter 5, we base our Phase I algorithm on a dual simplex method. To this end,
we need to introduce the dual of (9.1). So first we rewrite (9.1) as

maximize cTx

subject to Ax ≤ b

−Ax ≤ −a
x ≤ u

−x ≤ −l,

and adding slack variables, we have

maximize cTx

subject to Ax + f = b

−Ax + p = −a
x + t = u

−x + g = −l
f, p, t, g ≥ 0.

We see immediately from the inequality form of the primal that the dual can be written
as

(9.2)

minimize bT v − aT q + uT s− lTh
subject to AT (v − q)− (h− s) = c

v, q, s, h ≥ 0.

Furthermore, at optimality, the dual variables are complementary to the corresponding
primal slack variables:

(9.3)

fivi = 0 i = 1, 2, . . . ,m,
piqi = 0 i = 1, 2, . . . ,m,
tjsj = 0 j = 1, 2, . . . , n,
gjhj = 0 j = 1, 2, . . . , n.

Note that for eachi, if bi > ai, then at optimalityvi andqi must be complemen-
tary to each other. Indeed, if both were positive, then they could be reduced by an
equal amount without destroying feasibility, and the objective function value would
strictly decrease, thereby implying that the supposedly optimal solution is not opti-
mal. Similarly, if for somei, bi = ai, then it is no longer required thatvi andqi be
complementary at optimality; but, given an optimal solution for which bothvi andqi
are positive, we can decrease both these values at the same rate until the smaller of the
two reaches zero, all the while preserving feasibility of the solution and not changing
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the objective function value. Hence, there always exists an optimal solution in which
every component ofv is complementary to the corresponding component ofq. The
same argument shows that if there exists an optimal solution, then there exists one in
which all the components ofh ands are complementary to each other as well.

For a real variableξ, its positive partξ+ is defined as

ξ+ = max{ξ, 0}

and its negative partξ− is defined similarly as

ξ− = max{−ξ, 0}.

Clearly, bothξ+ andξ− are nonnegative. Furthermore, they are complementary,

ξ+ = 0 or ξ− = 0,

and their difference representsξ:

ξ = ξ+ − ξ−.

From the complementarity of the components ofv against the components ofq,
we can think of them as the positive and negative parts of the components of just one
vectory. So let us write:

v = y+ and q = y−.

Similarly, let us write

h = z+ and s = z−.

If we impose these complementarity conditions not just at optimality but also from the
start, then we can eliminatev, q, s, andh from the dual and write it simply as

(9.4)
minimize bT y+ − aT y− + uT z+ − lT z−

subject to AT y − z = c,

where the notationy+ denotes the componentwise positive part ofy, etc. This problem
is an example from the class of problems called piecewise linear programs. Usually,
piecewise linear programs are solved by converting them into linear programs. Here,
however, we wish to go in the other direction. We shall present an algorithm for (9.4)
that will serve as an algorithm for (9.2). We will call this algorithm thedual simplex
methodfor problems in general form.

To economize on the presentation, we shall present the dual simplex method in
the context of a Phase I algorithm for linear programs in general form. Also, to avoid
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cumbersome notations, we shall present the algorithm with the following example:

(9.5)

maximize 2x1 − x2

subject to 0≤ x1 + x2 ≤ 6

2≤−x1 + 2x2 ≤ 10

x1 − x2 ≤ 0

−2≤ x1

1≤ x2 ≤ 5.

The piecewise linear formulation of the dual is

minimize 6y+
1 + 10y+

2 + 2z+
1 − z+

2

− 2y−2 +∞y−3 +∞z−1 + 5z−2
subject to y1 − y2 + y3 − z1 = 2

y1 + 2y2 − y3 − − z2 =−1.

Note that the objective function has coefficients that are infinite. The correct
convention is that infinity times a variable is plus infinity if the variable is positive,
zero if the variable is zero, and minus infinity if the variable is negative.

Since the objective function is nonlinear (taking positive and negative parts of
variables is certainly a nonlinear operation), we will not be able to do the usual row
operations on the objective function. Therefore, in each iteration, we simply study it
as is. But as usual, we prefer to think in terms of maximization, and so we record the
negative of the objective function:

(9.6)
−ξ =−6y+

1 − 10y+
2 − 2z+

1 + z+
2

+ 2y−2 −∞y
−
3 −∞z

−
1 − 5z−2 .

We can of course perform row operations on the two constraints, so we set up the
usual sort of dictionary for them:

(9.7)
z1 =−2 + y1 − y2 + y3

z2 = 1 + y1 + 2y2 − y3.

For the dual problem, all the action takes place at zero. That is, slopes in the objec-
tive function change when a variable goes from negative to positive. Since nonbasic
variable are supposed to be set where the action is, we associate a current solution
with each dictionary by setting the nonbasic variables to zero. Hence, the solution
associated with the initial dictionary is

(y1, y2, y3, z1, z2) = (0, 0, 0,−2, 1).

The fact thatz1 is negative implies thatz−1 is a positive number and hence that the
objective function value associated with this solution is minus infinity. Whenever the
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objective function value is minus infinity, we say that the solution isinfeasible. We
also refer to the associated dictionary as infeasible. Hence, the initial dictionary given
in (9.7) is infeasible.

The dual simplex method must start with a dual feasible solution. But since we
intend to use the dual simplex method simply to find a feasible solution for (9.5), we
are free to change the objective function in (9.5) any way we please. In particular, we
can change it from

ζ = 2x1 − x2

to

η = −2x1 − x2.

Making that change to the primal leaves the dual objective function unchanged, but
produces a feasible dual dictionary:

(9.8)
z1 = 2 + y1 − y2 + y3

z2 = 1 + y1 + 2y2 − y3.

For comparison purposes, let us also record the corresponding primal dictionary.
It is easy to write down the equations defining thewi’s, but how do we know whether
thexj ’s are supposed to be at their upper or their lower bounds? The answer comes
from the requirement that the primal and dual satisfy the complementarity conditions
given in (9.3). Indeed, from the dual dictionary we see thatz1 = 1. Hence,z+

1 = 1.
But sincez+

1 is just a surrogate forh1, we see thath1 is positive and hence thatg1
must be zero. This means thatx1 must be at its lower bound. Similarly, for the sake
of complementarity,x2 must also be at its lower bound. Hence, the primal dictionary
is

l −2 1

u ∞ 5

η = −x1 − x2 = 1

0 6w1 = x1 + x2 =−1

2 10w2 = −x1 + 2x2 = 4

−∞ 0w3 = x1 − x2 =−3 .

Note that it is infeasible, sincew1 is not between its upper and lower bounds.
We are now ready to describe the first iteration of the dual simplex method. To

this end, we ask whether we can improve the dual objective function value by moving
one of the nonbasic variables (y1, y2, or y3) away from zero. Of course, each of these
three variables can be moved either to the positive or the negative side of zero; we
must analyze these six cases individually. First of all, note that sincez1 is positive at
the current solution, it follows thatz+

1 = z1 andz−1 = 0 in a neighborhood of the
current solution. A similar statement can be made forz2, and so we can rewrite (9.6)



158 9. PROBLEMS IN GENERAL FORM

locally around the current solution as

−ξ =−6y+
1 − 10y+

2 − 2z1 + z2

+ 2y−2 −∞y
−
3 .

Now, asy1 is increased from zero, the rate of increase of−ξ is simply the derivative of
the right-hand side with respect toy1, where we must keep in mind thatz1 andz2 are
functions ofy1 via the dictionary (9.8). Hence, the rate of increase is−6−2+1 = −7;
i.e., the objective function decreases at a rate of 7 units per unit increase ofy1. If,
on the other hand,y2 is decreased from zero into negative territory, then the rate of
increase of−ξ is the negative of the derivative of the right-hand side. In this case
we get no contribution fromy−1 but we do get something fromz1 andz2 for a total
of 2 − 1 = 1. Hence, the rate of increase as we move in this direction is one unit
increase per unit move. We can analyze changes toy2 andy3. The entire situation can
be summarized as follows:

y1↗ −6− 2 + 1 = −7

y1↘ 0 + 2− 1 = 1

y2↗−10 + 2 + 2 = −6

y2↘ 2− 2− 2 = −2

y3↗ 0− 2− 1 = −3

y3↘−∞+ 2 + 1 =−∞.

Of these six cases, the only one that brings about an increase in−ξ is the one in which
y1 is sent negative. Hence,y1 shall be our entering variable, and it will go negative.
To find the leaving variable, we must ask: asy1 goes negative, which ofz1 andz2
will hit zero first? For the current dictionary,z2 gets to zero first and so becomes the
leaving variable. Performing the usual row operations, the new dictionary for the dual
problem is

z1 = 1 + z2 − 3y2 + 2y3
y1 =−1 + z2 − 2y2 − y3.

Let us have a look at the new primal dictionary. The fact thaty1 was the entering
variable in the dual dictionary implies thatw1 is the leaving variable in the primal.
Furthermore, the fact thaty1 has gone negative implies thaty−1 is now positive, and so
complementarity then demands thatq1 be zero; i.e.,w1 should go to its lower bound.
The fact thatz2 was the leaving variable in the dual dictionary implies thatx2 is the
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entering variable in the primal. Hence, the new primal dictionary is

l −2 0

u ∞ 6

η = −x1 − w1 = 2

1 5 x2 = −x1 + w1 = 2

2 10w2 =−3x1 + 2w1 = 6

−∞ 0w3 = 2x1 − w1 =−4 .

We are now ready to begin the second iteration. Therefore, we ask which nonbasic
variable should be moved away from zero (and in which direction). As before, we first
note thatz1 positive implies thatz+

1 = z1 andz−1 = 0 and thaty1 negative implies that
y+
1 = 0 andy−1 = −y1. Hence, the objective function can be written locally around

the current solution as

−ξ = − 10y+
2 − 2z1 + z+

2

+ 2y−2 −∞y
−
3 − 5z−2 .

We now summarize the possibilities in a small table:

z2↗ 1− 2 = −1

z2↘ −5 + 2 = −3

y2↗−10 + 6 = −4

y2↘ 2− 6 = −4

y3↗ 0− 4 = −4

y3↘−∞+ 4 =−∞.

Note that all the changes are negative, meaning that there are no possibilities to in-
crease the objective function any further. That is, the current dual solution is optimal.
Of course, this also could have been deduced by observing that the primal dictionary
is feasible (which is what we are looking for, after all).

Even though this example of the dual simplex method has terminated after only
one iteration, it should be clear how to proceed had it not terminated.

Now that we have a feasible solution for the primal, we could solve the problem
to optimality by simply reinstating the original objective function and proceeding by
applying the primal simplex method in a Phase II procedure to find the optimal solu-
tion. Since the primal simplex method has already been discussed, we stop here on
this problem.

Exercises

Solve the following linear programming problems:
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9.1 maximize−x1 + x2

subject to−x1 + x2 ≤ 5

x1 − 2x2 ≤ 9

0 ≤ x1 ≤ 6

0 ≤ x2 ≤ 8.

9.2 maximize−3x1 − x2 + x3 + 2x4 − x5 + x6 − x7 − 4x8

subject to x1 + 4x3 + x4 − 5x5 − 2x6 + 3x7 − 6x8 = 7

x2 − 3x3 − x4 + 4x5 + x6 − 2x7 + 5x8 =−3

0 ≤ x1 ≤ 8

0 ≤ x2 ≤ 6

0 ≤ x3 ≤ 10

0 ≤ x4 ≤ 15

0 ≤ x5 ≤ 2

0 ≤ x6 ≤ 10

0 ≤ x7 ≤ 4

0 ≤ x8 ≤ 3.

Notes

Dantzig (1955) was the first to consider variants of the simplex method that handle
bounds and ranges implicitly.



CHAPTER 10

Convex Analysis

This book is mostly about linear programming. However, this subject, important
as it is, is just a subset of a larger subject called convex analysis. In this chapter, we
shall give a brief introduction to this broader subject. In particular, we shall prove a
few of the fundamental results of convex analysis and see that their proofs depend on
some of the theory of linear programming that we have already developed.

1. Convex Sets

Given a finite set of points,z1, z2, . . . , zn, in Rm, a pointz in Rm is called a
convex combinationof these points if1

z =
n∑

j=1

tjzj ,

wheretj ≥ 0 for eachj and
∑n

j=1 tj = 1. It is called astrict convex combinationif
none of thetj ’s vanish. Forn = 2, the set of all convex combinations of two points is
simply the line segment connecting them.

A subsetS of Rm is calledconvexif, for everyx andy in S, S also contains all
points on the line segment connectingx andy. That is,tx + (1 − t)y ∈ S, for every
0 < t < 1. See Figure 10.1.

Certain elementary properties of convex sets are trivial to prove. For example,
the intersection of an arbitrary collection of convex sets is convex. Indeed, letSα,
α ∈ I, denote a collection of convex sets indexed by some setI. Then the claim is
that∩α∈ISα is convex. To see this, consider an arbitrary pair of pointsx andy in the
intersection. It follows thatx andy are in eachSα. By the convexity ofSα it follows
thatSα contains the line segment connectingx andy. Since each of these sets contains
the line segment, so does their intersection. Hence, the intersection is convex.

Here is another easy one:

THEOREM 10.1. A setC is convex if and only if it contains all convex combina-
tions of points inC.

1Until now we’ve used subscripts for the components of a vector. In this Chapter, subscripts will be
used to list sequences of vectors. Hopefully, this will cause no confusion.

161
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x
y

FIGURE 10.1. The set on the left isconvex—for any pair of points
in the set, the line segment connecting the two points is also con-
tained in the set. The set on the right isnot convex—there exists
pairs of points, such as thex andy shown, for which the connecting
line segment is not entirely in the set.

PROOF. LetC be a convex set. By definition,C contains all convex combinations
of pairs of points inC. The first nontrivial step is to show thatC contains all convex
combinations of triples of points inC. To see this, fixz1, z2, andz3 in C and consider

z = t1z1 + t2z2 + t3z3,

wheretj ≥ 0 for eachj and
∑3

j=1 tj = 1. If any of thetj ’s vanish, thenz is really
just a convex combination of two points and so belongs toC. Hence, suppose that
each of thetj ’s is strictly positive. Rewritez as follows:

z = (1− t3)
(

t1
1− t3

z1 +
t2

1− t3
z2

)
+ t3z3

= (1− t3)
(

t1
t1 + t2

z1 +
t2

t1 + t2
z2

)
+ t3z3.

SinceC contains all convex combinations of pairs of points, it follows that

t1
t1 + t2

z1 +
t2

t1 + t2
z2 ∈ C.

Now, sincez is a convex combination of the two pointst1t1+t2
z1 + t2

t1+t2
z2 andz3,

both of which belong toC, it follows thatz is in C. It is easy to see (pun intended)
that this argument can be extended to an inductive proof thatC contains all convex
combinations of finite collections of points inC. Indeed, one must simply show that
the fact thatC contains all convex combinations ofn points fromC implies that it
contains all convex combinations ofn + 1 points fromC. We leave the details to the
reader.

Of course, proving that a set is convex if it contains every convex combination of
its points is trivial: simply take convex combinations of pairs to get that it is convex.

�
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For each setS in Rm (not necessarily convex), there exists a smallest convex set,
which we shall denote by conv(S), containingS. It is defined, quite simply, as the
intersection of all convex sets containingS. From our discussion about intersections,
it follows that this set is convex. The set conv(S) is called theconvex hullof S.
This definition can be thought of as a definition from the “outside,” since it involves
forming the intersection of a collection of sets that containS. Our next theorem gives
a characterization of convex sets from the “inside”:

THEOREM 10.2. The convex hullconv(S) of a setS in Rm consists precisely of
the set of all convex combinations of finite collections of points fromS.

PROOF. LetH denote the set of all convex combinations of finite sets of points
in S:

H =

z =
n∑

j=1

tjzj : n ≥ 1, zj ∈ S andtj > 0 for all j, and
n∑

j=1

tj = 1

 .

It suffices to show that (1)H containsS, (2)H is convex, and (3) every convex set
containingS also containsH.

To see thatH containsS, just taken = 1 in the definition ofH.
To see thatH is convex, fix two pointsx andy inH and a real number0 < t < 1.

We must show thatz = tx + (1 − t)y ∈ H. The fact thatx ∈ H implies that
x =

∑r
j=1 pjxj , for somer ≥ 1, wherepj > 0 for j = 1, 2, . . . , r,

∑r
j=1 pj = 1,

andxj ∈ S for j = 1, 2, . . . , r. Similarly, the fact thaty is in H implies thaty =∑s
j=1 qjyj , for somes ≥ 1, whereqj > 0 for j = 1, 2, . . . , s,

∑s
j=1 qj = 1, and

yj ∈ S for j = 1, 2, . . . , s. Hence,

z = tx+ (1− t)y =
r∑

j=1

tpjxj +
s∑

j=1

(1− t)qjyj .

Since the coefficients(tp1, . . . , tpr, (1− t)q1, . . . , (1− t)qs) are all positive and sum
to one, it follows that this last expression forz is a convex combination ofr+ s points
from S. Hence,z is in H. Sincex andy were arbitrary points inH and t was an
arbitrary real number between zero and one, the fact thatz ∈ H implies thatH is
convex.

It remains simply to show thatH is contained in every convex set containingS.
Let C be such a set (i.e., convex and containingS). From Theorem 10.1 and the fact
thatC containsS, it follows thatC contains all convex combinations of points inS.
Hence,C containsH. �

2. Carathéodory’s Theorem

In the previous section, we showed that the convex hull of a setS can be con-
structed by forming all convex combinations of finite sets of points fromS. In 1907,
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Carath́eodory showed that it is not necessary to use all finite sets. Instead,m+1 points
suffice:

THEOREM 10.3. The convex hullconv(S) of a setS in Rm consists of all convex
combinations ofm+ 1 points fromS:

conv(S) =

z =
m+1∑
j=1

tjzj : zj ∈ S andtj ≥ 0 for all j, and
∑

j

tj = 1

 .

PROOF. LetH denote the set on the right. From Theorem 10.2, we see thatH
is contained in conv(S). Therefore, it suffices to show that every point in conv(S)
belongs toH. To this end, fix a pointz in conv(S). By Theorem 10.2, there exists a
collection of, say,n pointsz1, z2, . . . , zn in S and associated nonnegative multipliers
t1, t2, . . . , tn summing to one such that

(10.1) z =
n∑

j=1

tjzj .

LetA denote the matrix consisting of the pointsz1, z2, . . . , zn as the columns ofA:

A =
[
z1 z2 · · · zn

]
.

Also, letx∗ denote the vector consisting of the multiplierst1, t2, . . . , tn:

x∗ =


t1

t2
...

tn

 .
Finally, letb = z. Then from (10.1), we see thatx∗ is feasible for the following linear
programming problem:

(10.2)

maximize cTx

subject to Ax = b

eTx = 1

x ≥ 0.

The fundamental theorem of linear programming (Theorem 3.4) tells us that every
feasible linear program has a basic feasible solution. For such a solution, only the
basic variables can be nonzero. The number of basic variables in (10.2) coincides
with the number of equality constraints; that is, there are at mostm+ 1 variables that
are nonzero. Hence, this basic feasible solution corresponds to a convex combination
of justm+ 1 of the originaln points. (See Exercise 10.5.) �
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It is easy to see that the numberm+1 is the best possible. For example, the point
(1/(m+1), 1/(m+1), . . . , 1/(m+1)) in Rm belongs to the convex hull of them+1
pointse1, e2, . . . , em, 0 but is not a convex combination of any subset of them.

3. The Separation Theorem

We shall define ahalfspaceof Rn to be any set given by a single (nontrivial) linear
inequality:

(10.3) {x ∈ Rn :
n∑

j=1

ajxj ≤ b}, (a1, a2, . . . , an) 6= 0.

Every halfspace is convex. To see this, suppose thatx = (x1, x2, . . . , xn) andy =
(y1, y2, . . . , yn) both satisfy the linear inequality in (10.3). Fixt between zero and
one. Then botht and1− t are nonnegative, and so multiplying by them preserves the
direction of inequality. Therefore, multiplying

∑
j ajxj ≤ b by t and

∑
j ajyj ≤ b

by 1− t and then adding, we get∑
j

aj (txj + (1− t)yj) ≤ b.

That is,tx+ (1− t)y also satisfies the inequality defining the halfspace.
If we allow the vector of coefficients(a1, a2, . . . , an) in the definition of a half-

space to vanish, then we call the set so defined ageneralized halfspace. It is easy to
see that every generalized halfspace is simply a halfspace, all ofRn, or the empty set.
Also, every generalized halfspace is clearly convex.

A polyhedronis defined as the intersection of a finite collection of generalized
halfspaces. That is, a polyhedron is any set of the form

{x ∈ Rn :
n∑

j=1

aijxj ≤ bi, i = 1, 2, . . . ,m}.

Every polyhedron, being the intersection of a collection of convex sets, is convex.
The following theorem is called theSeparation Theoremfor polyhedra.

THEOREM 10.4. LetP and P̃ be two disjoint nonempty polyhedra inRn. Then
there exist disjoint halfspacesH andH̃ such thatP ⊂ H andP̃ ⊂ H̃.

PROOF. Suppose thatP andP̃ are given by the following systems of inequalities:

P = {x : Ax ≤ b},

P̃ = {x : Ãx ≤ b̃}.

The disjointness ofP andP̃ implies that there is no solution to the system

(10.4)

[
A

Ã

]
x ≤

[
b

b̃

]
.
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To continue the proof, we need a result known as Farkas’ Lemma, which says that
Ax ≤ b has no solutions if and only if there is anm-vectory such that

AT y = 0
y ≥ 0

bT y < 0.

We shall prove this result in the next section. For now, let us apply Farkas’ Lemma to
the situation at hand. Indeed, the fact that there are no solutions to (10.4) implies that
there exists a vector, which we shall write in block form as[

y

ỹ

]
,

such that [
AT ÃT

] [y
ỹ

]
= AT y + ÃT ỹ = 0(10.5) [

y

ỹ

]
≥ 0(10.6)

[
bT b̃T

] [y
ỹ

]
= bT y + b̃T ỹ < 0.(10.7)

From the last condition, we see that eitherbT y < 0 or b̃T ỹ < 0 (or both). Without
loss of generality, we may assume that

bT y < 0.

Farkas’ Lemma (this time applied in the other direction) together with the nonempti-
ness ofP now implies that

AT y 6= 0.
Put

H =
{
x : (AT y)Tx ≤ bT y

}
and H̃ =

{
x : (AT y)Tx ≥ −b̃T ỹ

}
.

These sets are clearly halfspaces. To finish the proof, we must show that they are
disjoint and contain their corresponding polyhedra.

First of all, it follows from (10.7) thatH andH̃ are disjoint. Indeed, suppose that
x ∈ H. Then(AT y)Tx ≤ bT y < −b̃T ỹ, which implies thatx is not inH̃.

To show thatP ⊂ H, fix x in P . ThenAx ≤ b. Sincey ≥ 0 (as we know from
(10.6)), it follows then thatyTAx ≤ yT b. But this is exactly the condition that says
thatx belongs toH. Sincex was an arbitrary point inP , it follows thatP ⊂ H.

Showing thatP̃ is a subset ofH̃ is similar. Indeed, suppose thatx ∈ P̃ . Then
Ãx ≤ b̃. Multiplying on the left by−ỹT and noting that̃y ≥ 0, we see that−ỹT Ãx ≥
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−ỹT b̃. But from (10.5) we see that−ỹT Ãx = yTAx, and so this last inequality is
exactly the condition thatx ∈ H̃. Again, the arbitrariness ofx ∈ P̃ implies that
P̃ ⊂ H̃, and the proof is complete. �

4. Farkas’ Lemma

The following result, known as Farkas’ Lemma, played a fundamental role in
the proof of the separation theorem of the preceding section (Theorem 10.4). In this
section, we state it formally as a lemma and give its proof.

LEMMA 10.5. The systemAx ≤ b has no solutions if and only if there is ay such
that

AT y = 0
y ≥ 0(10.8)

bT y < 0.

PROOF. Consider the linear program

maximize 0

subject to Ax ≤ b

and its dual
minimize bT y

subject to AT y = 0

y ≥ 0.
Clearly, the dual is feasible (just takey = 0). So if the primal is feasible, then the
dual is bounded. Also, if the primal is infeasible, the dual must be unbounded. That
is, the primal is infeasible if and only if the dual is unbounded. To finish the proof, we
claim that the dual is unbounded if and only if there exists a solution to (10.8). Indeed,
suppose that the dual is unbounded. The dual simplex method is guaranteed to prove
that it is unbounded, and it does so as follows. At the last iteration, a step direction
∆y is computed that preserves feasibility, i.e.,

AT ∆y = 0,

is a descent direction for the objective function, i.e.,

bT ∆y < 0,

and is a direction for which the step length is unbounded, i.e.,

∆y ≥ 0.

But these three properties show that∆y is the solution to (10.8) that we were looking
for. Conversely, suppose that there is a solution to (10.8). Call it∆y. It is easy to see
that starting fromy = 0, this step direction provides an unbounded decrease in the
objective function. This completes the proof. �
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5. Strict Complementarity

In this section, we consider the usual inequality-form linear programming prob-
lem, which we write with its slack variables shown explicitly:

(10.9)

maximize cTx

subject to Ax+ w= b

x, w≥ 0.

As we know, the dual can be written as follows:

(10.10)

minimize bT y

subject toAT y − z = c

y, z ≥ 0.

In our study of duality theory in Chapter 5, we saw that every pair of optimal solu-
tions to these two problems possesses a property called complementary slackness. If
(x∗, w∗) denotes an optimal solution to the primal and(y∗, z∗) denotes an optimal
solution to the dual, then the complementary slackness theorem says that, for each
j = 1, 2, . . . , n, eitherx∗j = 0 or z∗j = 0 (or both) and, for eachi = 1, 2, . . . ,m,
eithery∗i = 0 or w∗i = 0 (or both). In this section, we shall prove that there are opti-
mal pairs of solutions for which the parenthetical “or both” statements don’t happen.
That is, there are optimal solutions for which exactly one member of each pair(x∗j , z

∗
j )

vanishes and exactly one member from each pair(y∗i , w
∗
i ) vanishes. In such cases, we

say that the optimal solutions arestrictly complementaryto each other. The strictness
of the complementary slackness is often expressed by saying thatx∗ + z∗ > 0 and
y∗ + w∗ > 02.

As a warm-up, we prove the following theorem.

THEOREM 10.6. If both the primal and the dual have feasible solutions, then
there exists a primal feasible solution(x̄, w̄) and a dual feasible solution(ȳ, z̄) such
that x̄+ z̄ > 0 and ȳ + w̄ > 0.

PROOF. If there is a feasible primal solution̄x for which x̄j > 0, then it doesn’t
matter whether there is a feasible dual solution whosejth slack variable is strictly
positive. But what about indicesj for whichxj = 0 for every feasible solution? Letj
be such an index. Consider the following linear programming problem:

(10.11)

maximizexj

subject to Ax≤ b
x≥ 0.

2Given any vectorξ, we use the notationξ > 0 to indicate that every component ofξ is strictly
positive:ξj > 0 for all j
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This problem is feasible, since its constraints are the same as for the original primal
problem (10.9). Furthermore, it has an optimal solution (the corresponding objective
function value is zero). The dual of (10.11) is:

minimize bT y

subject toAT y ≥ ej

y ≥ 0.

By the strong duality theorem, the dual has an optimal solution, sayy′. Letting z′

denote the corresponding slack variable, we have that

AT y′ − z′ = ej

y′, z′ ≥ 0.

Now, let y be any feasible solution to (10.10) and letz be the corresponding slack
variable. Then the above properties ofy′ and z′ imply that y + y′ is feasible for
(10.10) and its slack isz + z′ + ej . Clearly, for this dual feasible solution we have
that thejth component of its vector of slack variables is at least1. To summarize, we
have shown that, for eachj, there exists a primal feasible solution, call it(x(j), w(j)),
and a dual feasible solution, call it(y(j), z(j)), such thatx(j)

j + z
(j)
j > 0. In the same

way, one can exhibit primal and dual feasible solutions for which each individual dual
variable and its corresponding primal slack add to a positive number. To complete the
proof, we now form a strict convex combination of thesen + m feasible solutions.
Since the feasible region for a linear programming problem is convex, these convex
combinations preserve primal and dual feasibility. Since the convex combination is
strict, it follows that every primal variable and its dual slack add to a strictly positive
number as does every dual variable and its primal slack. �

A variablexj that must vanish in order for a linear programming problem to be
feasible is called anull variable. The previous theorem says that if a variable is null,
then its dual slack is not null.

The following theorem is called theStrict Complementary Slackness Theorem

THEOREM 10.7. If a linear programming problem has an optimal solution, then
there is an optimal solution(x∗, w∗) and an optimal dual solution(y∗, z∗) such that
x∗ + z∗ > 0 andy∗ + w∗ > 0.

We already know from the complementary slackness theorem (Theorem 5.1) that
x∗ and z∗ are complementary to each other as arey∗ andw∗. This theorem then
asserts that the complementary slackness is strict.

PROOF. The proof is much the same as the proof of Theorem 10.6 except this
time we look at an indexj for whichxj vanishes in everyoptimalsolution. We then
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consider the following problem:

(10.12)

maximizexj

subject to Ax≤ b
cTx≥ ζ∗

x≥ 0,

whereζ∗ denotes the objective value of the optimal solution to the original problem. In
addition to the dual variablesy corresponding to theAx ≤ b constraints, there is one
more dual variable, call itt, associated with the constraintcTx ≥ ζ∗. The analysis
of problem (10.12) is similar to the analysis given in Theorem 10.6 except that one
must now consider two cases: (a) the optimal value oft is strictly positive and (b) the
optimal value oft vanishes. The details are left as an exercise (see Exercise 10.6).�

Exercises

10.1 Is Rn a polyhedron?

10.2 For eachb ∈ Rm, let ξ∗(b) denote the optimal objective function value for
the following linear program:

maximize cTx

subject to Ax≤ b
x≥ 0.

Suppose thatξ∗(b) <∞ for all b. Show that the functionξ∗(b) is concave (a
functionf onRm is calledconcaveif f(tx+(1−t)y) ≥ tf(x)+(1−t)f(y)
for all x andy in Rm and all0 < t < 1). Hint: Consider the dual problem.

10.3 Describe how one needs to modify the proof of Theorem 10.4 to get a proof
of the following result:

Let P and P̃ be two disjoint polyhedra inRn. Then there exist
disjoint generalized halfspacesH andH̃ such thatP ⊂ H and
P̃ ⊂ H̃.

10.4 Find a strictly complementary solution to the following linear programming
problem and its dual:

maximize 2x1 + x2

subject to4x1 + 2x2 ≤ 6

x2 ≤ 1

2x1 + x2 ≤ 3

x1, x2 ≥ 0.
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10.5 There is a slight oversimplification in the proof of Theorem 10.3. Can you
spot it? Can you fix it?

10.6 Complete the proof of Theorem 10.7.

10.7 Interior solutions.Prove the following statement: If a linear programming
problem has feasible solutions and the set of feasible solutions is bounded,
then there is a strictly positive dual feasible solution:y > 0 andz > 0.
Hint. It is easier to prove the equivalent statement: if a linear programming
problem has feasible solutions and the dual has null variables, then the set
of primal feasible solutions is an unbounded set.

Notes

Carath́eodory (1907) proved Theorem 10.3. Farkas (1902) proved Lemma 10.5.
Several similar results were discovered by many others, including Gordan (1873),
Stiemke (1915), Ville (1938), and Tucker (1956). The standard reference on convex
analysis is Rockafellar (1970).





CHAPTER 11

Game Theory

In this chapter, we shall study if not the most practical then certainly an elegant
application of linear programming. The subject is called game theory, and we shall
focus on the simplest type of game, called thefinite two-person zero-sum game, or
just matrix gamefor short. Our primary goal shall be to prove the famous Minimax
Theorem, which was first discovered and proved by John von Neumann in 1928. His
original proof of this theorem was rather involved and depended on another beautiful
theorem from mathematics, the Brouwer Fixed-Point Theorem. However, it eventu-
ally became clear that the solution of matrix games could be found by solving a certain
linear programming problem and that the Minimax Theorem is just a fairly straight-
forward consequence of the Duality Theorem.

1. Matrix Games

A matrix gameis a two-person game defined as follows. Each person first selects,
independently of the other, an action from a finite set of choices (the two players in
general will be confronted with different sets of actions from which to choose). Then
both reveal to each other their choice. If we leti denote the first player’s choice and
j denote the second player’s choice, then the rules of the game stipulate that the first
player will pay the second playeraij dollars. The array of possible payments

A = [aij ]

is presumed known to both players before the game begins. Of course, ifaij is negative
for some pair(i, j), then the payment goes in the reverse direction — from the second
player to the first. For obvious reasons, we shall refer to the first player as therow
player and the second player as thecolumn player. Since we have assumed that the
row player has only a finite number of actions from which to choose, we can enumerate
these actions and assume without loss of generality thati is simply an integer selected
from 1 to m. Similarly, we can assume thatj is simply an index ranging from1
to n (in its real-world interpretation, row action3 will generally have nothing to do
with column action3—the number3 simply indicates that it is the third action in the
enumerated list of choices).

Let us look at a specific familiar example. Namely, consider the game every
child knows, called Paper–Scissors–Rock. To refresh the memory of older readers,
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this is a two-person game in which at the count of three each player declares either
Paper, Scissors, or Rock. If both players declare the same object, then the round is a
draw. But Paper loses to Scissors (since scissors can cut a piece of paper), Scissors
loses to Rock (since a rock can dull scissors), and finally Rock loses to Paper (since a
piece of paper can cover up a rock—it’s a weak argument but that’s the way the game
is defined). Clearly, for this game, if we enumerate the actions of declaring Paper,
Scissors, or Rock as1, 2, 3, respectively, then the payoff matrix is

0 1 −1

−1 0 1

1 −1 0

 .
With this matrix, neither player has an obvious (i.e., deterministic) winning strategy.
If the column player were always to declare Paper (hoping that the row player will
declare Rock), then the row player could counter by always declaring Scissors and
guaranteeing herself a winning of one dollar in every round. In fact, if the column
player were to stick to any specific declaration, then the row player would eventually
get wise to it and respond appropriately to guarantee that she wins. Of course, the
same logic applies to the row player. Hence, neither player should employ the same
declaration over and over. Instead, they should randomize their declarations. In fact,
due to the symmetry of this particular game, both players should make each of the
three possible declarations with equal likelihood.

But what about less trivial games? For example, suppose that the payoffs in the
Paper–Scissors–Rock game are altered so that the payoff matrix becomes

A =


0 1 −2

−3 0 4

5 −6 0

 .
This new game still has the property that every deterministic strategy can be foiled
by an intelligent opponent. Hence, randomized behavior remains appropriate. But the
best probabilities are no longer uniformly1/3. Also, who has the edge in this game?
Since the total of the payoffs that go from the row player to the column player is10
whereas the total of the payoffs that go to the row player is11, we suspect that the row
player might have the edge. But this is just a guess. Is it correct? If it is correct, how
much can the row player expect to win on average in each round? If the row player
knows this number accurately and the column player does not, then the row player
could offer to pay the column player a small fee for playing each round. If the fee
is smaller than the expected winnings, then the row player can still be confident that
over time she will make a nice profit. The purpose of this chapter is to answer these
questions precisely.
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Let us return now to the general setup. Consider the row player. By arandomized
strategy, we mean that, at each play of the game, it appears (from the column player’s
viewpoint) that the row player is making her choices at random according to some
fixed probability distribution. Letyi denote the probability that the row player selects
actioni. The vectory composed of these probabilities is called astochastic vector.
Mathematically, a vector is a stochastic vector if it has nonnegative components that
sum up to one:

y ≥ 0 and eT y = 1,

wheree denotes the vector consisting of all ones. Of course, the column player must
also adopt a randomized strategy. Letxj denote the probability that the column player
selects actionj, and letx denote the stochastic vector composed of these probabilities.

The expected payoff to the column player is computed by summing over all pos-
sible outcomes the payoff associated with that outcome times the probability of the
outcome. The set of possible outcomes is simply the set of pairs(i, j) as i ranges
over the row indices (1, 2, . . . ,m) andj ranges over the column indices (1, 2, . . . , n).
For outcome(i, j) the payoff isaij , and, assuming that the row and column play-
ers behave independently, the probability of this outcome is simplyyixj . Hence, the
expected payoff to the column player is∑

i,j

yiaijxj = yTAx.

2. Optimal Strategies

Suppose that the column player adopts strategyx (i.e., decides to play in accor-
dance with the stochastic vectorx). Then the row player’s best defense is to use the
strategyy∗ that achieves the following minimum:

(11.1)

minimize yTAx

subject to eT y = 1

y ≥ 0.

From the fundamental theorem of linear programming, we know that this problem has
a basic optimal solution. For this problem, the basic solutions are simplyy vectors that
are zero in every component except for one, which is one. That is, the basic optimal
solutions correspond to deterministic strategies. This is fairly obvious if we look again
at our example. Suppose that

x =


1/3

1/3

1/3

 .
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Then

Ax =


−1/3

1/3

−1/3

 ,
and so the row player’s best choice is to select eitheri = 1 (Paper) ori = 3 (Rock)
or any combination thereof. That is, an optimal solution isy∗ = (1, 0, 0) (it is not
unique).

Since for any givenx the row player will adopt the strategy that achieves the
minimum in (11.1), it follows that the column player should employ a strategyx∗ that
attains the following maximum:

(11.2) max
x

min
y

yTAx,

where the max and the min are over all stochastic vectors (of the appropriate dimen-
sion).

The question then becomes: how do we solve (11.2)? It turns out that this problem
can be reformulated as a linear programming problem. Indeed, we have already seen
that the inner optimization (the minimization) can be taken over just the deterministic
strategies:

min
y
yTAx = min

i
eT
i Ax,

where we have usedei to denote the vector of all zeros except for a one in positioni.
Hence, the max-min problem given in (11.2) can be rewritten as

maximize
(
mini e

T
i Ax

)
subject to

n∑
j=1

xj = 1

xj ≥ 0 j = 1, 2, . . . , n.

Now, if we introduce a new variable,v, representing a lower bound on theeT
i Ax’s,

then we see that the problem can be recast as a linear program:

maximize v

subject to v ≤ eT
i Ax i = 1, 2, . . . ,m

n∑
j=1

xj = 1

xj ≥ 0 j = 1, 2, . . . , n.
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Switching back to vector notation, the problem can be written as

maximize v

subject to ve−Ax≤ 0

eTx= 1

x≥ 0.

Finally, writing in block-matrix form, we get

(11.3)

maximize
[
0 1

] [x
v

]

subject to

[
−A e

eT 0

][
x

v

]
≤
=

[
0

1

]

x≥ 0

v free.

Now let’s turn it around. By symmetry, the row player seeks a strategyy∗ that
attains optimality in the following min-max problem:

min
y

max
x

yTAx,

which can be reformulated as the following linear program:

minimize u

subject toue−AT y ≥ 0

eT y = 1

y ≥ 0.

Writing in block-matrix form, we get

(11.4)

minimize
[
0 1

] [y
u

]

subject to

[
−AT e

eT 0

][
y

u

]
≥
=

[
0

1

]
y ≥ 0

u free.

3. The Minimax Theorem

Having reduced the computation of the optimal strategiesx∗ andy∗ to the solution
of linear programs, it is now a simple matter to show that they are consistent with each
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other. The next theorem, which establishes this consistency, is called the Minimax
Theorem:

THEOREM 11.1. There exist stochastic vectorsx∗ andy∗ for which

max
x

y∗TAx = min
y

yTAx∗.

PROOF. The proof follows trivially from the observation that (11.4) is the dual of
(11.3). Therefore,v∗ = u∗. Furthermore,

v∗ = min
i
eT
i Ax

∗ = min
y
yTAx∗,

and similarly,

u∗ = max
j
eT
j A

T y∗ = max
x

xTAT y∗ = max
x

y∗TAx.

�

The common optimal valuev∗ = u∗ of the primal and dual linear programs is
called thevalueof the game. From the Minimax Theorem, we see that, by adopting
strategyy∗, the row player assures herself of losing no more thanv units per round
on the average. Similarly, the column player can assure himself of winning at leastv
units per round on the average by adopting strategyx∗. A game whose value is zero is
therefore afair game. Games where the roles of the two players are interchangeable
are clearly fair. Such games are calledsymmetric. They are characterized by payoff
matrices having the property thataij = −aji for all i andj (in particular,m must
equaln and the diagonal must vanish).

For the Paper–Scissors–Rock game, the linear programming problem that the col-
umn player needs to solve is

maximizew

subject to


0 −1 2 1

3 0 −4 1

−5 6 0 1

1 1 1 0



x1

x2

x3

w


≤
≤
≤
=


0

0

0

1


x1, x2, x3 ≥ 0

w free.



3. THE MINIMAX THEOREM 179

In nonmatrix notation, it looks like this:

maximize w

subject to −x2 + 2x3 +w≤ 0

3x1 − 4x3 +w≤ 0

−5x1 + 6x2 +w≤ 0

x1 + x2 + x3 = 1

x1, x2, x3 ≥ 0.

This linear programming problem deviates from our standard inequality form in two
respects: (1) it has an equality constraint and (2) it has a free variable. There are
several ways in which one can convert this problem into standard form. The most
compact conversion is as follows. First, use the equality constraint to solve explicitly
for one of thexj ’s, sayx3:

x3 = 1− x1 − x2.

Then eliminate this variable from the remaining equations to get

maximize w

subject to−2x1 − 3x2 +w≤−2

7x1 + 4x2 +w≤ 4

−5x1 + 6x2 +w≤ 0

x1 + x2 ≤ 1

x1, x2 ≥ 0.

The elimination ofx3 has changed the last constraint from an equality into an inequal-
ity.

The next step is to write down a starting dictionary. To do this, we need to in-
troduce slack variables for each of these constraints. It is natural (and desirable) to
denote the slack variable for the last constraint byx3. In fact, doing this, we get the
following starting dictionary:

ξ = w

x4 =−2 + 2x1 + 3x2 −w
x5 = 4− 7x1 − 4x2 −w
x6 = 5x1 − 6x2 −w
x3 = 1− x1 − x2 .

The variablew is not constrained to be nonnegative. Therefore, there is no reason for
it to be nonbasic. Let us do an arbitrary pivot withw as the entering variable and any
basic variable as the leaving variable (well, not exactly any—we must make sure that
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it causes no division by0, so thereforex3 is not a candidate). Pickingx4 to leave, we
get

ξ =−2 + 2x1 + 3x2 − x4

w=−2 + 2x1 + 3x2 − x4

x5 = 6− 9x1 − 7x2 + x4

x6 = 2 + 3x1 − 9x2 + x4

x3 = 1− x1 − x2 .

Sincew is free of sign constraints, it will never leave the basis (since a leaving vari-
able is, by definition, a variable that hits its lower bound—w has no such bound).
Therefore, we may as well remove it from the dictionary altogether; it can always be
computed at the end. Hence, we note that

w = −2 + 2x1 + 3x2 − x4,

or better yet that

w = ξ,

and the dictionary now becomes

ξ =−2 + 2x1 + 3x2 − x4

x5 = 6− 9x1 − 7x2 + x4

x6 = 2 + 3x1 − 9x2 + x4

x3 = 1− x1 − x2 .

At last, we are in a position to apply the simplex method. Two (tedious) iterations bring
us to the optimal dictionary. Since it involves fractions, we multiply each equation by
an integer to make each number in the dictionary an integer. Indeed, after multiplying
by 102, the optimal dictionary is given by

102ξ =−16− 27x5 − 13x6 − 62x4

102x1 = 40 + 9x5 + 7x6 + 2x4

102x2 = 36− 3x5 − 9x6 + 12x4

102x3 = 26 + 12x5 + 2x6 − 14x4.

From this dictionary, it is easy to read off the optimal primal solution:

x∗ =


40/102

36/102

26/102

 .



4. POKER 181

Also, sincex4, x5, andx6 are complementary toy1, y2, andy3 in the dual problem,
the optimal dual solution is

y∗ =


62/102

27/102

13/102

 .
Finally, the value of the game is

w∗ = ξ∗ = −16/102 = −0.15686275,

which indicates that the row player does indeed have an advantage and can expect to
make on the average close to16 cents per round.

4. Poker

Some card games such as poker involve a round of bidding in which the players at
timesbluff by increasing their bid in an attempt to coerce their opponents into backing
down, even though if the challenge is accepted they will surely lose. Similarly, they
will sometimesunderbidto give their opponents false hope. In this section, we shall
study a simplified version of poker (the real game is too hard to analyze) to see if
bluffing and underbidding are justified bidding strategies.

Simplified poker involves two players, A and B, and a deck having three cards,1,
2, and3. At the beginning of a round, each player “antes up” $1 and is dealt one card
from the deck. A bidding session follows in which each player in turn, starting with
A, either (a)betsand adds $1 to the “kitty” or (b)passes. Bidding terminates when

a bet is followed by a bet,
a pass is followed by a pass, or
a bet is followed by a pass.

In the first two cases, the winner of the round is decided by comparing cards, and the
kitty goes to the player with the higher card. In the third case, bet followed by pass,
the player who bet wins the round independently of who had the higher card (in real
poker, the player who passes is said tofold).

With these simplified betting rules, there are only five possible betting scenarios:

A passes, B passes: $1 to holder of higher card

A passes, B bets, A passes: $1 to B

A passes, B bets, A bets: $2 to holder of higher card

A bets, B passes: $1 to A

A bets, B bets: $2 to holder of higher card
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After being dealt a card, player A will decide to bet along one of three lines:

1. Pass. If B bets, pass again.
2. Pass. If B bets, bet.
3. Bet.

Similarly, after being dealt a card, player B can bet along one of four lines:

1. Pass no matter what.
2. If A passes, pass, but if A bets, bet.
3. If A passes, bet, but if A bets, pass.
4. Bet no matter what.

To model the situation as a matrix game, we must identify each player’s pure strategies.
A pure strategy is a statement of what line of betting a player intends to follow for
each possible card that the player is dealt. Hence, the players’ pure strategies can be
denoted by triples(y1, y2, y3), whereyi is the line of betting that the player will use
when holding cardi. (For player A, theyi’s can take values1, 2, and3, whereas for
player B, they can take values1, 2, 3, and4.)

Given a pure strategy for both players, one can compute the average payment
from, say, A to B. For example, suppose that player A adopts strategy(3, 1, 2) and
player B adopts strategy(3, 2, 4). There are six ways in which the cards can be dealt,
and we can analyze each of them as follows:

card dealt betting session payment

A B A to B

1 2 A bets, B bets 2

1 3 A bets, B bets 2

2 1 A passes, B bets, A passes 1

2 3 A passes, B bets, A passes 1

3 1 A passes, B bets, A bets −2

3 2 A passes, B passes −1

Since each of the six deals are equally likely, the average payment from A to B is
(2 + 2 + 1 + 1− 2− 1)/6 = 0.5

The calculation of the average payment must be carried out for every combination
of pairs of strategies. How many are there? Player A has3×3×3 = 27 pure strategies
and player B has4×4×4 = 64 pure strategies. Hence, there are27×64 = 1728 pairs.
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Calculating the average payment for all these pairs is a daunting task. Fortunately, we
can reduce the number of pure strategies (and hence the number of pairs) that need to
be considered by making a few simple observations.

The first observation is that a player holding a1 should never answer a bet with
a bet, since the player will lose regardless of the answering bet and will lose less by
passing. This logic implies that, when holding a1,

player A should refrain from betting along line2;
player B should refrain from betting along lines2 and4.

More clearly improvable strategies can be ruled out when holding the highest
card. For example, a player holding a3 should never answer a bet with a pass, since
by passing the player will lose, but by betting the player will win. Furthermore, when
holding a3, a player should always answer a pass with a bet, since in either case the
player is going to win, but answering with a bet opens the possibility of the opponent
betting again and thereby increasing the size of the win for the player holding the3.
Hence, when holding a3,

player A should refrain from betting along line1;
player B should refrain from betting along lines1, 2, and3.

Eliminating from consideration the above lines of betting, we see that player A
now has2×3×2 = 12 pure strategies and player B has2×4×1 = 8 pure strategies.
The number of pairs has therefore dropped to96—a significant reduction. Not only do
we eliminate these “bad” strategies from the mathematical model but also we assume
that both players know that these bad strategies will not be used. That is, player A
can assume that player B will play intelligently, and player B can assume the same of
A. This knowledge then leads to further reductions. For example, when holding a2,
player A should refrain from betting along line3. To reach this conclusion, we must
carefully enumerate possibilities. Since player A holds the2, player B holds either the
1 or the3. But we’ve already determined what player B will do in both of those cases.
Using this knowledge, it is not hard to see that player A would be unwise to bet along
line 3. A similar analysis reveals that, when holding a2, player B should refrain from
lines3 and4. Therefore, player A now has only2 × 2 × 2 = 8 pure strategies and
player B has only2× 2× 1 = 4 pure strategies.
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At this point, no further reductions are possible. Computing the payoff matrix,
we get

A =

(1, 1, 4) (1, 2, 4) (3, 1, 4) (3, 2, 4)

(1, 1, 2)

(1, 1, 3)

(1, 2, 2)

(1, 2, 3)

(3, 1, 2)

(3, 1, 3)

(3, 2, 2)

(3, 2, 3)



1
6

1
6

− 1
6

1
3

1
6

1
6

1
6 − 1

6 − 1
6

1
6 − 1

6

− 1
6

1
3

1
2

− 1
6

1
6

1
6

1
2

1
2 − 1

3
1
6

1
3 − 1

6
1
6


.

Solving the matrix game, we find that

y∗ =
[

1
2 0 0 1

3 0 0 0 1
6

]T
and

x∗ =
[

2
3 0 0 1

3

]T
.

These stochastic vectors can be summarized as simple statements of the optimal ran-
domized strategies for the two players. Indeed, player A’s optimal strategy is as fol-
lows:

when holding1, mix lines1 and3 in 5:1 proportion;
when holding2, mix lines1 and2 in 1:1 proportion;
when holding3, mix lines2 and3 in 1:1 proportion.

Similarly, player B’s optimal strategy can be described as

when holding1, mix lines1 and3 in 2:1 proportion;
when holding2, mix lines1 and2 in 2:1 proportion;
when holding3, use line4.

Note that it is optimal for player A to use line3 when holding a1 at least some of the
time. Since line3 says to bet, this bet is a bluff. Player B also bluffs sometimes, since
betting line3 is sometimes used when holding a1. Clearly, the optimal strategies also
exhibit some underbidding.

Exercises

11.1 Players A and B each hide a nickel or a dime. If the hidden coins match,
player A gets both; if they don’t match, then B gets both. Find the optimal
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strategies. Which player has the advantage? Solve the problem for arbitrary
denominationsa andb.

11.2 Players A and B each pick a number between1 and100. The game is a draw
if both players pick the same number. Otherwise, the player who picks the
smaller number wins unless that smaller number is one less than the oppo-
nent’s number, in which case the opponent wins. Find the optimal strategy
for this game.

11.3 We say that rowr dominatesrow s if arj ≥ asj for all j = 1, 2, . . . , n.
Similarly, columnr is said to dominate columns if air ≥ ais for all i =
1, 2, . . . ,m. Show that
(a) If a row (say,r) dominates another row, then the row player has an

optimal strategyy∗ in whichy∗r = 0.
(b) If a column (say,s) is dominated by another column, then the column

player has an optimal strategyx∗ in whichx∗s = 0.
Use these results to reduce the following payoff matrix to a2× 2 matrix:

−6 2 −4 −7 −5

0 4 −2 −9 −1

−7 3 −3 −8 −2

2 −3 6 0 3

 .
11.4 Solve simplified poker assuming that antes are$2 and bets are$1.

11.5 Give necessary and sufficient conditions for therth pure strategy of the row
and thesth pure strategy of the column player to be simultaneously optimal.

11.6 Use the Minimax Theorem to show that

max
x

min
y

yTAx = min
y

max
x

yTAx.

11.7 Bimatrix Games.Consider the following two-person game defined in terms
of a pair ofm × n matricesA andB: if the row player selects row indexi
and the column player selects column indexj, then the row player paysaij

dollars and the column player paysbij dollars. Stochastic vectorsx∗ andy∗

are said to form aNash equilibriumif

y∗TAx∗ ≤ yTAx∗ for all y

y∗TBx∗ ≤ y∗TBx for all x.

The purpose of this exercise is to relate Nash equilibria to the problem of
finding vectorsx andy that satisfy
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(11.5)

[
0 −A
−BT 0

][
y

x

]
+

[
w

z

]
=

[
−e
−e

]
,

yiwi = 0, for all i,

xjzj = 0, for all j,

x, w, y, z ≥ 0
(vectorsw andz can be thought of as being defined by the matrix equality).
Problem (11.5) is called alinear complementarity problem.
(a) Show that there is no loss in generality in assuming thatA andB have

all positive entries.
(b) Assuming thatA andB have all positive entries, show that, if(x∗, y∗)

is a Nash equilibrium, then

x′ =
x∗

y∗TAx∗
, y′ =

y∗

y∗TBx∗

solves the linear complementarity problem (11.5).
(c) Show that, if(x′, y′) solves the linear complementarity problem (11.5),

then

x∗ =
x′

eTx′
, y∗ =

y′

eT y′

is a Nash equilibrium.
(An algorithm for solving the linear complementarity problem is developed
in Exercise 17.7.)

11.8 The Game of Morra.Two players simultaneously throw out one or two
fingers and call out their guess as to what the total sum of the outstretched
fingers will be. If a player guesses right, but his opponent does not, he
receives payment equal to his guess. In all other cases, it is a draw.
(a) List the pure strategies for this game.
(b) Write down the payoff matrix for this game.
(c) Formulate the row player’s problem as a linear programming problem.

(Hint: Recall that the row player’s problem is to minimize the maximum
expected payout.)

(d) What is the value of this game?
(e) Find the optimal randomized strategy.

11.9 Heads I Win—Tails You Lose.In the classical coin-tossing game, player A
tosses a fair coin. If it comes up heads player B pays player A $2 but if it
comes up tails player A pays player B $2. As a two-person zero-sum game,
this game is rather trivial since neither player has anything todecide(after
agreeing to play the game). In fact, the matrix for this game is a1×1 matrix
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with only a zero in it, which represents the expected payoff from player A
to B.

Now consider the same game with the following twist. Player A is
allowed to peek at the outcome and then decide either to stay in the game
or to bow out. If player A bows out, then he automatically loses but only
has to pay player B $1. Of course, player A must inform player B of his
decision. If his decision is to stay in the game, then player B has the option
either to stay in the game or not. If she decides to get out, then she loses
$1 to player A. If both players stay in the game, then the rules are as in the
classical game: heads means player A wins, tails means player B wins.
(a) List the strategies for each player in this game. (Hint: Don’t forget that

a strategy is something that a player has control over.)
(b) Write down the payoff matrix.
(c) A few of player A’s strategies are uniformly inferior to others. These

strategies can be ruled out. Which of player A’s strategies can be ruled
out?

(d) Formulate the row player’s problem as a linear programming problem.
(Hints: (1) Recall that the row player’s problem is to minimize the max-
imum expected payout. (2) Don’t include rows that you ruled out in the
previous part.)

(e) Find the optimal randomized strategy.
(f) Discuss whether this game is interesting or not.

Notes

The Minimax Theorem was proved by von Neumann (1928). Important refer-
ences include Gale et al. (1951), von Neumann & Morgenstern (1947), Karlin (1959),
and Dresher (1961). Simplified poker was invented and analyzed by Kuhn (1950).
Exercises 11.1 and 11.2 are borrowed from Chvátal (1983).





CHAPTER 12

Regression

In this chapter, we shall study an application of linear programming to an area
of statistics called regression. As a specific example, we shall use size and iteration-
count data collected from a standard suite of linear programming problems to derive
a regression estimate of the number of iterations needed to solve problems of a given
size.

1. Measures of Mediocrity

We begin our discussion with an example. Here are the midterm exam scores for
a linear programming course:

28, 62, 80, 84, 86, 86, 92, 95, 98.

Letm denote the number of exam scores (i.e.,m = 9) and letbi, i = 1, 2, . . . ,m, de-
note the actual scores (arranged in increasing order as above). The most naive measure
of the “average” score is just themeanvalue,x̄, defined by

x̄ =
1
m

m∑
i=1

bi = 79.0.

This is an example of a statistic, which, by definition, is a function of a set of data.
Statistics are computed so that one does not need to bother with reporting large tables
of raw numbers. (Admittedly, the task of reporting the above list of9 exam scores is
not very onerous, but this is just an example.) Now, suppose the professor in question
did not report the scores but instead just gave summary statistics. Consider the student
who got an80 on the exam. This student surely didn’t feel great about this score but
might have thought that at least it was better than average. However, as the raw data
makes clear, this student really did worse than average1 on the exam (the professor
confesses that the exam was rather easy). In fact, out of the nine students, the one
who got an80 scored third from the bottom of the class. Furthermore, the student who
scored worst on the exam did so badly that one might expect this student to drop the
course, thereby making the80 look even worse.

1“Average” is usually taken as synonymous with “mean” but in this section we shall use it in an
imprecise sense, employing other technically defined terms for specific meanings.
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FIGURE 12.1. The objective function whose minimum occurs at
the median.

Any statistician would, of course, immediately suggest that we report the median
score instead of the mean. Themedianscore is, by definition, that score which is
worse than half of the other scores and better than the other half. In other words, the
medianx̂ is defined as

x̂ = b(m+1)/2 = 86.

(Here and in various places in this chapter, we shall assume thatm is odd so that
certain formulas such as this one remain fairly simple.) Clearly, the86 gives a more
accurate indication of what the average score on the exam was.

There is a close connection between these statistical concepts and optimization.
For example, the mean̄x minimizes, over all real numbersx, the sum of the squared
deviations between the data points andx itself. That is,

x̄ = argminx∈R

m∑
i=1

(x− bi)2.

To verify this claim, we letf(x) =
∑m

i=1(x−bi)2, differentiate with respect tox, and
set the derivative to zero to get

f ′(x) =
m∑

i=1

2(x− bi) = 0.
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Solving this equation for the critical point2 x, we see that

x =
1
m

m∑
i=1

bi = x̄.

The fact that this critical point is a minimum rather than a maximum (or a saddle point)
follows from the fact thatf ′′(x) > 0 for all x ∈ R.

The median̂x also enjoys a close connection with optimization. Indeed, it is the
point that minimizes the sum of the absolute values of the difference between each
data point and itself. That is,

x̂ = argminx∈R

m∑
i=1

|x− bi|.

To see that this is correct, we again use calculus. Let

f(x) =
m∑

i=1

|x− bi|.

This function is continuous, piecewise linear, and convex (see Figure 12.1). How-
ever, it is not differentiable at the data points. Nonetheless, we can look at its de-
rivative at other points to see where it jumps across zero. The derivative, forx 6∈
{b1, b2, . . . , bm}, is

f ′(x) =
m∑

i=1

sgn(x− bi),

where

sgn(x) =


1 if x > 0

0 if x = 0

−1 if x < 0.

Hence, we see that the derivative atx is just the number of data points to the left ofx
minus the number of data points to the right. Clearly, this derivative jumps across zero
at the median, implying that the median is the minimum.

In this chapter, we shall discuss certain generalizations of means and medians
called regressions. At the end, we will consider a specific example that is of particular
interest to us: the empirical average performance of the simplex method.

2. Multidimensional Measures: Regression Analysis

The analysis of the previous section can be recast as follows. Given a “random”
observationb, we assume that it consists of two parts: a fixed, but unknown, part

2Recall from calculus that acritical point is any point at which the derivative vanishes or fails to exist.
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denoted byx and a random fluctuation about this fixed part, which we denote byε.
Hence,

b = x+ ε.

Now, if we take several observations and index them asi = 1, 2, . . . ,m, theb’s and
theε’s will vary, but x is assumed to be the same for all observations. Therefore, we
can summarize the situation by writing

bi = x+ εi, i = 1, 2, . . . ,m.

We now see that the mean is simply the value ofx that minimizes the sum of the
squares of theεi’is. Similarly, the median is the value ofx that minimizes the sum of
the absolute values of theεi’s.

Sometimes one wishes to do more than merely identify some sort of “average.”
For example, a medical researcher might collect blood pressure data on thousands
of patients with the aim of identifying how blood pressure depends on age, obesity
(defined as weight over height), sex, etc. So associated with each observationb of
a blood pressure are values of thesecontrol variables. Let’s denote bya1 the age
of a person,a2 the obesity,a3 the sex, etc. Letn denote the number of different
control variables being considered by the researcher. In (linear) regression analysis,
we assume that theresponseb depends linearly on the control variables. Hence, we
assume that there are (unknown) numbersxj , j = 1, 2, . . . , n, such that

b =
n∑

j=1

ajxj + ε.

This equation is referred to as theregression model. Of course, the researcher collects
data from thousands of patients, and so the data items,b and theaj ’s, must be indexed
over these patients. That is,

bi =
n∑

j=1

aijxj + εi, i = 1, 2, . . . ,m.

If we let b denote the vector of observations,ε the vector of random fluctuations, and
A the matrix whoseith row consists of the values of the control variables for theith
patient, then the regression model can be expressed in matrix notation as

(12.1) b = Ax+ ε.

In regression analysis, the goal is to find the vectorx that best explains the obser-
vationsb. Hence, we wish to pick values that minimize, in some sense, the vectorε’s.
Just as for the mean and median, we can consider minimizing either the sum of the
squares of theεi’s or the sum of the absolute values of theεi’s. There are even other
possibilities. In the next two sections, we will discuss the range of possibilities and
then give specifics for the two mentioned above.
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3. L2-Regression

There are several notions of the size of a vector. The most familiar one is the
Euclidean length

‖y‖2 = (
∑

i

y2
i )1/2.

This notion of length corresponds to our physical notion (at least when the dimension
is low, such as1, 2, or 3). However, one can use any power inside the sum as long as
the corresponding root accompanies it on the outside of the sum. For1 ≤ p <∞, we
get then the so-calledLp-normof a vectory

‖y‖p = (
∑

i

yp
i )1/p.

Other thanp = 2, the second most important case isp = 1 (and the third most
important case corresponds to the limit asp tends to infinity).

Measuring the size ofε in (12.1) using theL2-norm, we arrive at theL2-regression
problem, which is to find̄x that attains the minimumL2-norm for the difference be-
tweenb andAx. Of course, it is entirely equivalent to minimize the square of the
L2-norm, and so we get

x̄ = argminx‖b−Ax‖22.
Just as for the mean, there is an explicit formula forx̄. To find it, we again rely on
elementary calculus. Indeed, let

f(x) = ‖b−Ax‖22 =
∑

i

bi −∑
j

aijxj

2

.

In this multidimensional setting, a critical point is defined as a point at which the
derivative with respect to every variable vanishes. So if we denote a critical point by
x̄, we see that it must satisfy the following equations:

∂f

∂xk
(x̄) =

∑
i

2

bi −∑
j

aij x̄j

 (−aik) = 0, k = 1, 2, . . . , n.

Simplifying these equations, we get∑
i

aikbi =
∑

i

∑
j

aikaij x̄j , k = 1, 2, . . . , n.

In matrix notation, these equations can be summarized as follows:

AT b = ATAx̄.

In other words, assuming thatATA is invertible, we get

(12.2) x̄ = (ATA)−1AT b.



194 12. REGRESSION

a

b

0 1 2 3 4
0

1

2

3

4

FIGURE 12.2. Three data points for a linear regression.

This is the formula forL2-regression. It is also commonly calledleast squares regres-
sion. In Section 12.6, we will use this formula to solve a specific regression problem.

Example. The simplest and most common regression model arises when one
wishes to describe a response variableb as a linear function of a single input vari-
ablea. In this case, the model is

b = ax1 + x2.

The unknowns here are the slopex1 and the interceptx2. Figure 12.2 shows a plot
of three pairs(a, b) through which we want to draw the “best” straight line. At first
glance, this model does not seem to fit the regression paradigm, since regression mod-
els (as we’ve defined them) do not involve a term for a nonzero intercept. But the
model here can be made to fit by introducing a new control variable, say,a2, which
is always set to1. While we’re at it, let’s change our notation fora to a1 so that the
model can now be written as

b = a1x1 + a2x2.
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The three data points can then be summarized in matrix notation as
1

2.5

3

 =


0 1

2 1

4 1


[
x1

x2

]
+


ε1

ε2

ε3

 .
For this problem,

ATA =

[
0 2 4

1 1 1

]
0 1

2 1

4 1

 =

[
20 6

6 3

]

and

AT b =

[
0 2 4

1 1 1

]
1

2.5

3

 =

[
17

6.5

]
.

Hence,

x̄ =

[
x̄1

x̄2

]
=

1
24

[
3 −6

−6 20

][
17

6.5

]
=

[
1/2

7/6

]
.

4. L1-Regression

Just as the median gives a more robust estimate of the “average value” of a col-
lection of numbers than the mean,L1-regression is less sensitive to outliers than least
squares regression is. It is defined by minimizing theL1-norm of the deviation vector
in (12.1). That is, the problem is to find̂x as follows:

x̂ = argminx‖b−Ax‖1.

Unlike for least squares regression, there is no explicit formula for the solution to
theL1-regression problem. However, the problem can be reformulated as a linear
programming problem. Indeed, it is easy to see that theL1-regression problem,

minimize
∑

i

∣∣∣∣∣∣bi −
∑

j

aijxj

∣∣∣∣∣∣ ,
can be rewritten as

minimize
∑

i ti

subject to ti −
∣∣∣bi −∑j aijxj

∣∣∣ = 0, i = 1, 2, . . . ,m,
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which is equivalent to the following linear programming problem:

(12.3)
minimize

∑
i ti

subject to −ti ≤ bi −
∑

j aijxj ≤ ti, i = 1, 2, . . . ,m.

Hence, to solve theL1-regression problem, it suffices to solve this linear programming
problem. In the next section, we shall present an alternative algorithm for computing
the solution to anL1-regression problem.

Example.Returning to the example of the last section, theL1-regression problem
is solved by finding the optimal solution to the following linear programming problem:

minimize t1 + t2 + t3

subject to − x2 − t1 ≤ −1

−2x1 − x2 − t2 ≤−2.5

−4x1 − x2 − t3 ≤ −3

x2 − t1 ≤ 1

2x1 + x2 − t2 ≤ 2.5

4x1 + x2 − t3 ≤ 3

t1, t2, t3 ≥ 0.

The solution to this linear programming problem is

x̂ =

[
0.5

1

]
,

which clearly indicates that the point(2, 2.5) is viewed by theL1-regression as an
outlier, since the regression line passes exactly through the other two points.

5. Iteratively Reweighted Least Squares

Even though calculus cannot be used to obtain an explicit formula for the solution
to theL1-regression problem, it can be used to obtain an iterative procedure that,
when properly initialized, converges to the solution of theL1-regression problem.
The resulting iterative process is callediteratively reweighted least squares. In this
section, we briefly discuss this method. We start by considering the objective function
for L1-regression:

f(x) = ‖b−Ax‖1

=
∑

i

∣∣∣∣∣∣bi −
∑

j

aijxj

∣∣∣∣∣∣ .
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Differentiating this objective function is a problem, since it involves absolute values.
However, the absolute value function

g(z) = |z|

is differentiable everywhere except at one point:z = 0. Furthermore, we can use the
following simple formula for the derivative, where it exists:

g′(z) =
z

|z|
.

Using this formula to differentiatef with respect to each variable, and setting the
derivatives to zero, we get the following equations for critical points:

(12.4)
∂f

∂xk
=
∑

i

bi −
∑

j aijxj

|bi −
∑

j aijxj |
(−aik) = 0, k = 1, 2, . . . , n.

If we introduce the following shorthand notation for the deviations,

εi(x) =

∣∣∣∣∣∣bi −
∑

j

aijxj

∣∣∣∣∣∣ ,
we see that we can rewrite (12.4) as∑

i

aikbi
εi(x)

=
∑

i

∑
j

aikaijxj

εi(x)
, k = 1, 2, . . . , n.

Now, if we letEx denote the diagonal matrix containing the vectorε(x) on the diago-
nal, we can write these equations in matrix notation as follows:

ATE−1
x b = ATE−1

x Ax.

This equation can’t be solved forx as we were able to do inL2-regression because
of the dependence of the diagonal matrix onx. But let us rearrange this system of
equations by multiplying both sides by the inverse ofATE−1

x A. The result is

x =
(
ATE−1

x A
)−1

ATE−1
x b.

This formula suggests an iterative scheme that hopefully converges to a solution. In-
deed, we start by initializingx0 arbitrarily and then use the above formula to succes-
sively compute new approximations. If we letxk denote the approximation at thekth
iteration, then the update formula can be expressed as

xk+1 =
(
ATE−1

xk A
)−1

ATE−1
xk b.

Assuming only that the matrix inverse exists at every iteration, one can show that this
iteration scheme converges to a solution to theL1-regression problem.
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6. An Example: How Fast is the Simplex Method?

In Chapter 4, we discussed the worst-case behavior of the simplex method and
studied the Klee–Minty problem that achieves the worst case. We also discussed the
importance of empirical studies of algorithm performance. In this section, we shall
introduce a model that allows us to summarize the results of these empirical studies.

We wish to relate the number of simplex iterationsT required to solve a linear
programming problem to the number of constraintsm and/or the number of variables
n in the problem (or some combination of the two). As any statistician will report, the
first step is to introduce an appropriate model.3 Hence, we begin by asking:how many
iterations, on average, do we expect the simplex method to take if the problem has
m constraints andn variables?To propose an answer to this question, consider the
initial dictionary associated with a given problem. This dictionary involvesm values,
x∗B, for the primal basic variables, andn values,y∗N , for the dual nonbasic variables.
We would like each of thesem + n variables to have nonnegative values, since that
would indicate optimality. If we assume that the initial dictionary is nondegenerate,
then one would expect on the average that(m+ n)/2 of the values would be positive
and the remaining(m+ n)/2 values would be negative.

Now let’s look at the dynamics of the simplex method. Each iteration focuses on
exactly one of the negative values. Suppose, for the sake of discussion, that the nega-
tive value corresponds to a dual nonbasic variable, that is, one of the coefficients in the
objective row of the dictionary. Then the simplex method selects the corresponding
primal nonbasic variable to enter the basis, and a leaving variable is chosen by a ratio
test. After the pivot, the variable that exited now appears as a nonbasic variable in
the same position that the entering variable held before. Furthermore, the coefficient
on this variable is guaranteed to be positive (since we’ve assumed nondegeneracy).
Hence, the effect of one pivot of the simplex method is to correct the sign of one of
the negative values from the list ofm+ n values of interest. Of course, the pivot also
affects all the other values, but there seems no reason to assume that the situation rel-
ative to them will have any tendency to get better or worse, on the average. Therefore,
we can think of the simplex method as statistically reducing the number of negative
values by one at each iteration.

Since we expect on the average that an initial dictionary will have(m+n)/2 neg-
ative values, it follows that the simplex method should take(m + n)/2 iterations, on
average. Of course, these expectations are predicated on the assumption that degener-
ate dictionaries don’t arise. As we saw in Section 7.2, the self-dual simplex method
initialized with random perturbations will, with probability one, never encounter a de-
generate dictionary. Hence, we hypothesize that this variant of the simplex method
will, on average, take(m + n)/2 iterations. It is important to note the main point of

3In the social sciences, a fundamental difficulty is the lack of specific arguments validating the appro-
priateness of the models commonly introduced.
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our hypothesis; namely, that the number of iterations islinear in m + n as opposed,
say, to quadratic or cubic.

We can test our hypothesis by first supposing thatT can be approximated by a
function of the form

2α(m+ n)β

for a pair of real numbersα andβ. Our goal then is to find the value for these pa-
rameters that best fits the data obtained from a set of empirical observations. (We’ve
written the leading constant as2α simply for symmetry with the other factor—there is
no fundamental need to do this.) This multiplicative representation of the number of
iterations can be converted into an additive (inα andβ) representation by taking log-
arithms. Introducing anε to represent the difference between the model’s prediction
and the true number of iterations, we see that the model can be written as

log T = α log 2 + β log(m+ n) + ε.

Now, suppose that several observations are made. Using subscripts to distinguish the
various observations, we get the following equations:

log T1

log T2

...

log Tk

 =


log 2 log(m1 + n1)

log 2 log(m2 + n2)
...

...

log 2 log(mk + nk)


[
α

β

]
+


ε1

ε2
...

εk

 .
If we let b denote the vector on the left,A the matrix on the right,x the vector multi-
plied byA, andε the vector of deviations, then the model can be expressed as

b = Ax+ ε,

whereA andb are given. As we’ve seen, this is just a regression model, which we can
solve as anL1-regression or as anL2-regression.

Given real data, we shall solve this model both ways. Table 12.1 shows specific
data obtained by running the self-dual simplex method described in Chapter 7 (with
randomized initial perturbations) against most of the problems in a standard suite of
test problems (called theNETLIB suite (Gay 1985)). Some problems were too big to
run on the workstation used for this experiment, and others were formulated with free
variables that the code was not equipped to handle.

Using (12.2) to solve the problem as anL2-regression, we get[
ᾱ

β̄

]
=

[
−1.03561

1.05152

]
.

Or, in other words,

T ≈ 0.488(m+ n)1.052.
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Name m n iters Name m n iters

25fv47 777 1545 5089 nesm 646 2740 5829

80bau3b 2021 9195 10514 recipe 74 136 80

adlittle 53 96 141 sc105 104 103 92

afiro 25 32 16 sc205 203 202 191

agg2 481 301 204 sc50a 49 48 46

agg3 481 301 193 sc50b 48 48 53

bandm 224 379 1139 scagr25 347 499 1336

beaconfd 111 172 113 scagr7 95 139 339

blend 72 83 117 scfxm1 282 439 531

bnl1 564 1113 2580 scfxm2 564 878 1197

bnl2 1874 3134 6381 scfxm3 846 1317 1886

boeing1 298 373 619 scorpion 292 331 411

boeing2 125 143 168 scrs8 447 1131 783

bore3d 138 188 227 scsd1 77 760 172

brandy 123 205 585 scsd6 147 1350 494

czprob 689 2770 2635 scsd8 397 2750 1548

d6cube 403 6183 5883 sctap1 284 480 643

degen2 444 534 1421 sctap2 1033 1880 1037

degen3 1503 1818 6398 sctap3 1408 2480 1339

e226 162 260 598 seba 449 896 766

etamacro 334 542 1580 share1b 107 217 404

fffff800 476 817 1029 share2b 93 79 189

finnis 398 541 680 shell 487 1476 1155

fit1d 24 1026 925 ship04l 317 1915 597

fit1p 627 1677 15284 ship04s 241 1291 560

forplan 133 415 576 ship08l 520 3149 1091

ganges 1121 1493 2716 ship08s 326 1632 897

greenbea 1948 4131 21476 ship12l 687 4224 1654

grow15 300 645 681 ship12s 417 1996 1360

grow22 440 946 999 sierra 1212 2016 793

grow7 140 301 322 standata 301 1038 74

israel 163 142 209 standmps 409 1038 295

kb2 43 41 63 stocfor1 98 100 81

lotfi 134 300 242 stocfor2 2129 2015 2127

maros 680 1062 2998

TABLE 12.1. Number of iterations for the self-dual simplex method.

This is amazingly close to our hypothesized formula,(m + n)/2. Figure 12.3 shows
a log–log plot ofT vs.m+ n with theL2-regression line drawn through it. It is clear
from this graph that a straight line (in the log–log plot) is a good model for fitting this
data.
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FIGURE 12.3. A log–log plot ofT vs. m + n and theL1 andL2

regression lines.

Using (12.3) to solving the problem, we get[
ᾱ

β̄

]
=

[
−0.9508

1.0491

]
.

In other words,

T ≈ 0.517(m+ n)1.049.

The fact that this regression formula agrees closely with theL2-regression indicates
that the data set contains no outliers. In Section 12.7, we shall see an example in which
outliers do indeed cause theL1 andL2 regression lines to be significantly different
from each other.
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7. Which Variant of the Simplex Method is Best?

As we saw in the previous section, if the simplex method does not encounter
degenerate dictionaries along its path to optimality, then we can expect that on the
average it will converge in(m+ n)/2 iterations. Also, we’ve verified this hypothesis
running the self-dual simplex method (with randomized initial perturbations) against
actual data. The other variants of the simplex method that we have studied do en-
counter degenerate dictionaries and hence we expect them to take more iterations.

To test this hypothesis, we looked at the two-phase simplex method using a dual
Phase I followed by a primal Phase II. The temporary objective function chosen for
Phase I was generated randomly, and hence the Phase I portion of the algorithm en-
countered no degeneracy. However, the Phase II dictionaries were often degenerate
using this method. Figure 12.4 shows a log–log plot of iterations vs.m+ n.

The particular code that was used to produce these numbers has not been carefully
tuned, and hence, due to minor numerical problems, the code failed to find an optimal
solution for several of the test problems (even though all the problems in the test suite
are known to have optimal solutions). For these bad problems, one would expect that
the number of iterations to solve the problem is in fact larger (perhaps significantly)
than the number obtained. Nonetheless, Figure 12.4 shows all the results, even those
corresponding to bad problems. The bad data points are shown with open circles.

The figure shows two regression lines. The lower one is theL2-regression line.
Note that it is pulled down significantly by the single outlier at the bottom of the graph.
The upper line is theL1 regression line. Visually it appears to capture better the trend
exhibited by most points. The equation for theL1-regression is

T ≈ 0.877(m+ n)0.994.

Again, the hypothesis that the number of iterations is linear inm + n is strongly
supported. But this time the coefficient is obviously not close to1/2. Instead, it
is almost twice as large. Hence, this method seems to be worse than the self-dual
simplex method.

To reiterate, our conclusion is that degeneracy is bad for iteration counts and any
version of the simplex method that can avoid it will likely do well. To see this effect
in a dramatic setting, let us consider one instance of a large problem that is known to
be highly degenerate. The problem we shall consider is called anassignment problem.
This class of linear programming problem is discussed in detail in Chapter 14. For
now, it suffices to say simply that problems in this class are always degenerate. We
generated one large (m = 600, n = 90,000) random assignment problem and let
the two codes described above solve it. The two-phase code4 took 9951 iterations,
whereas the self-dual code took only1655—a substantial improvement.

4Unlike the earlier experiments, here the Phase I objective was initialized, without the benefit of
randomization, by setting thejth coefficient tomax(cj , 1) wherecj is the Phase II objective coefficient.
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FIGURE 12.4. A log–log plot ofT vs. m + n for the two-phase
simplex method. The upper line is theL1-regression line, and the
lower line is theL2-regression line. The open circles show data
points for which the code did not find an optimal solution (even
though one exists).

Exercises

12.1 Find theL2-regression line for the data shown in Figure 12.5.

12.2 Find theL1-regression line for the data shown in Figure 12.5.

12.3 Midrange. Given a sorted set of real numbers,{b1, b2, . . . , bm}, show that
the midrange,̃x = (b1 + bm)/2, minimizes the maximum deviation from
the set of observations. That is,

1
2
(b1 + bm) = argminx∈R max

i
|x− bi|.
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FIGURE 12.5. Four data points for a linear regression.

12.4 Centroid.Given a set of points{b1, b2, . . . , bm} on the planeR2, show that
the centroid

x̄ =
1
m

m∑
i=1

bi

minimizes the sum of the squares of the distance to each point in the set.
That is,x̄ solves the following optimization problem:

minimize
m∑

i=1

‖x− bi‖22

Note: Each data pointbi is a vector inR2 whose components are denoted,
say, bybi1 and bi2, and, as usual, the subscript2 on the norm denotes the
Euclidean norm. Hence,

‖x− bi‖2 =
√

(x1 − bi1)2 + (x2 − bi2)2.

12.5 Facility Location. A common problem is to determine where to locate a
facility so that the distance from its customers is minimized. That is, given
a set of points{b1, b2, . . . , bm} on the planeR2, the problem is to find̂x =
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Jan 390 May 310 Sep 550

Feb 420 Jun 590 Oct 360

Mar 340 Jul 340 Nov 420

Apr 320 Aug 580 Dec 600 .

TABLE 12.2. Projected labor hours by month.

(x̂1, x̂2) that solves the following optimization problem:

minimize
m∑

i=1

‖x− bi‖2.

As for L1-regression, there is no explicit formula forx̂, but an iterative
scheme can be derived along the same lines as in Section 12.5. Derive an
explicit formula for this iteration scheme.

12.6 A Simple Steiner Tree.Suppose there are only three customers in the facility
location problem of the previous exercise. Suppose that the triangle formed
by b1, b2, andb3 has no angles greater than120 degrees. Show that the
solutionx̂ to the facility location problem is the unique point in the triangle
from whose perspective the three customers are120 degrees apart from each
other. What is the solution if one of the angles, say, at vertexb1, is more than
120 degrees?

12.7 Sales Force Planning.A distributor of office equipment finds that the busi-
ness has seasonal peaks and valleys. The company uses two types of sales
persons: (a) regular employees who are employed year-round and cost the
company $17.50/hr (fully loaded for benefits and taxes) and (b) temporary
employees supplied by an outside agency at a cost of $25/hr. Projections for
the number of hours of labor by month for the following year are shown in
Table 12.2. Letai denote the number of hours of labor needed for monthi
and letx denote the number of hours per month of labor that will be handled
by regular employees. To minimize total labor costs, one needs to solve the
following optimization problem:

minimize
∑

i

(25 max(ai − x, 0) + 17.50x).

(a) Show how to reformulate this problem as a linear programming prob-
lem.

(b) Solve the problem for the specific data given above.
(c) Use calculus to find a formula giving the optimal value forx.



206 12. REGRESSION

12.8 Acceleration Due to Gravity.The law of gravity from classical physics says
that an object dropped from a tall building will, in the absence of air resis-
tance, have a constant rate of accelerationg so that the heightx, as a function
of time t, is given by

x(t) = −1
2
gt2.

Unfortunately, the effects of air resistance cannot be ignored. To include
them, we assume that the object experiences a retarding force that is directly
proportional to its speed. Lettingv(t) denote the velocity of the object at
time t, the equations that describe the motion are then given by

x′(t) = v(t), t > 0, x(0) = 0,

v′(t) = −g − fv(t), t > 0, v(0) = 0

(f is the unknown constant of proportionality from the air resistance). These
equations can be solved explicitly forx as a function oft:

x(t) =− g

f2

(
e−ft − 1 + ft

)
v(t) =− g

f

(
1− e−ft

)
.

It is clear from the equation for the velocity that theterminal velocityis g/f .
It would be nice to be able to computeg by measuring this velocity, but this
is not possible, since the terminal velocity involves bothf andg. However,
we can use the formula forx(t) to get a two-parameter model from which
we can compute bothf andg. Indeed, if we assume that all measurements
are taken after terminal velocity has been “reached” (i.e., whene−ft is much
smaller than1), then we can write a simple linear expression relating posi-
tion to time:

x =
g

f2
− g

f
t.

Now, in our experiments we shall set values ofx (corresponding to specific
positions below the drop point) and measure the time at which the object
passes these positions. Since we prefer to write regression models with the
observed variable expressed as a linear function of the control variables, let
us rearrange the above expression so thatt appears as a function ofx:

t =
1
f
− f

g
x.

Using this regression model and the data shown in Table 12.3, do anL2-
regression to compute estimates for1/f and−f/g. From these estimates
derive an estimate forg. If you have access to linear programming software,
solve the problem using anL1-regression and compare your answers.
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Obs. Position Time

Number (meters) (secs)

1 -10 3.72

2 -20 7.06

3 -30 10.46

4 -10 3.71

5 -20 7.00

6 -30 10.48

7 -10 3.67

8 -20 7.08

9 -30 10.33

TABLE 12.3. Time at which a falling object passes certain points.

12.9 Iteratively Reweighted Least Squares.Show that the sequence of iterates in
the iteratively reweighted least squares algorithm produces a monotonically
decreasing sequence of objective function values by filling in the details
in the following outline. First, recall that the objective function forL1-
regression is given by

f(x) = ‖b−Ax‖1 =
m∑

i=1

εi(x),

where

εi(x) =

∣∣∣∣∣∣bi −
n∑

j=1

aijxj

∣∣∣∣∣∣ .
Also, the function that defines the iterative scheme is given by

T (x) =
(
ATE−1

x A
)−1

ATE−1
x b,

whereEx denotes the diagonal matrix with the vectorε(x) on its diagonal.
Our aim is to show that

f(T (x)) < f(x).

In order to prove this inequality, let

gx(z) =
m∑

i=1

ε2i (z)
εi(x)

= ‖E−1/2
x (b−Az)‖22.
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(a) Use calculus to show that, for eachx, T (x) is a global minimum ofgx.
(b) Show thatgx(x) = f(x).
(c) By writing

εi(T (x)) = εi(x) + (εi(T (x))− εi(x))

and then substituting the right-hand expression into the definition of
gx(T (x)), show that

gx(T (x)) ≥ 2f(T (x))− f(x).

(d) Combine the three steps above to finish the proof.

12.10 In our study of means and medians, we showed that the median of a collec-
tion of numbers,b1, b2, . . . , bn, is the number̂x that minimizes

∑
j |x− bj |.

Let µ be a real parameter.
(a) Give a statistical interpretation to the following optimization problem:

minimize
∑

j

(|x− bj |+ µ(x− bj)) .

Hint: the special casesµ = 0,±1/2,±1 might help clarify the general
situation.

(b) Express the above problem as a linear programming problem.
(c) The parametric simplex method can be used to solve families of linear

programming problems indexed by a parameterµ (such as we have
here). Starting atµ = ∞ and proceeding toµ = −∞ one solves
all of the linear programs with just a finite number of pivots. Use the
parametric simplex method to solve the problems of the previous part
in the case wheren = 4 andb1 = 1, b2 = 2, b3 = 4, andb4 = 8.

(d) Now consider the general case. Write down the dictionary that appears
in thek-th iteration and show by induction that it is correct.

12.11 Show that theL∞-norm is just the maximum of the absolute values. That
is,

lim
p→∞

‖x‖p = max
i
|xi|.

Notes

Gonin & Money (1989) and Dodge (1987) are two references on regression that
include discussion of bothL2 andL1 regression. The standard reference onL1 re-
gression is Bloomfield & Steiger (1983).

Several researchers, including Smale (1983), Borgwardt (1982), Borgwardt (1987a),
Adler & Megiddo (1985), and Todd (1986), have studied the average number of iter-
ations of the simplex method as a function ofm and/orn. The model discussed in
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this chapter is similar to the sign-invariant model introduced by Adler & Berenguer
(1981).





Part 2

Network-Type Problems



Allow me to say, . . . , that the arguments with
which you have supported this extraordinary

application have been as frivolous as the
application was ill-judged.— J. Austen



CHAPTER 13

Network Flow Problems

Many linear programming problems can be viewed as a problem of minimizing
the “transportation” cost of moving materials through a network to meet demands for
material at various locations given sources of material at other locations. Such prob-
lems are callednetwork flow problems. They form the most important special class of
linear programming problems. Transportation, electric, and communication networks
provide obvious examples of application areas. Less obvious, but just as important,
are applications in facilities location, resource management, financial planning, and
others.

In this chapter we shall formulate a special type of linear programming problem
called theminimum-cost network flow problem. It turns out that the simplex method
when applied to this problem has a very simple description and some important special
properties. Implementations that exploit these properties benefit dramatically.

1. Networks

A network consists of two types of objects: nodes and arcs. We shall letN denote
the set ofnodes. We letm denote the number of nodes (i.e., the cardinality of the set
N ).

The nodes are connected byarcs. Arcs are assumed to be directed. This means
that an arc connecting nodei to nodej is not the same as an arc connecting nodej to
nodei. For this reason, we denote arcs using the standard mathematical notation for
ordered pairs. That is, the arc connecting nodei to nodej is denoted simply as(i, j).
We letA denote the set of all arcs in the network. This set is a subset of the set of all
possible arcs:

A ⊂ {(i, j) : i, j ∈ N , i 6= j}.
In typical networks, the setA is much smaller than the set of all arcs. In fact, usually
each node is only connected to a handful of “nearby” nodes.

The pair(N ,A) is called anetwork. It is also sometimes called agraph or a
digraph(to emphasize the fact that the arcs are directed). Figure 13.1 shows a network
having7 nodes and14 arcs.

To specify a network flow problem, we need to indicate the supply of (or demand
for) material at each node. So, for eachi ∈ N , let bi denote the amount of material
being supplied to the network at nodei. We shall use the convention that negative

213
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FIGURE 13.1. A network having7 nodes and14 arcs. The numbers
written next to the nodes denote the supply at the node (negative
values indicate demands; missing values indicate no supply or de-
mand).

supplies are in fact demands. Hence, our problem will be to move the material that
sits at the supply nodes over to the demand nodes. The movements must be along the
arcs of the network (and adhering to the directions of the arcs). Since, except for the
supply and demand, there is no other way for material to enter or leave the system,
it follows that the total supply must equal the total demand for the problem to have a
feasible solution. Hence, we shall always assume that∑

i∈N
bi = 0.

To help us decide the paths along which materials should move, we assume that
each arc, say,(i, j), has associated with it a costcij that represents the cost of shipping
one unit fromi to j directly along arc(i, j). The decision variables then are how
much material to ship along each arc. That is, for each(i, j) ∈ A, xij will denote the
quantity shipped directly fromi to j along arc(i, j). The objective is to minimize the
total cost of moving the supply to meet the demand:

minimize
∑

(i,j)∈A

cijxij .

As we mentioned before, the constraints on the decision variables are that they
ensure flow balance at each node. Let us consider a fixed node, say,k ∈ N . The total
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FIGURE 13.2. The costs on the arcs for the network in Figure 13.1.

flow into nodek is given by ∑
i:

(i,k)∈A

xik.

Similarly, the total flow out from nodek is∑
j:

(k,j)∈A

xkj .

The difference between these two quantities is the net inflow, which must be equal to
the demand at the node. Hence, theflow balance constraintscan be written as∑

i:
(i,k)∈A

xik −
∑
j:

(k,j)∈A

xkj = −bk, k ∈ N .

Finally, the flow on each arc must be nonnegative (otherwise it would be going in the
wrong direction):

xij ≥ 0, (i, j) ∈ A.
Figure 13.2 shows cost information for the network shown in Figure 13.1. In

matrix notation, the problem can be written as follows:

(13.1)

minimize cTx

subject toAx= −b
x≥ 0,
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where

xT =
[
xac xad xae xba xbc xbe xdb xde xfa xfb xfc xfg xgb xge

]
,

A=



−1 −1 −1 1 1

−1 −1 −1 1 1 1

1 1 1

1 −1 −1

1 1 1 1

−1 −1 −1 −1

1 −1 −1


, b =



0

0

−6

−6

−2

9

5


,

cT =
[

48 28 10 7 65 7 38 15 56 48 108 24 33 19
]
.

In network flow problems, the constraint matrixA is called thenode–arc incidence
matrix.

The network flow problem differs from our usual standard form linear program-
ming problem in two respects: (1) it is a minimization instead of a maximization and
(2) the constraints are equalities instead of inequalities. Nonetheless, we have studied
before how duality applies to problems in nonstandard form. The dual of (13.1) is

maximize−bT y
subject to AT y + z = c

z ≥ 0.

Written in network notation, the dual is

maximize−
∑
i∈N

biyi

subject to yj − yi + zij = cij , (i, j) ∈ A
zij ≥ 0, (i, j) ∈ A.

Finally, it is not hard to check that the complementarity conditions (to be satisfied by
an optimal primal–dual solution pair) are

xijzij = 0, (i, j) ∈ A.

We shall often refer to the primal variables asprimal flows.

2. Spanning Trees and Bases

Network flow problems can be solved efficiently because the basis matrices have
a special structure that can be described nicely in terms of the network. In order to
explain this structure, we need to introduce a number of definitions.

First of all, an ordered list of nodes(n1, n2, . . . , nk) is called apathin the network
if each adjacent pair of nodes in the list is connected by an arc in the network. It is
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FIGURE 13.3. The network on the left is connected whereas the
one on the right is not.

FIGURE 13.4. The network on the left contains a cycle whereas the
one on the right is acyclic.

important to note that we do not assume that the arcs point in any particular direction.
For example, for nodesni andni+1, there must be an arc in the network. It could
run either fromni to ni+1 or from ni+1 to ni. (One should think about one-way
roads—even though cars can only go one way, pedestrians are allowed to walk along
the path of the road in either direction.) A network is calledconnectedif there is a path
connecting every pair of nodes (see Figure 13.3). For the remainder of this chapter,
we make the following assumption:

Assumption.The network is connected.

For any arc(i, j), we refer toi as itstail andj as itshead.
A cycleis a path in which the last node coincides with the first node. A network

is calledacyclic if it does not contain any cycles (see Figure 13.4).
A network is atree if it is connected and acyclic (see Figure 13.5). A network

(Ñ , Ã) is called asubnetworkof (N ,A) if Ñ ⊂ N and Ã ⊂ A. A subnetwork
(Ñ , Ã) is aspanning treeif it is a tree andÑ = N . Since a spanning tree’s node set
coincides with the node set of the underlying network, it suffices to refer to a spanning
tree by simply giving its arc set.
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FIGURE 13.5. The network on the left is a tree whereas the two on
the right not—they fail in the first case by being disconnected and
in the second by containing a cycle.
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FIGURE 13.6. The fat arcs show a spanning tree for the network in
Figure 13.1. The numbers shown on the arcs of the spanning tree
are the primal flows, the numbers shown next to the nodes are the
dual variables, and the numbers shown on the arcs not belonging to
the spanning tree are the dual slacks.

Given a network flow problem, any selection of primal flow values that satisfies
the balance equations at every node will be called abalanced flow. It is important to
note that we do not require the flows to be nonnegative to be a balanced flow. That
is, we allow flows to go in the wrong direction. If all the flows are nonnegative, then
a balanced flow is called afeasible flow. Given a spanning tree, a balanced flow that
assigns zero flow to every arc not on the spanning tree will be called atree solution.
Consider, for example, the tree shown in Figure 13.6. The numbers shown on the
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arcs of the spanning tree give the tree solution corresponding to the supplies/demands
shown in Figure 13.1. They were obtained by starting at the “leaves” of the tree and
working “inward.” For instance, the flows could be solved for successively as follows:

flow bal at d: xad = 6,
flow bal at a: xfa− xad = 0 =⇒ xfa = 6,
flow bal at f: −xfa− xfb = −9 =⇒ xfb = 3,
flow bal at c: xbc = 6,
flow bal at b: xfb + xgb− xbc = 0 =⇒ xgb = 3,
flow bal at e: xge = 2.

It is easy to see that this process always works. The reason is that every tree must have
at least one leaf node, and deleting a leaf node together with the edge leading into it
produces a subtree.

The above computation suggests that spanning trees are related to bases in the
simplex method. Let us pursue this idea. Normally, a basis is an invertible square
submatrix of the constraint matrix. But for incidence matrices, no such submatrix
exists. To see why, note that if we sum together all the rows ofA, we get a row vector
of all zeros (since each column ofA has exactly one+1 and one−1). Of course,
every square submatrix ofA has this same property and so is singular. In fact, we
shall show in a moment that for a connected network, there is exactly one redundant
equation (i.e., the rank ofA is exactlym− 1).

Let us select some node, say, the last one, and delete the flow-balance constraint
associated with this node from the constraints defining the problem (since it is redun-
dant anyway). Let’s call this node theroot node. Let Ã denote the incidence matrix
A without the row corresponding to the root node (i.e., the last row), and letb̃ denote
the supply/demand vector with the last entry deleted. The most important property of
network flow problems is summarized in the following theorem:

THEOREM 13.1. A square submatrix of̃A is a basis if and only if the arcs to
which its columns correspond form a spanning tree.

Rather than presenting a formal proof of this theorem, it is more instructive to
explain the idea using the example we’ve been studying. Therefore, consider the
spanning tree shown in Figure 13.6, and letB denote the square submatrix ofÃ cor-
responding to this tree. The matrixB is invertible if and only if every system of
equations of the form

Bu = β

has a unique solution. This is exactly the type of equation that we already solved to
find the tree solution associated with the spanning tree:

BxB = −b̃.
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We solved this system of equations by looking at the spanning tree and realizing that
we could work our way to a solution by starting with the leaves and working inward.
This process amounts to a permutation of the rows and columns ofB to get a lower
triangular matrix. Indeed, for the calculations given above, we have permuted the rows
by P and the columns byQ to get

PBQT =

(a,d) (f,a) (f,b) (b,c) (g,b) (g,e)

d

a

f

c

b

e



1

−1 1

−1 −1

1

1 −1 1

1


.

The fact thatB is invertible is now immediately apparent from the fact that the per-
muted matrix is lower triangular. In fact, it has only+1’s and−1’s on the diagonal.
Therefore, we can solve systems of equations involvingB without ever having to do
any divisions. Also, since the off-diagonal entries are also±1’s, it follows that we
don’t need to do any multiplications either. Every system of equations involving the
matrixB can be solved by a simple sequence of additions and subtractions.

We have shown that, given a spanning tree, the submatrix ofÃ consisting of the
columns corresponding to the arcs in the spanning tree is a basis. The converse direc-
tion (which is less important to our analysis) is relegated to an exercise (see Exercise
13.12).

Not only is there a primal solution associated with any basis but also there is a
dual solution. Hence, corresponding to any spanning tree there is a dual solution. The
dual solution consists of two types of variables: theyi’s and thezij ’s. These variables
must satisfy the dual feasibility conditions:

yj − yi + zij = cij , (i, j) ∈ A.

By complementarity,zij = 0 for each(i, j) in the spanning treeT . Hence,

yj − yi = cij , (i, j) ∈ T .

Since a spanning tree onm nodes hasm − 1 arcs (why?), these equations define a
system ofm−1 equations inm unknowns. But don’t forget that there was a redundant
equation in the primal problem, which we associated with a specific node called the
root node. Removing that equation and then looking at the dual, we see that there is
not really a dual variable associated with the root node. Or equivalently, we can just
say that the dual variable for the root node is zero. Making this assignment, we getm
equations inm unknowns. These equations can be solved by starting at the root node
and working down the tree.
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For example, let node “g” be the root node in the spanning tree in Figure 13.6.
Starting with it, we compute the dual variables as follows:

yg = 0,
across arc (g,e): ye− yg = 19 =⇒ ye = 19,
across arc (g,b): yb− yg = 33 =⇒ yb = 33,
across arc (b,c): yc− yb = 65 =⇒ yc = 98,
across arc (f,b): yb− yf = 48 =⇒ yf = −15,
across arc (f,a): ya− yf = 56 =⇒ ya = 41,
across arc (a,d): yd− ya = 28 =⇒ yd = 69.

Now that we know the dual variables, the dual slacks for the arcs not in the spanning
treeT can be computed using

zij = yi + cij − yj , (i, j) 6∈ T

(which is just the dual feasibility condition solved forzij). These values are shown on
the nontree arcs in Figure 13.6.

From duality theory, we know that the current tree solution is optimal if all the
flows are nonnegative and if all the dual slacks are nonnegative. The tree solution
shown in Figure 13.6 satisfies the first condition but not the second. That is, it is
primal feasible but not dual feasible. Hence, we can apply the primal simplex method
to move from this solution to an optimal one. We take up this task in the next section.

3. The Primal Network Simplex Method

Each of the variants of the simplex method presented in earlier chapters of this
book can be applied to network flow problems. It would be overkill to describe them
all here in the context of networks. However, they are all built on two simple algo-
rithms: the primal simplex method (for problems that are primal feasible) and the dual
simplex method (for problems that are dual feasible). We discuss them both in detail.

We shall describe the primal network simplex method by continuing with our
example. As mentioned above, the tree shown in Figure 13.6 is primal feasible but
not dual feasible. The basic idea that defines the primal simplex method is to pick a
nontree arc that is dual infeasible and let it enter the tree (i.e., become basic) and then
readjust everything so that we still have a tree solution.

The First Iteration.For our first pivot, we let arc (a,c) enter the tree using aprimal
pivot. In a primal pivot, we add flow to the entering variable, keeping all other nontree
flows set to zero and adjusting the tree flows appropriately to maintain flow balance.
Given any spanning tree, adding an extra arc must create a cycle (why?). Hence, the
current spanning tree together with the entering arc must contain a cycle. The flows
on the cycle must change to accommodate the increasing flow on the entering arc. The
flows on the other tree arcs remain unchanged. In our example, the cycle is: “a”, “c”,
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FIGURE 13.7. The cycle produced by including the entering arc
with the spanning tree. As the flowt on the entering arc increases,
eventually the flow on arc (f,b) becomes zero (whent = 3). Hence,
arc (f,b) is the leaving arc.

“b”, “f”. This cycle is shown in Figure 13.7 with flows adjusted to take into account a
flow of t on the entering arc. Ast increases, eventually the flow on arc (f,b) decreases
to zero. Hence, arc (f,b) is the leaving arc. Updating the flows is easy; just taket = 3
and adjust the flows appropriately.

With a little thought, one realizes that the selection rule for the leaving arc in a
primal pivot is as follows:

Leaving arc selection rule:
• the leaving arc must be oriented along the cycle in the reverse

direction from the entering arc, and
• among all such arcs, it must have the smallest flow.

Also, the flows on the cycle get updated as follows:

Primal flows update:
• Flows oriented in the same direction as the leaving arc are

decreased by the amount of flow that was on the leaving arc
whereas flows in the opposite direction are increased by this
amount.

The next issue is how to update the dual variables. To this end, note that if we
delete the leaving arc from the spanning tree (without concurrently adding the entering
arc), we disconnect it into two disjoint trees. In our example, one tree contains nodes
“a”, “d” and “f” while the second tree contains the other nodes. Figure 13.8 shows the
two disjoint trees. Recalling that the dual variables are calculated starting with the root
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FIGURE 13.8. The two disjoint trees. Primal and dual values that
remained unchanged are shown, whereas those that need to be up-
dated are shown as question marks.

node and working up the spanning tree, it is clear that the dual variables on the subtree
containing the root node remain unchanged, whereas those on the other subtree must
change. For the current pivot, the other subtree consists of nodes “a”, “d”, and “f”.
They all get incremented by the same fixed amount, since the only change is that the
arc by which we bridged from the root-containing tree to this other tree has changed
from the leaving arc to the entering arc. Looking at node “a” and using tildes to denote
values after being changed, we see that

ỹa = ỹc− cac

= yc− cac,

whereas

zac = ya + cac− yc.

Combining these two equations, we get

ỹa = ya− zac.

That is, the dual variable at node “a” gets decremented byzac = −9. Of course, all
of the dual variables on this subtree get decremented by this same amount. In general,
the dual variable update rule can be stated as follows:

Dual variables update:
• If the entering arc crosses from the root-containing tree to the

non-root-containing tree, then increase all dual variables on
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FIGURE 13.9. The tree solution at the end of the first iteration.

the non-root-containing tree by the dual slack of the entering
arc.
• Otherwise, decrease these dual variables by this amount.

Finally, we must update the dual slacks. The only dual slacks that change are
those that span across the two trees since, for these nodes, either the head or the tail
dual variable changes, while the other does not. Those that span the two subtrees in
the same direction as the entering arc must be decreased byzac, whereas those that
bridge the two trees in the opposite direction must be increased by this amount. For
our example, six nontree arcs, (f,g), (f,b), (f,c), (d,b), (d,e), and (a,e), span in the same
direction as the entering arc. They all must be decreased by−9. That is, they must be
increased by9. For example, the dual slack on arc (f,c) changes from−5 to 4. Only
one arc, (b,a), spans in the other direction. It must be decreased by9. The updated
solution is shown in Figure 13.9. The general rule for updating the dual slacks is as
follows:

Dual slacks update:
• The dual slacks corresponding to those arcs that bridge in the

same direction as the entering arc get decremented by the old
dual slack on the entering arc, whereas those that correspond
to arcs bridging in the opposite direction get incremented by
this amount.

The Second Iteration.The tree solution shown in Figure 13.9 has only one re-
maining infeasibility:zba = −10. Arc (b,a) must therefore enter the spanning tree.
Adding it, we create a cycle consisting of nodes “a”, “b”, and “c”. The leaving arc
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FIGURE 13.10. The two disjoint subtrees arising in the second iteration.

must be pointing in the opposite direction from the entering arc. Here, there is only
one such arc, (b,c). It must be the leaving arc. The leaving arc’s flow decreases from3
to 0. The flow on the other two cycle arcs must increase by3 to preserve flow balance.

The two subtrees formed by removing the leaving arc are shown in Figure 13.10
The dual variables on the non-root-containing subtree get incremented by the dual
slack on the entering arczba = −10. The dual slacks for the spanning arcs also change
by 10 either up or down depending on which way they bridge the two subtrees. The
resulting tree solution is shown in Figure 13.11.

The Third and Final Iteration.The tree solution shown in Figure 13.11 has one
infeasibility: zfb = −1. Hence, arc (f,c) must enter the spanning tree. The leaving arc
must be (f,a). Leaving the details of updating to the reader, the resulting tree solution
is shown in Figure 13.12. It is both primal and dual feasible—hence optimal.

4. The Dual Network Simplex Method

In the previous section, we developed simple rules for the primal network simplex
method, which is used in situations where the tree solution is primal feasible but not
dual feasible. When a tree solution is dual feasible but not primal feasible, then the
dual network simplex method can be used. We shall define this method now. Consider
the tree solution shown in Figure 13.13. It is dual feasible but not primal feasible
(sincexdb < 0). The basic idea that defines the dual simplex method is to pick a tree
arc that is primal infeasible and let it leave the spanning tree (i.e., become nonbasic)
and then readjust everything to preserve dual feasibility.
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FIGURE 13.11. The tree solution at the end of the second iteration.
To get from the spanning tree in Figure 13.9 to here, we let arc (b,a)
enter and arc (b,c) leave.
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FIGURE 13.12. The tree solution at the end of the third iteration.
To get from the spanning tree in Figure 13.11 to here, we let arc (f,b)
enter and arc (f,a) leave. This tree solution is theoptimalsolution to
the problem.
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FIGURE 13.13. A tree solution that is dual feasible but not primal feasible.

The First Iteration.For the first iteration, we need to let arc (d,b) leave the span-
ning tree using adual pivot, which is defined as follows. Removing arc (d,b) discon-
nects the spanning tree into two disjoint subtrees. The entering arc must be one of the
arcs that spans across the two subtrees so that it can reconnect them into a spanning
tree. That is, it must be one of

(a,e), (a,d), (b,e), or (g,e).

See Figure 13.14. To see how to decide which it must be, we need to consider care-
fully the impact of each possible choice.

To this end, let us consider the general situation. As mentioned above, the span-
ning tree with the leaving arc removed consists of two disjoint trees. The entering arc
must reconnect these two trees.

First, consider a reconnecting arc that connects in the same direction as the leaving
arc. When we add flow to this prospective entering arc, we will have to decrease flow
on the leaving arc to maintain flow balance. Therefore, the leaving arc’s flow, which
is currently negative, can’t be raised to zero. That is, the leaving arc can’t leave. This
is no good.

Now suppose that the reconnecting arc connects in the opposite direction. If it
were to be the entering arc, then its dual slack would drop to zero. All other re-
connecting arcs pointing in the same direction would drop by the same amount. To
maintain nonnegativity of all the others, we must pick the one that drops the least. We
can summarize the rule as follows:

Entering arc selection rule:
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FIGURE 13.14. The two subtrees for the first pivot of the dual sim-
plex method.

• the entering arc must bridge the two subtrees in the opposite
direction from the leaving arc, and

• among all such arcs, it must have the smallest dual slack.

In our example, all bridging arcs point in the opposite direction from the leaving arc.
The one with the smallest dual slack is (g,e) whose slack iszge = 9. This arc must be
the entering arc.

We have now determined both the entering and leaving arcs. Hence, the new
spanning tree is determined and therefore, in principle, all the variables associated
with this new spanning tree can be computed. Furthermore, the rules for determining
the new values by updating from the previous ones are the same as in the primal
network simplex method. The resulting tree solution is shown in Figure 13.15.

The Second Iteration.For the second pivot, there are two choices for the leaving
arc: (g,b) and (d,e). Using the most infeasible, we choose (d,e). We remove this arc
from the spanning tree to produce two subtrees. One of the subtrees consists of just
the node “d” all by itself while the other subtree consists of the rest of the nodes.
Remembering that the reconnecting arc must bridge the two subtrees in the opposite
direction, the only choice is (a,d). So this arc is the entering arc. Making the pivot, we
arrive at the optimal tree solution shown in Figure 13.12.

5. Putting It All Together

As we saw in Chapter 5, for linear programming the primal and the dual simplex
methods form the foundation on which one can build a few different variants of the
simplex method. The same is true here in the context of network flows.
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FIGURE 13.15. The tree solution after the first pivot.

For example, one can build a two-phased procedure in which one first uses the
dual network simplex method (with costs artificially and temporarily altered to ensure
dual feasibility of an initial tree solution) to find a primal feasible solution and then
uses the primal network simplex method to move from the feasible solution to an
optimal one.

Alternatively, one can use the primal network simplex method (with supplies tem-
porarily altered to ensure primal feasibility of an initial tree solution) to find a dual
feasible solution and then use the dual network simplex method (with the original
supplies) to move from the dual feasible solution to an optimal one.

Finally, as described for linear programming in Chapter 7, one can define a para-
metric self-dual method in which primal pivots and dual pivots are intermingled as
needed so as to reduce a perturbation parameterµ from∞ to zero.

Since there is nothing new in how one builds the network versions of these algo-
rithms from the basic primal and dual simplex pivots, we don’t go through any exam-
ples here. Instead, we just mention one final observation about the dual variables, the
yi’s. Namely, they are not needed anywhere in the performance of a primal or a dual
pivot. Hence, their calculation is entirely optional and can be skipped altogether or
simply defered to the end.

For completeness, we end this section by giving a step-by-step description of the
self-dual network simplex method. The steps are as follows:

(1) Identify a spanning tree—any one will do (see Exercise 13.14). Also identify
a root node.

(2) Computeinitial primal flowson the tree arcs by assuming that nontree arcs
have zero flow and the total flow at each node must be balanced. For this
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calculation, the computed primal flows may be negative. In this case, the
initial primal solution is not feasible. The calculation is performed working
from leaf nodes inward.

(3) Computeinitial dual valuesby working out from the root node along tree
arcs using the formula

yj − yi = cij ,

which is valid on tree arcs, since the dual slacks vanish on these arcs.
(4) Computeinitial dual slackson each nontree arc using the formula

zij = yi + cij − yj .

Again, some of thezij ’s might be nonnegative. This is okay (for now), but
it is important that they satisfy the above equality.

(5) Perturbeach primal flow and each dual slack that has a negative initial value
by adding a positive scalarµ to each such value.

(6) Identify a rangeµMIN ≤ µ ≤ µMAX over which the current solution is optimal
(on the first iteration,µMAX will be infinite).

(7) Check the stopping rule:if µMIN ≤ 0, then setµ = 0 to recover an optimal
solution. While not optimal, perform each of the remaining steps and then
return to recheck this condition.

(8) Select an arcassociated with the inequalityµMIN ≤ µ (if there are several,
pick one arbitrarily). If this arc is a nontree arc, then the current pivot is a
primal pivot. If, on the other hand, it is a tree arc, then the pivot is adual
pivot.
(a) If the pivot is a primal pivot, the arc identified above is theentering arc.

Identify the associatedleaving arcas follows. First, add the entering arc
to the tree. With this arc added, there must be a cycle consisting of the
entering arc and other tree arcs. The leaving arc is chosen from those
arcs on the cycle that go in the opposite direction from the entering arc
and having the smallest flow among all such arcs (evaluated atµ =
µMIN ).

(b) If the pivot is a dual pivot, the arc identified above is theleaving arc.
Identify the associatedentering arcas follows. First, delete the leaving
arc from the tree. This deletion splits the tree into two subtrees. The
entering arc must bridge these two trees in the opposite direction to the
leaving arc, and, among such arcs, it must be the one with the smallest
dual slack (evaluated atµ = µMIN ).

(9) Update primal flowsas follows. Add the entering arc to the tree. This ad-
dition creates a cycle containing both the entering and leaving arcs. Adjust
the flow on the leaving arc to zero, and then adjust the flows on each of the
other cycle arcs as necessary to maintain flow balance.
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(10) Update dual variablesas follows. Delete the leaving arc from the old tree.
This deletion splits the old tree into two subtrees. LetTu denote the subtree
containing the tail of the entering arc, and letTv denote the subtree contain-
ing its head. The dual variables for nodes inTu remain unchanged, but the
dual variables for nodes inTv get incremented by the old dual slack on the
entering arc.

(11) Update dual slacksas follows. All dual slacks remain unchanged except for
those associated with nontree arcs that bridge the two subtreesTu andTv.
The dual slacks corresponding to those arcs that bridge in the same direction
as the entering arc get decremented by the old dual slack on the entering arc,
whereas those that correspond to arcs bridging in the opposite direction get
incremented by this amount.

As was said before and should now be clear, there is no need to update the dual vari-
ables from one iteration to the next; that is, step 10 can be skipped.

6. The Integrality Theorem

In this section, we consider network flow problems for which all the supplies and
demands are integers. Such problems are callednetwork flow problems with integer
data. As we explained in Section 13.2, for network flow problems, basic primal so-
lutions are computed without any multiplication or division. The following important
theorem follows immediately from this property:

THEOREM 13.2. Integrality Theorem.For network flow problems with integer
data, every basic feasible solution and, in particular, every basic optimal solution
assigns integer flow to every arc.

This theorem is important because many real-world network flow problems have
integral supplies/demands and require their solutions to be integral too. This inte-
grality restriction typically occurs when one is shipping indivisible units through a
network. For example, it wouldn’t make sense to ship one third of a car from an au-
tomobile assembly plant to one dealership with the other two thirds going to another
dealership.

Problems that are linear programming problems with the additional stipulation
that the optimal solution values must be integers are calledinteger programming prob-
lems. Generally speaking, these problems are much harder to solve than linear pro-
gramming problems (see Chapter 22). However, if the problem is a network flow
problem with integer data, it can be solved efficiently using the simplex method to
compute a basic optimal solution, which the integrality theorem tells us will be integer
valued.

6.1. König’s Theorem. In addition to its importance in real-world optimization
problems, the integrality theorem also has many applications to the branch of mathe-
matics called combinatorics. We illustrate with just one example.
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THEOREM 13.3. König’s Theorem.Suppose that there aren girls andn boys,
that every girl knows exactlyk boys, and that every boy knows exactlyk girls. Thenn
marriages can be arranged with everybody knowing his or her spouse.

Before proving this theorem it is important to clarify its statement by saying that
the property of “knowing” is symmetric (for example, knowing in the biblical sense).
That is, if a certain girl knows a certain boy, then this boy also knows this girl.

PROOF. Consider a network with nodesg1, g2, . . . , gn, b1, b2, . . . , bn and an arc
from gi to bj if girl i and boyj know each other. Assign one unit of supply to each girl
node and a unit of demand to each boy node. Assign arbitrary objective coefficients to
create a well-defined network flow problem. The problem is guaranteed to be feasible:
just put a flow of1/k on each arc (the polygamists in the group might prefer this
nonintegral solution). By the integrality theorem, the problem has an integer-valued
solution. Clearly, the flow on each arc must be either zero or one. Also, each girl
node is the tail of exactly one arc having a flow of one. This arc points to her intended
mate. �

Exercises

In solving the following problems, the network pivot tool can be used to check
your arithmetic:

campuscgi.princeton.edu/∼rvdb/JAVA/network/nettool/netsimp.html

13.1 Consider the following network flow problem:
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Numbers shown above the nodes are supplies (negative values represent de-
mands) and numbers shown above the arcs are unit shipping costs. The
darkened arcs form a spanning tree.
(a) Compute primal flows for each tree arc.
(b) Compute dual variables for each node.
(c) Compute dual slacks for each nontree arc.

http://campuscgi.princeton.edu/~rvdb/JAVA/network/nettool/netsimp.html
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13.2 Consider the tree solution for the following minimum cost network flow
problem:
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The numbers on the tree arcs represent primal flows while numbers on the
nontree arcs are dual slacks.
(a) Using the largest–coefficient rule in the dual network simplex method,

what is the leaving arc?
(b) What is the entering arc?
(c) After onepivot, what is the new tree solution?

13.3 Consider the following network flow problem:
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The numbers above the nodes are supplies (negative values represent de-
mands) and numbers shown above the arcs are unit shipping costs. The
darkened arcs form a spanning tree.
(a) Compute primal flows for each tree arc.
(b) Compute dual variables for each node.
(c) Compute dual slacks for each nontree arc.

13.4 Consider the tree solution for the following minimum cost network flow
problem:
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The numbers on the tree arcs represent primal flows while numbers on the
nontree arcs are dual slacks.
(a) Using the largest–coefficient rule in the primal network simplex method,

what is the entering arc?
(b) What is the leaving arc?
(c) After onepivot, what is the new tree solution?

13.5 Consider the tree solution for the following minimum cost network flow
problem:
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The numbers on the tree arcs represent primal flows while numbers on the
nontree arcs are dual slacks.
(a) Using the largest–coefficient rule in the dual network simplex method,

what is the leaving arc?
(b) What is the entering arc?
(c) After onepivot, what is the new tree solution?

13.6 Solve the following network flow problem starting with the spanning tree
shown.
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The numbers displayed next to nodes are supplies(+)/demands(−). Num-
bers on arcs are costs. Missing data should be assumed to be zero. The bold
arcs represent an initial spanning tree.

13.7 Solve Exercise 2.11 using the self-dual network simplex method.

13.8 Using today’s date (MMYY) for the seed value, solve 10 problems using the
network simplex pivot tool:

campuscgi.princeton.edu/∼rvdb/JAVA/network/challenge/netsimp.html .

13.9 Consider the following tree solution for a minimum cost network flow prob-
lem:
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As usual, bold arcs represent arcs on the spanning tree, numbers next to the
bold arcs are primal flows, numbers next to non-bold arcs are dual slacks,
and numbers next to nodes are dual variables.
(a) For what values ofµ is this tree solution optimal?
(b) What are the entering and leaving arcs?
(c) After onepivot, what is the new tree solution?
(d) For what values ofµ is the new tree solution optimal?

http://campuscgi.princeton.edu/~rvdb/JAVA/network/challenge/netsimp.html
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13.10 Consider the following tree solution for a minimum cost network flow prob-
lem:
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(a) For what values ofµ is this tree solution optimal?
(b) What are the entering and leaving arcs?
(c) After onepivot, what is the new tree solution?
(d) For what values ofµ is the new tree solution optimal?

13.11 Consider the following minimum cost network flow problem
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As usual, the numbers on the arcs represent the flow costs and numbers at
the nodes represent supplies (demands are shown as negative supplies). The
arcs shown in bold represent a spanning tree. If the solution corresponding
to this spanning tree is optimal prove it, otherwise find an optimal solution
using this tree as the initial spanning tree.

13.12 Suppose that a square submatrix ofÃ is invertible. Show that the arcs cor-
responding to the columns of this submatrix form a spanning tree.

13.13 Show that a spanning tree onm nodes must have exactlym− 1 arcs.

13.14 Define an algorithm that takes as input a network and either finds a spanning
tree or proves that the network is not connected.

13.15 Give an example of a minimum-cost network flow problem with all arc costs
positive and the following counterintuitive property: if the supply at a partic-
ular source node and the demand at a particular sink node are simultaneously
reduced by one unit, then the optimal cost increases.
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FIGURE 13.16. The primal network has nodes “a” through “f”.
The corresponding dual network has nodes “A” through “D” (node
“A” is “at infinity”). A primal spanning tree is shown. It consists
of five arcs: (a,b), (f,b), (b,e), (e,d), and (c,d). The corresponding
dual spanning tree consists of three arcs: (B,A), (A,C), and (D,A).
Primal costs are shown along the primal arcs and supplies/demands
are shown at the primal nodes.

13.16 Consider a possibly disconnected network(N ,A). Two nodesi andj in
N are said to beconnectedif there is a path fromi to j (recall that paths
can traverse arcs backwards or forwards). We writei ∼ j if i and j are
connected.
(a) Show that “∼” defines anequivalence relation. That is, it has the fol-

lowing three properties:
(i) (reflexivity) for all i ∈ N , i ∼ i;

(ii) (symmetry) for alli, j ∈ N , i ∼ j implies thatj ∼ i;
(iii) (transitivity) for all i, j, k ∈ N , i ∼ j andj ∼ k implies that

i ∼ k.
Using the equivalence relation, we can partitionN into a collection of sub-
sets ofequivalence classesN1,N2, . . . ,Nk such that two nodes are con-
nected if and only if they belong to the same subset. The numberk is called
the number ofconnected components.
(b) Show that the rank of the node–arc incidence matrixA is exactlym−k

(recall thatm is the number of rows ofA).
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13.17 One may assume without loss of generality that every node in a minimum
cost network flow problem has at least two arcs associated with it. Why?

13.18 The sum of the dual slacks around any cycle is a constant. What is that
constant?

13.19 Planar Networks.A network is calledplanar if the nodes and arcs can be
layed out on the two-dimensional plane in such a manner that no two arcs
cross each other (it is allowed to draw the arcs as curves if necessary). All
of the networks encountered so far in this chapter have been planar. Associ-
ated with each planar network is a geometrically defined dual network. The
purpose of this problem is to establish the following interesting fact:

A dual network simplex pivot is precisely a primal network simplex
method applied to the dual network.
Viewed geometrically, the nodes of a planar graph are calledvertices

and the arcs are callededges. Consider a specific connected planar network.
If one were to delete the vertices and the edges from the plane, one would
be left with a disjoint collection of subsets of the plane. These subsets are
called faces. Note that there is one unbounded face. It is a face just like
the other bounded ones. An example of a connected planar network with its
faces labeledA throughD is shown in Figure 13.16.

Dual nodes.Associated with each connected planar network is adual
networkdefined by interchanging vertices and faces. That is, place a dual
vertex in the center of each primal face. Note: the dual vertex corresponding
to the unbounded primal face could be placed anywhere in the unbounded
face but we choose to put itat infinity. In this way, dual edges (defined next)
that have a head or a tail at this node can run off to infinity in any direction.

Dual arcs. Connect with a dual edge any pair of dual nodes whose
corresponding primal faces share an edge. Each dual edge crosses exactly
one primal edge. The directionality of the dual edge is determined as fol-
lows: first, place a vector along the corresponding primal edge pointing in
the direction of the primal arc, and then rotate it counterclockwise until it is
tangent to the dual edge. The vector now defines the direction for the dual
arc.

Dual spanning tree.Consider a spanning tree on the primal network
and suppose that a primal–dual tree solution is given. We define aspanning
tree on the dual network as follows. A dual edge is on the dual network’s
spanning tree if and only if the corresponding primal edge is not on the
primal network’s spanning tree.

Dual flows and dual dual-slacks.The numerical arc data for the dual
network is inherited directly from the primal. That is, flows on the dual tree
arcs are exactly equal to the dual slacks on the associated primal nontree
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arcs. And, the dual slacks on the the dual nontree arcs are exactly equal
to the primal flows on the associated primal tree arcs. Having specified
numerical data on the arcs of the dual network, it is fairly straightforward
to determine values for supplies/demands at the nodes and shipping costs
along the arcs that are consistent with these numerical values.

(a) Which of the following networks are planar:
a

be

d c

aa

bb

cc

d

d

(a) (b) (c)

(b) A network is calledcompleteif there is an arc between every pair of
nodes. If a complete network withm nodes is planar, then every net-
work withm nodes is planar. Prove it.

(c) Show that a nonplanar network must have5 or more nodes.
(d) As always, letm denote the number of nodes and letn denote the num-

ber of arcs in a network. Letf denote the number of faces in a planar
network. Show by induction onf thatm = n− f + 2.

(e) Show that the dual spanning tree defined above is in fact a spanning
tree.

(f) Show that a dual pivot for a minimum cost network flow problem de-
fined on the primal network is precisely the same as a primal pivot for
the corresponding network flow problem on the dual network.

(g) Using the cost and supply/demand information given for the primal
problem in Figure 13.16, write down the primal problem as a linear
programming problem.

(h) Write down the dual linear programming problem that one derives al-
gebraically from the primal linear programming problem.

(i) Using the spanning tree shown in Figure 13.16, compute the primal
flows, dual variables, and dual slacks for the network flow problem
associated with the primal network.

(j) Write down the flow and slacks for the network flow problem associated
with the dual network.
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(k) Find arc costs and node supplies/demands for the dual network that are
consistent with the flows and slacks just computed.

(l) Write down the linear programming problem associated with the net-
work flow problem on the dual network.

Notes

The classical reference is Ford & Fulkerson (1962). More recent works include
the books by Christofides (1975), Lawler (1976), Bazaraa et al. (1977), Kennington &
Helgason (1980), Jensen & Barnes (1980), Bertsekas (1991), and Ahuja et al. (1993).

The two “original” algorithms for solving minimum-cost network flow problems
are thenetwork simplex methoddeveloped by Dantzig (1951a) and theprimal–dual
methoddeveloped by Ford & Fulkerson (1958). The self-dual algorithm described
in this chapter is neither of these. In fact, it resembles the “out-of-kilter” method
described by Ford & Fulkerson (1962).



CHAPTER 14

Applications

In this chapter, we discuss briefly the most important applications of network flow
problems.

1. The Transportation Problem

The network flow problem, when thought of as representing the shipment of goods
along a transportation network, is called thetransshipment problem. An important
special case is when the set of nodesN can be partitioned into two setsS andD,

N = S ∪ D, S ∩ D = ∅,
such that every arc inA has its tail inS and its head inD. The nodes inS are called
source (or supply) nodes, while those inD are calleddestination (or demand) nodes.
Such graphs are calledbipartite graphs(see Figure 14.1). A network flow problem on
such a bipartite graph is called atransportation problem. In order for a transportation

Supply
nodes

Demand
nodes

FIGURE 14.1. A bipartite graph—the network for a transportation problem.

241
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problem to be feasible, the supply must be nonnegative at every supply node, and the
demand must be nonnegative at every demand node. That is,

bi ≥ 0 for i ∈ S,
bi ≤ 0 for i ∈ D.

When put on paper, a bipartite graph has the annoying property that the arcs tend
to cross each other many times. This makes such a representation inconvenient for
carrying out the steps of the network simplex method. But there is a nice, uncluttered,
tabular representation of a bipartite graph that one can use when applying the simplex
method. To discover this tabular representation, first suppose that the graph is laid
out as shown in Figure 14.2. Now if we place the supplies and demands on the nodes
and the costs at the kinks in the arcs, then we get, for example, the following simple
tabular representation of a transportation problem:

(14.1)

−10−23−15

7 5 6 ∗
11 8 4 3

18 ∗ 9 ∗
12 ∗ 3 6

(the asterisks represent nonexistent arcs). The iterations of the simplex method can be
written in this tabular format by simply placing the dual variables where the supplies
and demands are and by placing the primal flows and dual slacks where the arc costs
are. Of course, some notation needs to be introduced to indicate which cells are part
of the current spanning tree. For example, the tree could be indicated by putting a box
around the primal flow values. Here is a (nonoptimal) tree solution for the data given
above:

(14.2)

5 1 4

0 7 5 ∗
−3 3 8 −4

−8 ∗ 18 ∗
−2 ∗ −3 15

(the solution to this problem is left as an exercise).
In the case where every supply node is connected to every demand node, the

problem is called theHitchcock Transportation Problem. In this case, the equations
defining the problem are especially simple. Indeed, if we denote the supplies at the
supply nodes byri, i ∈ S, and if we denote the demands at the demand nodes bysj ,
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Supplies

Demands

 7

11

18

12

−10 −23 −15

5 6

8 4 3

9

3 6

FIGURE 14.2. The bipartite graph from Figure 14.1 laid out in a
rectangular fashion, with supplies and demands given at the nodes,
and with costs given on the arcs.

j ∈ D, then we can write the problem as

minimize
∑
i∈S

∑
j∈D

cijxij

subject to
∑
j∈D

xij = ri i ∈ S∑
i∈S

xij = sj j ∈ D

xij ≥ 0 i ∈ S, j ∈ D.

2. The Assignment Problem

Given a setS of m people, a setD of m tasks, and for eachi ∈ S, j ∈ D a cost
cij associated with assigning personi to taskj, theassignment problemis to assign
each person to one and only one task in such a manner that each task gets covered by
someone and the total cost of the assignments is minimized. If we let

xij =

{
1 if personi is assigned taskj,

0 otherwise,
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then the objective function can be written as

minimize
∑
i∈S

∑
j∈D

cijxij .

The constraint that each person is assigned exactly one task can be expressed simply
as ∑

j∈D
xij = 1, for all i ∈ S.

Also, the constraint that every task gets covered by someone is just∑
i∈S

xij = 1, for all j ∈ D.

Except for the assumed integrality of the decision variables,xij , the assignment
problem is just a Hitchcock transportation problem in which the supply at every sup-
ply node (person) is one and the demand at every demand node (task) is also one. This
Hitchcock transportation problem therefore is called theLP-relaxationof the assign-
ment problem. It is easy to see that every feasible solution to the assignment problem
is a feasible solution for its LP-relaxation. Furthermore, every integral feasible so-
lution to the LP-relaxation is a feasible solution to the assignment problem. Since
the network simplex method applied to the LP-relaxation produces an integral solu-
tion, it therefore follows that the method solves not only the LP-relaxation but also the
assignment problem itself. We should note that this is a very special and important
feature of the network simplex method. For example, had we used the primal–dual
interior-point method to solve the LP-relaxation, there would be no guarantee that the
solution obtained would be integral (unless the problem has a unique optimal solu-
tion, in which case any LP solver would find the same, integral answer—but typical
assignment problems have alternate optimal solutions, and an interior-point method
will report a convex combination of all of them).

3. The Shortest-Path Problem

Roughly speaking, the shortest-path problem is to find, well, the shortest path
from one specific node to another in a network(N ,A). In contrast to earlier usage,
the arcs connecting successive nodes on a path must point in the direction of travel.
Such paths are sometimes referred to asdirected paths. To determine a shortest path,
we assume that we are given the length of each arc. To be consistent with earlier
notations, let us assume that the length of arc(i, j) is denoted bycij . Naturally, we
assume that these lengths are nonnegative.

To find the shortest path from one node (say,s) to another (say,r), we will see
that it is necessary to compute the shortest path from many, perhaps all, other nodes to
r. Hence, we define theshortest-path problemas the problem of finding the shortest
path from every node inN to a specific noder ∈ N . The destination noder is called
theroot node.
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3.1. Network Flow Formulation. The shortest-path problem can be formulated
as a network flow problem. Indeed, put a supply of one unit at each nonroot node, and
put the appropriate amount of demand at the root (to meet the total supply). The cost
on each arc is just the length of the arc. Suppose that we’ve solved this network flow
problem. Then the shortest path from a nodei to r can be found by simply following
the arcs fromi to r on the optimal spanning tree. Also, the length of the shortest path
is y∗r − y∗i .

While the network simplex method can be used to solve the shortest-path problem,
there are faster algorithms designed especially for it. To describe these algorithms, let
us denote the distance fromi to r by vi. These distances (or approximations thereof)
are calledlabelsin the networks literature. Some algorithms compute these distances
systematically in a certain order. These algorithms are calledlabel-setting algorithms.
Other algorithms start with an estimate for these labels and then iteratively correct
the estimates until the optimal values are found. Such algorithms are calledlabel-
correcting algorithms.

Note that if we sety∗r to zero in the network flow solution, then the labels are
simply the negative of the optimal dual variables. In the following subsections, we
shall describe simple examples of label-setting and label-correcting algorithms.

3.2. A Label-Correcting Algorithm. To describe a label-correcting algorithm,
we need to identify a system of equations that characterize the shortest-path distances.
First of all, clearly

vr = 0.

What can we say about the labels at other nodes, say, nodei? Suppose that we select
an arc(i, j) that leaves nodei. If we were to travel along this arc and then, from node
j, travel along the shortest path tor, then the distance to the root would becij +vj . So,
from nodei, we should select the arc that minimizes these distances. This selection
will then give the shortest distance fromi to r. That is,

(14.3) vi = min{cij + vj : (i, j) ∈ A}, i 6= r.

The argument we have just made is called theprinciple of dynamic programming,
and equation (14.3) is calledBellman’s equation. Dynamic programming is a whole
subject of its own—we shall only illustrate some of its basic ideas by our study of the
shortest-path problem. In the dynamic programming literature, the set ofvi’s viewed
as a function defined on the nodes is called thevalue function(hence the notation).

From Bellman’s equation, it is easy to identify the arcs one would travel on in a
shortest-path route to the root. Indeed, these arcs are given by

T = {(i, j) ∈ A : vi = cij + vj}.

This set of arcs may contain alternate shortest paths to the root, and so the set is not
necessarily a tree. Nonetheless, any path that follows these arcs will get to the root on
a shortest-path route.
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3.2.1. Method of Successive Approximation.Bellman’s equation is an implicit
system of equations for the valuesvi, i ∈ N . Implicit equations such as this arise
frequently and beg to be solved by starting with a guess at the solution, using this
guess in the right-hand side, and computing a new guess by evaluating the right-hand
side. This approach is called themethod of successive approximations. To apply it to
the shortest-path problem, we initialize the labels as follows:

v
(0)
i =

{
0 i = r

∞ i 6= r.

Then the updates are computed using Bellman’s equation:

v
(k+1)
i =

{
0 i = r

min{cij + v
(k)
j : (i, j) ∈ A} i 6= r.

3.2.2. Efficiency.The algorithm stops when an update leaves all thevi’s un-
changed. It turns out that the algorithm is guaranteed to stop in no more thanm iter-
ations. To see why, it suffices to note thatv

(k)
i has a very simple description: it is the

length of the shortest path fromi to r that hask or fewer arcs in the path. (It is not hard
to convince yourself with an induction onk that this is correct, but a pedantic proof
requires introducing a significant amount of added notation that we wish to avoid.)
Hence, the label-correcting algorithm cannot take more thanm iterations, since every
shortest path can visit each node at most once. Since each iteration involves looking at
every arc of the network, it follows that the number of additions/comparisons needed
to solve a shortest-path problem using the label-correcting algorithm is aboutnm.

3.3. A Label-Setting Algorithm. In this section, we describeDijkstra’s algo-
rithm for solving shortest-path problems. The data structures that are carried from one
iteration to the next are a setF of finishednodes and two arrays indexed by the nodes
of the graph. The first array,vj , j ∈ N , is just the array of labels. The second array,hi,
i ∈ N , indicates the next node to visit from nodei in a shortest path. As the algorithm
proceeds, the setF contains those nodes for which the shortest path has already been
found. This set starts out empty. Each iteration of the algorithm adds one node to it.
This is why the algorithm is called a label-setting algorithm, since each iteration sets
one label to its optimal value. For finished nodes, the labels are fixed at their optimal
values. For each unfinished node, the label has a temporary value, which represents
the length of the shortest path from that node to the root, subject to the condition that
all intermediate nodes on the path must be finished nodes. At those nodes for which no
such path exists, the temporary label is set to infinity (or, in practice, a large positive
number).

The algorithm is initialized by setting all the labels to infinity except for the root
node, whose label is set to0. Also, the set of finished nodes is initialized to the empty
set. Then, as long as there remain unfinished nodes, the algorithm selects an unfinished
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Initialize:

F = ∅

vj =

{
0 j = r,

∞ j 6= r.

while (|Fc| > 0){
j = argmin{vk : k 6∈ F}
F ← F ∪ {j}
for eachi for which (i, j) ∈ A andi 6∈ F {

if (cij + vj < vi) {
vi = cij + vj

hi = j

}
}

}

FIGURE 14.3. Dijkstra’s shortest-path algorithm.

nodej having the smallest temporary label, adds it to the set of finished nodes, and
then updates each unfinished “upstream” neighbori by setting its label tocij + vj if
this value is smaller than the current valuevi. For each neighbori whose label gets
changed,hi is set toj. The algorithm is summarized in Figure 14.3.

4. Upper-Bounded Network Flow Problems

Some real-world network flow problems involve upper bounds on the amount
of flow that an arc can handle. There are modified versions of the network simplex
method that allow one to handle such upper bounds implicitly, but we shall simply
show how to reduce an upper-bounded network flow problem to one without upper
bounds.

Let us consider just one arc,(i, j), in a network flow problem. Suppose that there
is an upper bound ofuij on the amount of flow that this arc can handle. We can express
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this bound as an extra constraint:

0 ≤ xij ≤ uij .

Introducing a slack variable,tij , we can rewrite these bound constraints as

xij + tij = uij

xij , tij ≥ 0.

If we look at the flow balance constraints and focus our attention on the variablesxij

andtij , we see that they appear in only three constraints: the flow balance constraints
for nodesi andj and the upper bound constraint,

· · · −xij · · · = −bi
· · · xij · · · =−bj

xij +tij = uij .

If we subtract the last constraint from the second one, we get

· · · −xij · · · = −bi
· · · · · · −tij =−bj − uij

xij +tij = uij .

Note that we have restored a network structure in the sense that each column again
has one+1 and one−1 coefficient. To make a network picture, we need to create
a new node (corresponding to the third row). Let us call this nodek. The network
transformation is shown in Figure 14.4.

We can use the above transformation to derive optimality conditions for upper-
bounded network flow problems. Indeed, let us consider an optimal solution to the
transformed problem. Clearly, ifxik is zero, then the corresponding dual slackzik =
yi + cij − yk is nonnegative:

(14.4) yi + cij − yk ≥ 0.

Furthermore, the back-flowxjk must be at the upper bound rate:

xjk = uij .

Hence, by complementarity, the corresponding dual slack must vanish:

(14.5) zjk = yj − yk = 0.

Combining (14.4) with (14.5), we see that

yi + cij ≥ yj .
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i j

bi

cij

bj

uij

xij

ki j

bi −uij

cij 0

bj+uij

xij tij

FIGURE 14.4. Adding a new node,k, to accommodate an arc(i, j)
having an upper bounduij on its flow capacity.

On the other hand, if the flow on arc(i, k) is at the capacity value, then the back-flow
on arc(j, k) must vanish. The complementarity conditions then say that

zik = yi + cij − yk = 0
zjk = yj − yk ≥ 0.

Combining these two statements, we get

yi + cij ≤ yj .

Finally, if 0 < xij < uij , then both slack variables vanish, and this implies that

yi + cij = yj .

These properties can then be summarized as follows:

xij = 0 =⇒ yi + cij ≥ yj

xij = uij =⇒ yi + cij ≤ yj(14.6)

0 < xij < uij =⇒ yi + cij = yj .

While upper-bounded network flow problems have important applications, we
admit that our main interest in them is more narrowly focused. It stems from their
relation to an important theorem called the Max-Flow Min-Cut Theorem. We shall
state and prove this theorem in the next section. The only tool we need to prove
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this theorem is the above result giving the complementarity conditions when there are
upper bounds on arcs. So on with the show.

5. The Maximum-Flow Problem

The subject of this section is the class of problems calledmaximum-flow problems.
These problems form an important topic in the theory of network flows. There are
very efficient algorithms for solving them, and they appear as subproblems in many
algorithms for the general network flow problem. However, our aim is rather modest.
We wish only to expose the reader to one important theorem in this subject, which is
called the Max-Flow Min-Cut Theorem.

Before we can state this theorem we need to set up the situation. Suppose that
we are given a network(N ,A), a distinguished nodes ∈ N called thesource node,
a distinguished nodet ∈ N called thesink node, and upper bounds on the arcs of the
networkuij , (i, j) ∈ A. For simplicity, we shall assume that the upper bounds are all
finite (although this is not really necessary). The objective is to “push” as much flow
from s to t as possible.

To solve this problem, we can convert it to an upper-bounded network flow prob-
lem as follows. First, letcij = 0 for all arcs(i, j) ∈ A, and letbi = 0 for every node
i ∈ N . Then add one extra arc(t, s) connecting the sink nodet back to the source
nodes, put a negative cost on this arc (say,cts = −1), and let it have infinite capacity
uts = ∞. Since the only nonzero cost is actually negative, it follows that we shall
actually make a profit by letting more and more flow circulate through the network.
But the upper bound on the arc capacities limits the amount of flow that it is possible
to push through.

In order to state the Max-Flow Min-Cut Theorem, we must define what we mean
by a cut. Acut, C, is a set of nodes that contains the source node but does not contain
the sink node (see Figure 14.5). Thecapacityof a cut is defined as

κ(C) =
∑
i∈C
j 6∈C

uij .

Note that here and elsewhere in this section, the summations are over “original” arcs
that satisfy the indicated set membership conditions. That is, they don’t include the
arc that we added connecting fromt back tos. (If it did, the capacity of every cut
would be infinite—which is clearly not our intention.)

Flow balance tells us that the total flow along original arcs connecting the cut set
C to its complement minus the total flow along original arcs that span these two sets
in the opposite direction must equal the amount of flow on the artificial arc(t, s). That
is,

(14.7) xts =
∑
i∈C
j 6∈C

xij −
∑
i 6∈C
j∈C

xij .



5. THE MAXIMUM-FLOW PROBLEM 251

s
t

C

cts = −1

FIGURE 14.5. A cut setC for a maximum flow problem.

We are now ready to state the Max-Flow Min-Cut Theorem.

THEOREM 14.1. The maximum value ofxts equals the minimum value ofκ(C).

PROOF. The proof follows the usual sort of pattern common in subjects where
there is a sort of duality theory. First of all, we note that it follows from (14.7) that

(14.8) xts ≤ κ(C)

for every feasible flow and every cut setC. Then all that is required is to exhibit a
feasible flow and a cut set for which this inequality is an equality.

Let x∗ij , (i, j) ∈ A, denote the optimal values of the primal variables, and lety∗i ,
i ∈ N , denote the optimal values of the dual variables. Then the complementarity
conditions (14.6) imply that

x∗ij = 0 whenevery∗i + cij > y∗j(14.9)

x∗ij = uij whenevery∗i + cij < y∗j .(14.10)

In particular,

y∗t − 1 ≥ y∗s
(sinceuts =∞). PutC∗ = {k : y∗k ≤ y∗s}. Clearly,C∗ is a cut.

Consider an arc having its tail inC∗ and its head in the complement ofC∗. It
follows from the definition ofC∗ thaty∗i ≤ y∗s < y∗j . Sincecij is zero, we see from
(14.10) thatx∗ij = uij .

Now consider an original arc having its tail in the complement ofC∗ and its
head inC∗ (i.e., bridging the two sets in the opposite direction). It follows then that
y∗j ≤ y∗s < y∗i . Hence, we see from (14.9) thatx∗ij = 0.
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Combining the observations of the last two paragraphs with (14.7), we see that

x∗ts =
∑
i∈C
j 6∈C

uij = κ(C∗).

In light of (14.8), the proof is complete. �

Exercises

14.1 Solve the transportation problem given in (14.1), using (14.2) for the starting
tree solution.

14.2 Solve the following linear programming problem:

maximize 7x1 − 3x2 + 9x3 + 2x4

subject to x1 + x2 ≤ 1

x3 + x4 ≤ 1

x1 + x3 ≥ 1

x2 + x4 ≥ 1

x1, x2, x3, x4 ≥ 0.

(Note: there are two greater-than-or-equal-to constraints.)

14.3 Bob, Carol, David, and Alice are stranded on a desert island. Bob and David
each would like to give their affection to Carol or to Alice. Food is the
currency of trade for this starving foursome. Bob is willing to pay Carol7
clams if she will accept his affection. David is even more keen and is willing
to give Carol9 clams if she will accept it. Both Bob and David prefer Carol
to Alice (sorry Alice). To quantify this preference, David is willing to pay
Alice only 2 clams for his affection. Bob is even more averse: he says that
Alice would have to pay him for it. In fact, she’d have to pay him3 clams
for his affection. Carol and Alice, being proper young women, will accept
affection from one and only one of the two guys. Between the two of them
they have decided to share the clams equally between them and hence their
objective is simply to maximize the total number of clams they will receive.
Formulate this problem as a transportation problem. Solve it.

14.4 Project Scheduling.This problem deals with the creation of a project sched-
ule; specifically, the project of building a house. The project has been di-
vided into a set of jobs. The problem is to schedule the time at which each
of these jobs should start and also to predict how long the project will take.
Naturally, the objective is to complete the project as quickly as possible
(time is money!). Over the duration of the project, some of the jobs can be
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done concurrently. But, as the following table shows, certain jobs definitely
can’t start until others are completed.

Duration Must be

Job (weeks) Preceeded by

0. Sign Contract with Buyer 0 –

1. Framing 2 0

2. Roofing 1 1

3. Siding 3 1

4. Windows 2.5 3

5. Plumbing 1.5 3

6. Electical 2 2,4

7. Inside Finishing 4 5,6

8. Outside Painting 3 2,4

9. Complete the Sale to Buyer 0 7,8

One possible schedule is the following:

Job Start Time

0. Sign Contract with Buyer 0

1. Framing 1

2. Roofing 4

3. Siding 6

4. Windows 10

5. Plumbing 9

6. Electical 13

7. Inside Finishing 16

8. Outside Painting 14

9. Complete the Sale to Buyer 21

With this schedule, the project duration is 21 weeks (the difference be-
tween the start times of jobs 9 and 0).

To model the problem as a linear program, introduce the following de-
cision variables:

tj = the start time of jobj.
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(a) Write an expression for the objective function, which is to minimize the
project duration.

(b) For each jobj, write a constraint for each jobi that must preceedj; the
constraint should ensure that jobj doesn’t start until jobi is finished.
These are calledprecedence constraints.

14.5 Continuation.This problem generalizes the specific example of the previous
problem. A project consists of a set of jobsJ . For each jobj ∈ J there
is a certain setPj of other jobs that must be completed before jobj can be
started. (This is called the set ofpredecessorsof job j.) One of the jobs, say
s, is the starting job; it has no predecessors. Another job, sayt, is the final
(or terminal) job; it is not the predecessor of any other job. The time it will
take to do jobj is denoteddj (thedurationof the job).

The problem is to decide what time each job should begin so that no
job begins before its predecessors are finished, and the duration of the entire
project is minimized. Using the notations introduced above, write out a
complete description of this linear programming problem.

14.6 Continuation.Let xij denote the dual variable corresponding to the prece-
dence constraint that ensures jobj doesn’t start until jobi finishes.
(a) Write out the dual to the specific linear program in Problem 14.4.
(b) Write out the dual to the general linear program in Problem 14.5.
(c) Describe how the optimal value of the dual variablexij can be inter-

preted.

14.7 Continuation.The project scheduling problem can be represented on a di-
rected graph with arc weights as follows. The nodes of the graph correspond
to the jobs. The arcs correspond to the precedence relations. That is, if jobi
must be completed before jobj, then there is an arc pointing from nodei to
nodej. The weight on this arc isdi.
(a) Draw the directed graph associated with the example in Problem 14.4,

being sure to label the nodes and write the weights beside the arcs.
(b) Return to the formulation of the dual from Problem 14.6(a). Give an

interpretation of that dual problem in terms of the directed graph drawn
in Part (a).

(c) Explain why there is always an optimal solution to the dual problem in
which each variablexij is either 0 or 1.

(d) Write out the complementary slackness condition corresponding to dual
variablex26.
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(e) Describe the dual problem in the language of the original project sched-
uling model.

14.8 Continuation.Here is an algorithm for computing optimal start timestj :

1. List the jobs so that the predecessors of each job come be-
fore it in the list.

2. Putt0 = 0.
3. Go down the list of jobs and for jobj puttj = max{ti+di :
i is a predecessor ofj}.

(a) Apply this algorithm to the specific instance from Problem 14.4. What
are the start times of each of the jobs? What is the project duration?

(b) Prove that the solution found in Part (a) is optimal by exhibiting a corre-
sponding dual solution and checking the usual conditions for optimal-
ity (Hint: The complementary slackness conditions may help you find a
dual solution.).

14.9 Currency Arbitrage.Consider the world’s currency market. Given two cur-
rencies, say the Japanese Yen and the US Dollar, there is an exchange rate
between them (currently about 110 Yen to the Dollar). It is always true that,
if you convert money from one currency to another and then back, you will
end up with less than you started with. That is, the product of the exchange
rates between any pair of countries is always less than one. However, it
sometimes happens that a longer chain of conversions results in a gain. Such
a lucky situation is called anarbitrage. One can use a linear programming
model to find such situations when they exist.

Consider the following table of exchange rates (which is actual data
from the Wall Street Journal on Nov 10, 1996):

param rate:
USD Yen Mark Franc :=

USD . 111.52 1.4987 5.0852
Yen .008966 . .013493 .045593
Mark .6659 73.964 . 3.3823
Franc .1966 21.933 .29507 .
;

It is not obvious, but the USD→Yen→Mark→USD conversion actually makes
$0.002 on each initial dollar.
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To look for arbitrage possibilities, one can make ageneralized network
model, which is a network flow model with the unusual twist that a unit
of flow that leaves one node arrives at the next node multiplied by a scale
factor—in our example, the currency conversion rate. For us, each currency
is represented by a node. There is an arc from each node to every other node.
A flow of one unit out of one node becomes a flow of a different magnitude
at the head node. For example, one dollar flowing out of the USD node
arrives at the Franc node as 5.0852 Francs.

Let xij denote the flow from node (i.e. currency)i to nodej. This flow
is measured in the currency of nodei.

One node is special; it is thehomenode, say the US Dollars (USD)
node. At all other nodes, there must be flow balance.

(a) Write down the flow balance constraints at the 3 non-home nodes (Franc,
Yen, and Mark).

At the home node, we assume that there is a supply of one unit (to get things
started). Furthermore, at this node, flow balance will not be satisfied. Instead
one expects a net inflow. If it is possible to make this inflow greater than
one, then an arbitrage has been found. Letf be a variable that represents
this inflow.

(b) Using variablef to represent net inflow to the home node, write a flow
balance equation for the home node.

Of course, the primal objective is to maximizef .

(c) Usingyi to represent the dual variable associated with the primal con-
straint for currencyi, write down the dual linear program. (Regard the
primal variablef as a free variable.)

Now consider the general case, which might involve hundreds of currencies
worldwide.

(d) Write down the model mathematically usingxij for the flow leaving
nodei heading for nodej (measured in the currency of nodei), rij for
the exchange rate when converting from currencyi to currencyj, and
f for the net inflow at the home nodei∗.

(e) Write down the dual problem.
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(f) Can you give an interpretation for the dual variables? Hint: It might be
helpful to think about the case whererji = 1/rij for all i, j.

(g) Comment on the conditions under which your model will be unbounded
and/or infeasible.

Notes

The Hitchcock problem was introduced by Hitchcock (1941). Dijkstra’s algo-
rithm was discovered by Dijkstra (1959).

The Max-Flow Min-Cut Theorem was proved independently by Elias et al. (1956),
by Ford & Fulkerson (1956) and, in the restricted case where the upper bounds are all
integers, by Kotzig (1956). Fulkerson & Dantzig (1955) also proved the Max-Flow
Min-Cut Theorem. Their proof uses duality, which is particularly relevant to this
chapter.

The classic references for dynamic programming are the books by Bellman (1957)
and Howard (1960). Further discussion of label-setting and label-correcting algo-
rithms can be found in the book by Ahuja et al. (1993).





CHAPTER 15

Structural Optimization

This final chapter on network-type problems deals with finding the best design
of a structure to support a specified load at a fixed set of points. Thetopologyof the
problem is described by a graph where each node represents ajoint in the structure and
each arc represents a potentialmember.1 We shall formulate this problem as a linear
programming problem whose solution determines which of the potential members to
include in the structure and how thick each included member must be to handle the
load. The optimization criterion is to find a minimal weight structure. As we shall see,
the problem bears a striking resemblance to the minimum-cost network flow problem
that we studied in Chapter 13.

1. An Example

We begin with an example. Consider the graph shown in Figure 15.1. This graph
represents a structure consisting of five joints and eight possible members connecting
the joints. The five joints and their coordinates are given as follows:

Joint Coordinates

1 (0.0 , 0.0)

2 (6.0 , 0.0)

3 (0.0 , 8.0)

4 (6.0 , 8.0)

5 (3.0 , 12.0)

Since joints are analogous to nodes in a network, we shall denote the set of joints by
N and denote bym the number of joints. Also, since members are analogous to arcs
in network flows, we shall denote the set of them byA. For the structure shown in
Figure 15.1, the set of members is

A = {{1, 2}, {1, 3}, {1, 4}, {2, 3}, {2, 4}, {3, 4}, {3, 5}, {4, 5}} .

1Civil engineers refer to beams as members.
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3

1 2

4

5

b1 b2

b5

u21

u24
u23

FIGURE 15.1. Sample topology for a two-dimensional structure.

Note that we enclosed the pairs of endjoints in braces to emphasize that their order
is irrelevant. For example,{2, 3} and{3, 2} refer to one and the same member span-
ning between joints2 and3. In network flows, the graphs we considered were di-
rected graphs. Here, they are undirected. Also, the graphs here are embedded in a
d-dimensional Euclidean space (meaning that every node comes with a set of coordi-
nates indicating its location ind-dimensional space). No such embedding was imposed
before in our study of network flows, even though real-world network flow problems
often possess such an embedding.

Following the standard convention of using braces to denote sets, we ought to let
x{i,j} denote the force exerted by member{i, j} on its endjoints. But the braces are
cumbersome. Hence, we shall write this force simply asxij , with the understanding
thatxij andxji denote one and the same variable.

We shall assume that a positive force represents tension in the member (i.e., the
member is pulling “in” on its two endjoints) and that a negative value represents com-
pression (i.e., the member is pushing “out” on its two endjoints).

If the structure is to be in equilibrium (i.e., not accelerating in some direction),
then forces must be balanced at each joint. Of course, we assume that there may be a
nonzero external load at each joint (this is the analogue of the external supply/demand
in the minimum-cost network flow problem). Hence, for each nodei, let bi denote
the externally applied load. Note that eachbi is a vector whose dimension equals the
dimension of the space in which the structure lies. For our example, this dimension is
2. In general, we shall denote the spatial dimension byd.
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Force balance imposes a number of constraints on the member forces. For exam-
ple, the force balance equations for joint2 can be written as follows:

x12

[
−1

0

]
+ x23

[
−0.6

0.8

]
+ x24

[
0

1

]
= −

[
b12

b22

]
,

whereb12 andb22 denote the components ofb2. Note that the three vectors appearing
on the left are unit vectors pointing out from joint2 along each of the corresponding
members.

2. Incidence Matrices

If, for each jointi, we letpi denote its position vector, then the unit vectors point-
ing along the arcs can be written as follows:

uij =
pj − pi

‖pj − pi‖
, {i, j} ∈ A.

It is important to note thatuji = −uij , since the first vector points fromj towards
i, whereas the second points fromi towardsj. In terms of these notations, the force
balance equations can be expressed succinctly as

(15.1)
∑
j:

{i,j}∈A

uijxij = −bi i = 1, 2, . . . ,m.

These equations can be written in matrix form as

(15.2) Ax = −b
wherex denotes the vector consisting of the member forces,b denotes the vector
whose elements are the applied load vectors, andA is a matrix containing the unit
vectors pointing along the appropriate arcs. For our example, we have

xT =
[

x12 x13 x14 x23 x24 x34 x35 x45

]

A =

1

2

3

4

5



[
1

0

] [
0

1

] [
.6

.8

]
[
−1

0

] [
−.6

.8

] [
0

1

]
[

0

−1

] [
.6

−.8

] [
1

0

] [
.6

.8

]
[
−.6

−.8

] [
0

−1

] [
−1

0

] [
−.6

.8

]
[
−.6

−.8

] [
.6

−.8

]



, b =



b11

b21

b12

b22

b13

b23

b14

b24

b15

b25



.
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Note that we have writtenA as a matrix of2-vectors by putting “inner” brackets around
appropriate pairs of entries. These inner brackets could of course be dropped—they
are included simply to show how the constraints match up with (15.1).

In network flows, an incidence matrix is characterized by the property that every
column of the matrix has exactly two nonzero entries, one+1 and one−1. Here,
the matrixA is characterized by the property that, when viewed as a matrix ofd-
vectors, every column has two nonzero entries that are unit vectors pointing in opposite
directions from each other. Generically, matrixA can be written as follows:

{i, j}
↓

A =
i→

j →


uij

uji


where, for each{i, j} ∈ A,

uij , uji ∈ Rd,

uij = −uji,

and

‖uij‖ = ‖uji‖ = 1.

By analogy with network flows, the matrixA is called anincidence matrix. This
definition is a strict generalization of the definition we had before, since, ford = 1,
the current notion reduces to the network flows notion. Incidence matrices for network
flows enjoy many useful properties. In the following sections, we shall investigate the
extent to which these properties carry over to our generalized notion.

3. Stability

Recall that for network flows, the sum of the rows of the incidence matrix van-
ishes and that if the network is connected, this is the only redundancy. Ford > 1, the
situation is similar. Clearly, the sum of the rows vanishes. But is this the only redun-
dancy? To answer this question, we need to look for nonzero row vectorsyT for which
yTA = 0. The set of all such row vectors is a subspace of the set of all row vectors.
Our aim is to find a basis for this subspace and, in particular, to identify its dimension.
To this end, first writey in component form asyT = [yT

1 · · · yT
m ] where each of the

entriesyi, i = 1, 2, . . . ,m, ared-vectors (transposed to make them into row vectors).
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Multiplying this row vector against each column ofA, we see thatyTA = 0 if and
only if

(15.3) yT
i uij + yT

j uji = 0, for all {i, j} ∈ A.

There are many choices ofy that yield a zero row combination. For example, we can
take any vectorv ∈ Rd and put

yi = v, for everyi ∈ N .

Substituting this choice ofyi’s into the left-hand side of (15.3), we get

yT
i uij + yT

j uji = vTuij + vTuji = vTuij − vTuij = 0.

This set of choices shows that the subspace is at leastd-dimensional.
But there are more! They are defined in terms of skew symmetric matrices. A

matrixR is calledskew symmetricif RT = −R. A simple but important property of
skew symmetric matrices is that, for every vectorξ,

(15.4) ξTRξ = 0

(see Exercise 15.1). We shall make use of this property shortly. Now, to give more
choices ofy, letR be ad× d skew symmetric matrix and put

yi = Rpi, for everyi ∈ N

(recall thatpi denotes the position vector for jointi). We need to check (15.3). Sub-
stituting this definition of they’s into the left-hand side in (15.3), we see that

yT
i uij + yT

j uji = pT
i R

Tuij + pT
j R

Tuji

=−pT
i Ruij − pT

j Ruji

= (pj − pi)TRuij .

Now substituting in the definition ofuij , we get

(pj − pi)TRuij =
(pj − pi)TR(pj − pi)

‖pj − pi‖
.

Finally, by puttingξ = pj − pi and using property (15.4) of skew symmetric matrices,
we see that the numerator on the right vanishes. Hence, (15.3) holds.

How many redundancies have we found? Ford = 2, there are two independent
v-type redundancies and one moreR-type. The following two vectors and a matrix
can be taken as a basis for these redundancies[

1

0

]
,

[
0

1

]
,

[
0 −1

1 0

]
.
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For d = 3, there are three independentv-type redundancies and threeR-type. Here
are three vectors and three matrices that can be taken as a basis for the space of redun-
dancies: 

1

0

0

 ,


0

1

0

 ,


0

0

1

 ,

(15.5)


0 −1 0

1 0 0

0 0 0

 ,


0 0 −1

0 0 0

1 0 0

 ,


0 0 0

0 0 −1

0 1 0

 .
In general, there ared + d(d − 1)/2 = d(d + 1)/2 independent redundancies.

There could be more. But just as for network flows, where we showed that there is one
redundancy if and and only if the network is connected, further redundancies represent
a defect in the underlying graph structure. In fact, we say that the graph isstableif the
rank of the incidence matrixA is exactlymd − d(d + 1)/2, that is, if and only if the
above redundancies account for the entire rank deficiency ofA.

4. Conservation Laws

Recall that for network flows, not all choices of supplies/demands yield feasible
flows. For connected networks, it is necessary and sufficient that the total supply
equals the total demand. The situation is similar here. The analogous question is:
which external loads give rise to solutions to (15.2)? We have already identified several
row vectorsyT for whichyTA = 0. Clearly, in order to have a solution to (15.2), it is
necessary thatyT b = 0 for all these row vectors. In particular for everyv ∈ Rd, we
see thatb must satisfy the following condition:∑

i

vT bi = 0.

Bringing the sum inside of the product, we get

vT

(∑
i

bi

)
= 0.

Since this must hold for everyd-vectorv, it follows that∑
i

bi = 0.

This condition has a simple physical interpretation: the loads, taken in total, must
balance.

What about the choices ofyT arising from skew symmetric matrices? We shall
show that these choices impose the conditions necessary to prevent the structure from
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spinning around some axis of rotation. To show that this is so, let us first consider the
two-dimensional case. For every2× 2 skew symmetric matrixR, the load vectorsbi,
i ∈ N , must satisfy

(15.6)
∑

i

(Rpi)T bi = 0.

This expression is a sum of terms of the form(Rp)T b, wherep is the position vector
of a point andb is a force applied at this point. We claim that(Rp)T b is precisely the
torque about the origin created by applying forceb at locationp. To see this connection
between the algebraic expression and its physical interpretation, first decomposep into
the product of its lengthr times a unit vectorv pointing in the same direction and
rewrite the algebraic expression as

(Rp)T b = r(Rv)T b.

Now, without loss of generality, we may assume thatR is the “basis” matrix for the
space of skew symmetric matrices,

R =

[
0 −1

1 0

]
.

This matrix has the additional property that its two columns are unit vectors that are
orthogonal to each other. That is,RTR = I. Hence,

‖Rv‖2 = ‖v‖2 = 1.

Furthermore, property (15.4) tells us thatRv is orthogonal tov. Therefore, the product
(Rv)T b is the length of the projection ofb in the direction ofRv, and sor(Rv)T b
is the distance from the origin (of the coordinate system) top, which is called the
moment arm, times the component of the force that is orthogonal to the moment arm
in the direction ofRv (see Figure 15.2). This interpretation for each summand in
(15.6) shows that it is exactly the torque around the rotation axis passing through the
origin of the coordinate system caused by the forcebi applied to jointi. In d = 2,
there is only one rotation around the origin. This fact corresponds to the fact that the
dimension of the space of skew symmetric matrices in two dimensions is1. Also,
stipulating that the total torque about the origin vanishes implies that the total torque
around any point other point also vanishes—see Exercise 15.4.

The situation ford > 2, in particular ford = 3, is slightly more complicated.
Algebraically, the complications arise because the basic skew symmetric matrices no
longer satisfyRTR = I. Physically, the complications stem from the fact that in
two dimensions rotation takes place around a point, whereas in three dimensions it
takes place around an axis. We shall explain how to resolve the complications for
d = 3. The extension to higher dimensions is straightforward (and perhaps not so
important). The basic conclusion that we wish to derive is the same, namely that for
basic skew symmetric matrices, the expression(Rp)T b represents the torque generated
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bi

pi

Rvi

vi

0

i

FIGURE 15.2. Theith summand in (15.6) is the length ofpi times
the length of the projection ofbi onto the direction given byRvi.
This is precisely the torque around an axis at0 caused by the force
bi applied at jointi.

by applying a forceb at pointp. Recall that there are just three basic skew symmetric
matrices, and they are given by (15.5). To be specific, let us just study the first one:

R =


0 −1 0

1 0 0

0 0 0

 .
This matrix can be decomposed into the product of two matrices:

R = UP

where

U =


0 −1 0

1 0 0

0 0 1

 and P =


1 0 0

0 1 0

0 0 0

 .
The matrixU has the property thatR had before, namely,

UTU = I.

Such matrices are calledunitary. The matrixP is a projection matrix. If we let

q = Pp,

v =
q

‖q‖
,

and
r = ‖q‖,
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}v

q

p

b

}r

(U v )T b

x1

x2

x3

U v

FIGURE 15.3. The decomposition of(Rp)T b into the product of a
moment armr times the component ofb in the directionUv shows
that it is precisely the torque around the third axis.

then we can rewrite(Rp)T b as

(Rp)T b = r(Uv)T b.

Sincev is a unit vector andU is unitary, it follows thatUv is a unit vector. Hence,
(Uv)T b represents the scalar projection ofb onto the direction determined byUv.
Also, it is easy to check thatUv is orthogonal tov. At this point, we can consult
Figure 15.3 to see thatr is the moment arm for the torque around the third coordinate
axis and(Uv)T b is the component of force in the direction of rotation around this axis.
Therefore, the product is precisely the torque around this axis. As we know, ford = 3,
there are three independent axes of rotation, namely,pitch, roll , andyaw. These axes
correspond to the three basis matrices for the space of3× 3 skew symmetric matrices
(the one we have just studied corresponds to the yaw axis).

Finally, we note that (15.6) simply states that the total torque around each axis of
rotation must vanish. This means that the forces cannot be chosen to make the system
spin.

5. Minimum-Weight Structural Design

For a structure withm nodes, the system of force balance equations (15.2) hasmd
equations. But, as we now know, if the structure is stable, there are exactlyd(d+1)/2
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redundant equations. That is, the rank ofA ismd− d(d+ 1)/2. Clearly, the structure
must contain at least this many members. We say that the structure is atruss if it is
stable and has exactlymd − d(d + 1)/2 members. In this case, the force balance
equations have a unique solution (assuming, of course, that the total applied force and
the total applied torque around each axis vanish). From an optimization point of view,
trusses are not interesting because they leave nothing to optimize—one only needs to
calculate.

To obtain an interesting optimization problem, we assume that the proposed struc-
ture has more members than the minimum required to form a truss. In this setting, we
introduce an optimization criterion to pick that solution (whether a truss or otherwise)
that minimizes the criterion. For us, we shall attempt to minimize total weight. To
keep things simple, we assume that the weight of a member is directly proportional to
its volume and that the constant of proportionality (thedensityof the material) is the
same for each member. (These assumptions are purely for notational convenience—
a real engineer would certainly include these constants and let them vary from one
member to the next). Hence, it suffices to minimize the total volume. The volume of
one member, say,{i, j}, is its lengthlij = ‖pj − pi‖ times its cross-sectional area.
Again, to keep things as simple as possible, we assume that the cross-sectional area
must be proportional to the tension/compression carried by the member (members car-
rying big loads must be “fat”—otherwise they might break). Let’s set the constant of
proportionality arbitrarily to one. Then the function that we should minimize is just
the sum over all members oflij |xij |. Hence, our optimization problem can be written
as follows:

minimize
∑

{i,j}∈A

lij |xij |

subject to
∑
j:

{i,j}∈A

uijxij = −bi i = 1, 2, . . . ,m.

This problem is not a linear programming problem: the constraints are linear, but the
objective function involves the absolute value of each variable. We can, however,
convert this problem to a linear programming problem with the following trick. For
each{i, j} ∈ A, writexij as the difference between two nonnegative variables:

xij = x+
ij − x

−
ij , x+

ij , x
−
ij ≥ 0.

Think of x+
ij as the tension part ofxij andx−ij as the compression part. The absolute

value can then be modeled as the sum of these components

|xij | = x+
ij + x−ij .

We allow both components to be positive at the same time, but no minimum-weight
solution will have any member with both components positive, since if there were
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such a member, the tension component and the compression component could be de-
creased simultaneously at the same rate without changing the force balance equations
but reducing the weight. This reduction contradicts the minimum-weight assumption.

We can now state the linear programming formulation of the minimum weight
structural design problem as follows:

minimize
∑

{i,j}∈A

(lijx+
ij + lijx

−
ij)

subject to
∑
j:

{i,j}∈A

(uijx
+
ij − uijx

−
ij) = −bi i = 1, 2, . . . ,m

x+
ij , x

−
ij ≥ 0 {i, j} ∈ A.

In terms of the incidence matrix, each column must now be written down twice, once
as before and once as the negative of before.

6. Anchors Away

So far we have considered structures that are free floating in the sense that even
though loads are applied at various joints, we have not assumed that any of the joints
are anchored to a large object such as the Earth. This setup is fine for structures
intended for a rocket or a space station, but for Earth-bound applications it is generally
desired to anchor some joints. It is trivial to modify the formulation we have already
given to cover the situation where some of the joints are anchored. Indeed, thed force
balance equations associated with an anchored joint are simply dropped as constraints,
since the Earth supplies whatever counterbalancing force is needed. Of course, one
can consider dropping only some of thed force balance equations associated with a
particular joint. In this case, the physical interpretation is quite simple. For example,
in two dimensions it simply means that the joint is allowed to roll on a track that is
aligned with one of the coordinate directions but is not allowed to move off the track.

If enough “independent” constraints are dropped (at least three in two dimensions
and at least six in three dimensions), then there are no longer any limitations on the
applied loads—the structure will be sufficiently well anchored so that the Earth will
apply whatever forces are needed to prevent the structure from moving. This is the
most typical scenario under which these problems are solved. It makes setting up the
problem much easier, since one no longer needs to worry about supplying loads that
can’t be balanced.

We end this chapter with one realistic example. Suppose the need exists to design
a bracket to support a hanging load at a fixed distance from a wall. This bracket
will be molded out of plastic, which means that the problem of finding an optimal
design belongs to the realm of continuum mechanics. However, we can get an idea
of the optimal shape by modeling the problem discretely (don’t tell anyone). That is,
we define a lattice of joints as shown in Figure 15.4 and introduce a set of members
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FIGURE 15.4. The set of joints used for the discrete approximation
to the bracket design problem. The highlighted joints on the left
are anchored to the wall, and the highlighted joint on the right must
support the hanging load.

from which the bracket can be constructed. Each joint has members connecting it
to several nearby joints. Figure 15.5 shows the members connected to one specific
joint. Each joint in the structure has this connection “topology” with, of course, the
understanding that joints close to the boundary do not have any member for which the
intended connecting joint does not exist. The highlighted joints on the left side in
Figure 15.4 are the anchored joints, and the highlighted joint on the right side is the
joint to which the hanging load is applied (by “hanging,” we mean that the applied
load points downward). The optimal solution is shown in Figure 15.6. The thickness
of each member is drawn in proportion to the square root of the tension/compression
in the member (since if the structure actually exists in three dimensions, the diameter
of a member would be proportional to the square root of the cross-sectional area).
Also, those members under compression are drawn in dark gray, whereas those under
tension are drawn in light gray. Note that the compression members appear to cross
the tension members at right angles. These curves are calledprinciple stresses. It is
a fundamental result in continuum mechanics that the principle tension stresses cross
the principle compression stresses at right angles. We have discovered this result using
optimization.
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FIGURE 15.5. The members connected to a single interior joint.

FIGURE 15.6. The minimum weight bracket.
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Most nonexperts find the solution to this problem to be quite surprising, since it
covers such a large area. Yet it is indeed optimal. Also, one can see that the continuum
solution should be roughly in the shape of a leaf.

Exercises

15.1 Show that a matrixR is skew symmetric if and only if

ξTRξ = 0, for every vectorξ.

15.2 Which of the structures shown in Figure 15.7 is stable? (Note: each structure
is shown embedded in a convenient coordinate system.)

15.3 Which of the structures shown in Figure 15.7 is a truss?

15.4 Assuming that the total applied force vanishes, show that total torque is
translation invariant. That is, for any vectorξ ∈ Rd,∑

i

(R(pi − ξ))T bi =
∑

i

(Rpi)T bi.

15.5 In 3-dimensions there are 5 regular (Platonic) solids. They are shown in
Figure 15.8 and have the following number of vertices and edges:

vertices edges

tetrahedron 4 6

cube 8 12

octahedron 6 12

dodecahedron 20 30

icosahedron 12 30

If one were to construct pin-jointed wire-frame models of these solids, which
ones would be stable?

Notes

Structural optimization has its roots in Michell (1904). The first paper in which
truss design was formulated as a linear programming problem is Dorn et al. (1964). A
few general references on the subject include Hemp (1973), Rozvany (1989), Bendsøe
et al. (1994), and Recski (1989).
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(a) (b)

(c) (d)

(f)(e)

FIGURE 15.7. Structures for Exercises 15.2 and 15.3.
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FIGURE 15.8. The five regular solids.



Part 3

Interior-Point Methods



There is, I believe, in every disposition a
tendency to some particular evil — a natural

defect, which not even the best education
can overcome.— J. Austen



CHAPTER 16

The Central Path

In this chapter, we begin our study of an alternative to the simplex method for
solving linear programming problems. The algorithm we are going to introduce is
called apath-following method. It belongs to a class of methods calledinterior-point
methods. The path-following method seems to be the simplest and most natural of
all the methods in this class, so in this book we focus primarily on it. Before we
can introduce this method, we must define the path that appears in the name of the
method. This path is called thecentral pathand is the subject of this chapter. Before
discussing the central path, we must lay some groundwork by analyzing a nonlinear
problem, called thebarrier problem, associated with the linear programming problem
that we wish to solve.

Warning: Nonstandard Notation Ahead

Starting with this chapter, given a lower-case letter denoting a vector quantity, we
shall use the upper-case form of the same letter to denote the diagonal matrix whose
diagonal entries are those of the corresponding vector. For example,

x =


x1

x2

...

xn

 =⇒ X =


x1

x2

...

xn

 .
This notation is nonstandard in mathematics at large, but has achieved a certain amount
of acceptance in the interior-point-methods community.

1. The Barrier Problem

In this chapter, we consider the linear programming problem expressed, as usual,
with inequality constraints and nonnegative variables:

maximize cTx

subject to Ax≤ b
x≥ 0.

277
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The corresponding dual problem is

minimize bT y

subject toAT y ≥ c
y ≥ 0.

As usual, we add slack variables to convert both problems to equality form:

(16.1)

maximize cTx

subject to Ax+ w= b

x, w≥ 0

and
minimize bT y

subject toAT y − z = c

y, z ≥ 0.

Given a constrained maximization problem where some of the constraints are
inequalities (such as our primal linear programming problem), one can consider re-
placing any inequality constraint with an extra term in the objective function. For
example, in (16.1) we could remove the constraint that a specific variable, say,xj , is
nonnegative by adding to the objective function a term that is negative infinity whenxj

is negative and is zero otherwise. This reformulation doesn’t seem to be particularly
helpful, since this new objective function has an abrupt discontinuity that, for exam-
ple, prevents us from using calculus to study it. However, suppose we replace this
discontinuous function with another function that is negative infinity whenxj is nega-
tive but is finite forxj positive and approaches negative infinity asxj approaches zero.
In some sense this smooths out the discontinuity and perhaps improves our ability to
apply calculus to its study. The simplest such function is the logarithm. Hence, for
each variable, we introduce a new term in the objective function that is just a constant
times the logarithm of the variable:

(16.2)
maximize cTx+ µ

∑
j log xj + µ

∑
i logwi

subject toAx+ w = b.

This problem, while not equivalent to our original problem, seems not too different
either. In fact, as the parameterµ, which we assume to be positive, gets small, it
appears that (16.2) becomes a better and better stand-in for (16.1). Problem (16.2)
is called thebarrier problemassociated with (16.1). Note that it is not really one
problem, but rather a whole family of problems indexed by the parameterµ. Each of
these problems is a nonlinear programming problem because the objective function
is nonlinear. This nonlinear objective function is called abarrier functionor, more
specifically, alogarithmic barrier function.
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µ= 8

µ=1

µ=0.01

(a) µ= 8 (b) µ=1

(c) µ=0.01 (d)  central path

FIGURE 16.1. Parts (a) through (c) show level sets of the barrier
function for three values ofµ. For each value ofµ, four level sets
are shown. The maximum value of the barrier function is attained
inside the innermost level set. The drawing in part (d) shows the
central path.

It is instructive to have in mind a geometric picture of the barrier function. Recall
that, for problems expressed in standard form, the set of feasible solutions is a poly-
hedron with each face being characterized by the property that one of the variables
is zero. Hence, the barrier function is minus infinity on each face of the polyhedron.
Furthermore, it is finite in the interior of the polyhedron, and it approaches minus in-
finity as the boundary is approached. Figure 16.1 shows some level sets for the barrier
function for a specific problem and a few different choices ofµ. Notice that, for each
µ, the maximum is attained at an interior point, and asµ gets closer to zero this interior
point moves closer to the optimal solution of the original linear programming problem
(which is at the top vertex). Viewed as a function ofµ, the set of optimal solutions
to the barrier problems forms a path through the interior of the polyhedron of feasible
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g=0
x* ∆f

FIGURE 16.2. The concentric rings illustrate a few level sets off .
Clearly, at the optimal solution,x∗, the gradient must be perpendic-
ular to the feasible set.

solutions. This path is called thecentral path. Our aim is to study this central path. To
this end, we need to develop some machinery, referred to asLagrange multipliers.

2. Lagrange Multipliers

We wish to discuss briefly the general problem of maximizing a function subject
to one or more equality constraints. Here, the functions are permitted to be nonlinear,
but are assumed to be smooth, say, twice differentiable.

For the moment, suppose that there is a single constraint equation so that the
problem can be formally stated as

maximize f(x)

subject tog(x) = 0.

In this case, the geometry behind the problem is compelling (see Figure 16.2). The
gradient off , denoted∇f , is a vector that points in the direction of most rapid increase
of f . For unconstrained optimization, we would simply set this vector equal to zero
to determine the so-calledcritical points of f , and the maximum, if it exists, would
have to be included in this set. However, given the constraint,g(x) = 0, it is no longer
correct to look at points where the gradient vanishes. Instead, the gradient must be
orthogonal to the set of feasible solutions{x : g(x) = 0}. Of course, at each pointx
in the feasible set,∇g(x), is a vector that is orthogonal to the feasible set at this point
x. Hence, our new requirement for a pointx∗ to be a critical point is that it is feasible
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g1=0

x*

g2=0

∆g2

∆g1

∆f

∆f

FIGURE 16.3. The feasible set is the curve formed by the intersec-
tion of g1 = 0 and g2 = 0. The pointx∗ is optimal, since the
gradient off at that point is perpendicular to the feasible set.

and that∇f(x∗) be proportional to∇g(x∗). Writing this out as a system of equations,
we have

g(x∗) = 0
∇f(x∗) = y∇g(x∗).

Here,y is the proportionality constant. Note that it can be any real number, either pos-
itive, negative, or zero. This proportionality constant is called aLagrange multiplier.

Now consider several constraints:

maximize f(x)

subject to g1(x) = 0

g2(x) = 0
...

gm(x) = 0.

In this case, the feasible region is the intersection ofm hypersurfaces (see Figure 16.3).
The space orthogonal to the feasible set at a pointx is no longer a one-dimensional set
determined by a single gradient, but is instead a higher-dimensional space (typically
m), given by the span of the gradients. Hence, we require that∇f(x∗) lie in this span.
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This yields the following set of equations for a critical point:

g(x∗) = 0

∇f(x∗) =
m∑

i=1

yi∇g(x∗).(16.3)

The derivation of these equations has been entirely geometric, but there is also a
simple algebraic formalism that yields the same equations. The idea is to introduce
the so-calledLagrangianfunction

L(x, y) = f(x)−
∑

i

yigi(x)

and to look for its critical points over bothx andy. Since this is now an unconstrained
optimization problem, the critical points are determined by simply setting all the first
derivatives to zero:

∂L

∂xj
=

∂f

∂xj
−
∑

i

yi
∂gi

∂xj
= 0, j = 1, 2, . . . , n,

∂L

∂yi
= −gi = 0, i = 1, 2, . . . ,m.

Writing these equations in vector notation, we see that they are exactly the same as
those derived using the geometric approach. These equations are usually referred to
as thefirst-order optimality conditions.

Determining whether a solution to the first-order optimality conditions is indeed a
global maximum as desired can be difficult. However, if the constraints are all linear,
the first step (which is often sufficient) is to look at the matrix of second derivatives:

Hf(x) =
[

∂2f

∂xi∂xj

]
.

This matrix is called theHessianof f atx. We have

THEOREM 16.1. If the constraints are linear, a critical pointx∗ is a local maxi-
mum if

(16.4) ξTHf(x∗)ξ < 0

for eachξ 6= 0 satisfying

(16.5) ξT∇gi(x∗) = 0, i = 1, 2, . . . ,m.

PROOF. We start with the two-term Taylor series expansion off aboutx∗:

f(x∗ + ξ) = f(x∗) +∇f(x∗)T ξ +
1
2
ξTHf(x∗)ξ + o(‖ξ‖2).
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The vectorξ represents a displacement from the current pointx∗. The only displace-
ments that are relevant are those that lie in the feasible set. Hence, letξ be a direction
vector satisfying (16.5). From (16.3) and (16.5), we see that∇f(x∗)T ξ = 0, and so

f(x∗ + ξ) = f(x∗) +
1
2
ξTHf(x∗)ξ + o(‖ξ‖2).

Employing (16.4) finishes the proof. �

It is worth remarking that if (16.4) is satisfied not just atx∗ but at allx, thenx∗ is
a unique global maximum.

In the next section, we shall use Lagrange multipliers to study the central path
defined by the barrier problem.

3. Lagrange Multipliers Applied to the Barrier Problem

In this section, we shall use the machinery of Lagrange multipliers to study the
solution to the barrier problem. In particular, we will show that (subject to some mild
assumptions) for each value of the barrier parameterµ, there is a unique solution to
the barrier problem. We will also show that asµ tends to zero, the solution to the
barrier problem tends to the solution to the original linear programming problem. In
the course of our study, we will stumble naturally upon the central path for the dual
problem. Taken together, the equations defining the primal and the dual central paths
play an important role, and so we will introduce the notion of a primal–dual central
path.

We begin by recalling the barrier problem:

maximize cTx+ µ
∑

j log xj + µ
∑

i logwi

subject toAx+ w = b.

This is an equality-constrained optimization problem, and so it is a problem to which
we can apply the Lagrange multiplier tools developed in the previous section. The
Lagrangian for this problem is

L(x,w, y) = cTx+ µ
∑

j

log xj + µ
∑

i

logwi + yT (b−Ax− w).

Taking derivatives with respect to each variable and setting them to zero, we get the
first-order optimality conditions:

∂L

∂xj
= cj + µ

1
xj
−
∑

i

yiaij = 0, j = 1, 2, . . . , n,

∂L

∂wi
= µ

1
wi
− yi = 0, i = 1, 2, . . . ,m.

∂L

∂yi
= bi −

∑
j

aijxj − wi = 0, i = 1, 2, . . . ,m.
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Writing these equations in matrix form, we get

AT y − µX−1e = c

y = µW−1e

Ax+ w = b.

Here, as warned at the beginning of the chapter,X denotes the diagonal matrix whose
diagonal entries are the components ofx, and similarly forW . Also, recall that we
usee to denote the vector of all ones.

Introducing an extra vector defined asz = µX−1e, we can rewrite the first-order
optimality conditions like this:

Ax+ w = b.

AT y − z = c

z = µX−1e

y = µW−1e.

Finally, if we multiply the third equation through byX and the fourth equation byW ,
we arrive at a primal–dual symmetric form for writing these equations:

(16.6)

Ax+ w= b

AT y − z = c

XZe= µe

YWe= µe.

Note that the first equation is the equality constraint that appears in the primal problem,
while the second equation is the equality constraint for the dual problem. Furthermore,
writing the third and fourth equations out componentwise,

xjzj = µ j=1,2,...,n

yiwi = µ i=1,2,...,m,

we see that they are closely related to our old friend: complementarity. In fact, if we
setµ to zero, then they are exactly the usual complementarity conditions that must
be satisfied at optimality. For this reason, we call these last two equations theµ-
complementarityconditions.

The first-order optimality conditions, as written in (16.6), give us2n+ 2m equa-
tions in2n+2m unknowns. If these equations were linear, they could be solved using
Gaussian elimination, and the entire subject of linear programming would be no more
difficult than solving systems of linear equations. But alas, they are nonlinear—but
just barely. The only nonlinear expressions in these equations are simple multiplica-
tions such asxjzj . This is about the closest to being linear that one could imagine.
Yet, it is this nonlinearity that makes the subject of linear programming nontrivial.
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We must ask both whether a solution to (16.6) exists and if so is it unique. We
address these questions in reverse order.

4. Second-Order Information

To show that the solution, if it is exists, must be unique, we use second-order
information on the barrier function:

(16.7) f(x,w) = cTx+ µ
∑

j

log xj + µ
∑

i

logwi.

The first derivatives are
∂f

∂xj
= cj +

µ

xj
, j = 1, 2, . . . , n,

∂f

∂wi
=

µ

wi
, i = 1, 2, . . . ,m,

and the pure second derivatives are

∂2f

∂x2
j

= − µ

x2
j

, j = 1, 2, . . . , n,

∂2f

∂w2
i

= − µ

w2
i

, i = 1, 2, . . . ,m.

All the mixed second derivatives vanish. Therefore, the Hessian is a diagonal matrix
with strictly negative entries. Hence, by Theorem 16.1, there can be at most one
critical point and, if it exists, it is a global maximum.

5. Existence

So, does a solution to the barrier problem always exist? It might not. Consider,
for example, the following trivial optimization problem on the nonnegative half-line:

maximize 0

subject tox ≥ 0.

For this problem, the barrier function is

f(x) = µ log x,

which doesn’t have a maximum (or, less precisely, the maximum is infinity which
is attained atx = ∞). However, such examples are rare. For example, consider
modifying the objective function in this example to makex = 0 the unique optimal
solution:

maximize−x
subject tox ≥ 0.
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In this case, the barrier function is

f(x) = −x+ µ log x,

which is a function whose maximum is attained atx = µ.
In general, we have the following result:

THEOREM16.2. There exists a solution to the barrier problem if and only if both
the primal and the dual feasible regions have nonempty interior.

PROOF. The “only if” part is trivial and less important to us. Therefore, we only
prove the “if” part. To this end, suppose that both the primal and the dual feasible
regions have nonempty interior. This means that there exists a primal feasible point
(x̄, w̄) with x̄ > 0 andw̄ > 0 and there exists a dual feasible point(ȳ, z̄) with ȳ > 0
and z̄ > 0.1 Now, given any primal feasible point(x,w), consider the expression
z̄Tx + ȳTw. Replacing the primal and dual slack variables with their definitions, we
can rewrite this expression as follows:

z̄Tx+ ȳTw=
(
AT ȳ − c

)T
x+ ȳT (b−Ax)

= bT ȳ − cTx.

Solving this equation for the primal objective functioncTx, we get that

cTx = −z̄Tx− ȳTw + bT ȳ.

Therefore, the barrier functionf defined in equation (16.7) can be written as follows:

f(x,w) = cTx+ µ
∑

j

log xj + µ
∑

i

logwi

=
∑

j

(−z̄jxj + µ log xj)

+
∑

i

(−ȳiwi + µ logwi)

+bT ȳ.

Note that the last term is just a constant. Also, each summand in the two sums is a
function of just one variable. These functions all have the following general form:

h(ξ) = −aξ + µ log ξ, 0 < ξ <∞,

wherea > 0. Such functions have a unique maximum (atµ/a) and tend to−∞ asξ
tends to∞. From these observations, it is easy to see that, for every constantc, the set{

(x,w) ∈ Rn+m : f(x,w) ≥ c
}

is bounded.

1Recall that we writeξ > 0 to mean thatξj > 0 for all j.
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Put
f̄ = f(x̄, w̄)

and let
P̄ = {(x,w) : Ax+ w = b, x ≥ 0, w ≥ 0, f(x,w) ≥ f̄}.

Clearly, P̄ is nonempty, since it contains(x̄, w̄). From the discussion above, we see
thatP̄ is a bounded set.

This set is also closed. To see this, note that it is the intersection of three sets,

{(x,w) : Ax+ w = b} ∩ {(x,w) : x ≥ 0, w ≥ 0} ∩ {(x,w) : f(x,w) ≥ f̄}.
The first two of these sets are obviously closed. The third set is closed because it is
the inverse image of a closed set,[f̄ ,∞], under a continuous mappingf . Finally, the
intersection of three closed sets is closed.

In Euclidean spaces, a closed bounded set is called compact. A well-known theo-
rem from real analysis about compact sets is that a continuous function on a nonempty
compact set attains its maximum. This means that there exists a point in the compact
set at which the function hits its maximum. Applying this theorem tof on P̄ , we see
thatf does indeed attain its maximum on̄P , and this implies it attains its maximum
on all of {(x,w) : x > 0, w > 0}, sinceP̄ was by definition that part of this domain
on whichf takes large values (bigger than̄f , anyway). This completes the proof.�

We summarize our main result in the following corollary:

COROLLARY 16.3. If a primal feasible set (or, for that matter, its dual) has a
nonempty interior and is bounded, then for eachµ > 0 there exists a unique solution

(xµ, wµ, yµ, zµ)

to (16.6).

PROOF. Follows immediately from the previous theorem and Exercise 10.7.�

The path{(xµ, wµ, yµ, zµ) : µ > 0} is called theprimal–dual central path. It
plays a fundamental role in interior-point methods for linear programming. In the next
chapter, we define the simplest interior-point method. It is an iterative procedure that
at each iteration attempts to move toward a point on the central path that is closer to
optimality than the current point.

Exercises

16.1 Compute and graph the central trajectory for the following problem:

maximize−x1 + x2

subject to x2 ≤ 1

−x1 ≤−1

x1, x2 ≥ 0.
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Hint: The primal and dual problems are the same — exploit this symmetry.

16.2 Let θ be a fixed parameter,0 ≤ θ ≤ π
2 , and consider the following problem:

maximize (cos θ)x1 + (sin θ)x2

subject to x1 ≤ 1

x2 ≤ 1

x1, x2 ≥ 0.

Compute an explicit formula for the central path(xµ, wµ, yµ, zµ), and eval-
uatelimµ→∞ xµ andlimµ→0 xµ.

16.3 Suppose that{x : Ax ≤ b, x ≥ 0} is bounded. Letr ∈ Rn ands ∈ Rm be
vectors with positive elements. By studying an appropriate barrier function,
show that there exists a unique solution to the following nonlinear system:

Ax+ w= b

AT y − z = c

XZe= r

Y We= s

x, y, z, w > 0.

16.4 Consider the linear programming problem in equality form:

(16.8)

maximize
∑

j cjxj

subject to
∑

j

ajxj = b

xj ≥ 0, j = 1, 2, . . . , n,
where eachaj is a vector inRm, as isb. Consider the change of variables,

xj = ξ2j ,

and the associated maximization problem:

(16.9)
maximize

∑
j cjξ

2
j

subject to
∑

j ajξ
2
j = b

(note that the nonnegativity constraints are no longer needed). LetV denote
the set of basic feasible solutions to (16.8), and letW denote the set of
points(ξ21 , ξ

2
2 , . . . , ξ

2
n) in Rn for which (ξ1, ξ2, . . . , ξn) is a solution to the

first-order optimality conditions for (16.9). Show thatV ⊂ W . What does
this say about the possibility of using (16.9) as a vehicle to solve (16.8)?
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Notes

Research into interior-point methods has its roots in the work of Fiacco & Mc-
Cormick (1968). Interest in these methods exploded after the appearance of the sem-
inal paper Karmarkar (1984). Karmarkar’s paper uses clever ideas fromprojective
geometry.It doesn’t mention anything about central paths, which have become fun-
damental to the theory of interior-point methods. The discovery that Karmarkar’s
algorithm has connections with the primal–dual central path introduced in this chapter
can be traced to Megiddo (1989). The notion of central points can be traced to pre-
Karmarkar times with the work of Huard (1967). D.A. Bayer and J.C. Lagarias, in a
pair of papers (Bayer & Lagarias 1989a,b), give an in-depth study of the central path.

Deriving optimality conditions and giving conditions under which they are nec-
essary and sufficient to guarantee optimality is one of the main goals ofnonlinear
programming. Standard texts on this subject include the books by Luenberger (1984),
Bertsekas (1995), and Nash & Sofer (1996).





CHAPTER 17

A Path-Following Method

In this chapter, we define an interior-point method for linear programming that
is called a path-following method. Recall that for the simplex method we required
a two-phase solution procedure. The path-following method is a one-phase method.
This means that the method can begin from a point that is neither primal nor dual
feasible and it will proceed from there directly to the optimal solution. Hence, we
start with an arbitrary choice of strictly positive values for all the primal and dual
variables, i.e.,(x,w, y, z) > 0, and then iteratively update these values as follows:

(1) Estimate an appropriate value forµ (i.e., smaller than the “current” value
but not too small).

(2) Compute step directions(∆x,∆w,∆y,∆z) pointing approximately at the
point (xµ, wµ, yµ, zµ) on the central path.

(3) Compute a step length parameterθ such that the new point

x̃ = x+ θ∆x, ỹ = y + θ∆y,
w̃ = w + θ∆w, z̃ = z + θ∆z

continues to have strictly positive components.
(4) Replace(x,w, y, z) with the new solution(x̃, w̃, ỹ, z̃).

To fully define the path-following method, it suffices to make each of these four steps
precise. Since the second step is in some sense the most fundamental, we start by
describing that one after which we turn our attention to the others.

1. Computing Step Directions

Our aim is to find(∆x,∆w,∆y,∆z) such that the new point(x + ∆x,w +
∆w, y + ∆y, z + ∆z) lies approximately on the primal–dual central path at the point
(xµ, wµ, yµ, zµ). Recalling the defining equations for this point on the central path,

Ax+ w = b

AT y − z = c

XZe = µe

YWe = µe,

291
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we see that the new point(x+∆x,w+∆w, y+∆y, z+∆z), if it were to lie exactly
on the central path atµ, would be defined by

A(x+ ∆x) + (w + ∆w) = b

AT (y + ∆y)− (z + ∆z) = c

(X + ∆X)(Z + ∆Z)e = µe

(Y + ∆Y )(W + ∆W )e = µe.

Thinking of(x,w, y, z) as data and(∆x,∆w,∆y,∆z) as unknowns, we rewrite these
equations with the unknowns on the left and the data on the right:

A∆x+ ∆w = b−Ax− w =: ρ

AT ∆y −∆z = c−AT y + z =: σ
Z∆x+X∆z + ∆X∆Ze = µe−XZe
W∆y + Y∆w + ∆Y∆We = µe− YWe.

Note that we have introduced abbreviated notations,ρ andσ, for the first two right-
hand sides. These two vectors represent theprimal infeasibilityand thedual infeasi-
bility, respectively.

Now, just as before, these equations form a system of nonlinear equations (this
time for the “delta” variables). We want to have a linear system, so at this point we
simply drop the nonlinear terms to arrive at the following linear system:

A∆x+ ∆w= ρ(17.1)

AT ∆y −∆z = σ(17.2)

Z∆x+X∆z = µe−XZe(17.3)

W∆y + Y∆w= µe− YWe.(17.4)

This system of equations is a linear system of2n+2m equations in2n+2m unknowns.
We will show later that this system is nonsingular (under the mild assumption thatA
has full rank) and therefore that it has a unique solution that defines the step directions
for the path-following method. Chapters 18 and 19 are devoted to studying methods
for efficiently solving systems of this type.

If the business of dropping the nonlinear “delta” terms strikes you as bold, let
us remark that this is the most common approach to solving nonlinear systems of
equations. The method is called Newton’s method. It is described briefly in the next
section.
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2. Newton’s Method

Given a function

F (ξ) =


F1(ξ)

F2(ξ)
...

FN (ξ)

 , ξ =


ξ1

ξ2
...

ξN

 ,

fromRN intoRN , a common problem is to find a pointξ∗ ∈ RN for whichF (ξ∗) = 0.
Such a point is called aroot of F . Newton’s method is an iterative method for solving
this problem. One step of the method is defined as follows. Given any pointξ ∈ RN ,
the goal is to find astep direction∆ξ for which F (ξ + ∆ξ) = 0. Of course, for a
nonlinearF it is not possible to find such a step direction. Hence, it is approximated
by the first two terms of its Taylor’s series expansion,

F (ξ + ∆ξ) ≈ F (ξ) + F ′(ξ)∆ξ,

where

F ′(ξ) =



∂F1
∂ξ1

∂F1
∂ξ2

· · · ∂F1
∂ξN

∂F2
∂ξ1

∂F2
∂ξ2

· · · ∂F2
∂ξN

...
...

...

∂FN

∂ξ1

∂FN

∂ξ2
· · · ∂FN

∂ξN


.

The approximation is linear in∆ξ. Hence, equating it to zero gives a linear system to
solve for the step direction:

F ′(ξ)∆ξ = −F (ξ).

Given∆ξ, Newton’s method updates the current solutionξ by replacing it withξ+∆ξ.
The process continues until the current solution is approximately a root (i.e.,F (ξ) ≈
0). Simple one-dimensional examples given in every elementary calculus text illustrate
that this method works well, when it works, but it can fail ifF is not well behaved and
the initial point is too far from a solution.

Let’s return now to the problem of finding a point on the central path. Letting

ξ =


x

y

w

z
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and

F (ξ) =


Ax+ w − b
AT y − z − c
XZe− µe
YWe− µe

 ,
we see that the set of equations defining(xµ, yµ, wµ, zµ) is a root ofF . The matrix of
derivatives ofF is given by

F ′(ξ) =


A 0 I 0

0 AT 0 −I
Z 0 0 X

0 W Y 0

 .
Noting that

∆ξ =


∆x

∆y

∆w

∆z

 ,
it is easy to see that the Newton direction coincides with the direction obtained by
solving equations (17.1)–(17.4).

3. Estimating an Appropriate Value for the Barrier Parameter

We need to say how to pickµ. If µ is chosen to be too large, then the sequence
could converge to the analytic center of the feasible set, which is not our intention. If,
on the other hand,µ is chosen to be too small, then the sequence could stray too far
from the central path and the algorithm couldjam into the boundary of the feasible set
at a place that is suboptimal. The trick is to find a reasonable compromise between
these two extremes. To do this, we first figure out a value that represents, in some
sense, the current value ofµ and we then choose something smaller than that, say a
fixed fraction of it.

We are given a point(x,w, y, z) that is almost certainly off the central path. If it
were on the central path, then there are several formulas by which we could recover
the corresponding value ofµ. For example, we could just computezjxj for any fixed
indexj. Or we could computeyiwi for any fixedi. Or, perverse as it may seem, we
could average all these values:

(17.5) µ =
zTx+ yTw

n+m
.
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This formula gives us exactly the value ofµ whenever it is known that(x,w, y, z)
lies on the central path. The key point here then is that we will use this formula to
produce an estimate forµ even when the current solution(x,w, y, z) does not lie on
the central path. Of course, the algorithm needs a value ofµ that represents a point
closer to optimality than the current solution. Hence, the algorithm takes this “par”
value and reduces it by a certain fraction:

µ = δ
zTx+ yTw

n+m
,

whereδ is a number between zero and one. In practice, one finds that settingδ to
approximately1/10 works quite well, but for the sake of discussion we will always
leave it as a parameter.

4. Choosing the Step Length Parameter

The step directions, which were determined using Newton’s method, were deter-
mined under the assumption that the step length parameterθ would be equal to one
(i.e., x̃ = x+∆x, etc.). But taking such a step might cause the new solution to violate
the property that every component of all the primal and the dual variables must remain
positive. Hence, we may need to use a smaller value forθ. We need to guarantee, for
example, that

xj + θ∆xj > 0, j = 1, 2, . . . , n.
Moving the∆xj term to the other side and then dividing through byθ andxj , both of
which are positive, we see thatθ must satisfy

1
θ
> −∆xj

xj
, j = 1, 2, . . . , n.

Of course, a similar inequality must be satisfied for thew, y, andz variables too.
Putting it all together, the largest value ofθ would be given by

1
θ

= max
ij

{
−∆xj

xj
,−∆wi

wi
,−∆yi

yi
,−∆zj

zj

}
,

where we have abused notation slightly by using themaxij to denote the maximum
of all the ratios in the indicated set. However, this choice ofθ will not guarantee strict
inequality, so we introduce a parameterr, which is a number close to but strictly less
than one, and we set1

(17.6) θ = r

(
max

ij

{
−∆xj

xj
,−∆wi

wi
,−∆yi

yi
,−∆zj

zj

})−1

∧ 1.

This formula may look messy, and no one should actually do it by hand, but it is trivial
to program a computer to do it. Such a subroutine will be really fast (requiring only
on the order of2n+ 2m operations).

1For compactness, we use the notationa ∧ b to represent the minimum of the two numbersa andb.
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initialize (x,w, y, z) > 0

while (not optimal){
ρ = b−Ax− w
σ = c−AT y + z

γ = zTx+ yTw

µ = δ
γ

n+m
solve:

A∆x+ ∆w = ρ

AT ∆y −∆z = σ

Z∆x+X∆z = µe−XZe
W∆y + Y∆w= µe− YWe

θ = r

(
maxij

{
−∆xj

xj
,−∆wi

wi
,−∆yi

yi
,−∆zj

zj

})−1

∧ 1

x← x+ θ∆x, w ← w + θ∆w
y ← y + θ∆y, z ← z + θ∆z

}

FIGURE 17.1. The path-following method.

A summary of the algorithm is shown in Figure 17.1. In the next section, we
investigate whether this algorithm actually converges to an optimal solution.

5. Convergence Analysis

In this section, we investigate the convergence properties of the path-following
algorithm. Recall that the simplex method is a finite algorithm (assuming that steps are
taken to guard against cycling). For interior-point methods, the situation is different.
Every solution produced has all variables strictly positive. Yet for a solution to be
optimal generally requires many variables to vanish. This vanishing can only happen
“in the limit.” This raises questions, the most fundamental of which are these: does
the sequence of solutions produced by the path-following method converge? If so, is
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the limit optimal? How fast is the convergence? In particular, if we set “optimality
tolerances,” how many iterations will it take to achieve these tolerances? We will
address these questions in this section.

In this section, we will need to measure the size of various vectors. There are
many choices. For example, for each1 ≤ p <∞, we can define the so-calledp-norm
of a vectorx as

‖x‖p =

∑
j

|xj |p
 1

p

.

The limit asp tends to infinity is also well defined, and it simplifies to the so-called
sup-norm:

‖x‖∞ = max
j
|xj |.

5.1. Measures of Progress.Recall from duality theory that there are three crite-
ria that must be met in order that a primal–dual solution be optimal:

(1) Primal feasibility,
(2) Dual feasibility, and
(3) Complementarity.

For each of these criteria, we introduce a measure of the extent to which they fail to
be met.

For the primal feasibility criterion, we use the1-norm of the primal infeasibility
vector

ρ = b−Ax− w.
For the dual feasibility criterion, we use the1-norm of the dual infeasibility vector

σ = c−AT y + z.

For complementarity, we use
γ = zTx+ yTw.

5.2. Progress in One Iteration.For the analysis in the section, we prefer to
modify the algorithm slightly by having it take shorter steps than specified before.
Indeed, we let

θ= r

(
max

i,j

{∣∣∣∣∆xj

xj

∣∣∣∣ , ∣∣∣∣∆wi

wi

∣∣∣∣ , ∣∣∣∣∆yi

yi

∣∣∣∣ , ∣∣∣∣∆zj

zj

∣∣∣∣})−1

∧ 1

=
r

max(‖X−1∆x‖∞, . . . , ‖Z−1∆z‖∞)
∧ 1.(17.7)

Note that the only change has been to replace the negative ratios with the absolute
value of the same ratios. Since the maximum of the absolute values can be larger than
the maximum of the ratios themselves, this formula produces a smaller value forθ. In
this section, letx, y, etc., denote quantities from one iteration of the algorithm, and
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put a tilde on the same letters to denote the same quantity at the next iteration of the
algorithm. Hence,

x̃ = x+ θ∆x, ỹ = y + θ∆y,
w̃ = w + θ∆w, z̃ = z + θ∆z.

Now let’s compute some of the other quantities. We begin with the primal infea-
sibility:

ρ̃ = b−Ax̃− w̃
= b−Ax− w − θ(A∆x+ ∆w).

But b−Ax−w equals the primal infeasibilityρ (by definition) andA∆x+ ∆w also
equalsρ, since this is precisely the first equation in the system that defines the “delta”
variables. Hence,

(17.8) ρ̃ = (1− θ)ρ.

Similarly,

σ̃ = c−AT ỹ + z̃

= c−AT y + z − θ(A∆y −∆z)
= (1− θ)σ.(17.9)

Sinceθ is a number between zero and one, it follows that each iteration produces a
decrease in both the primal and the dual infeasibility and that this decrease is better
the closerθ is to one.

The analysis of the complementarity is a little more complicated (after all, this is
the part of the system where the linearization took place):

γ̃ = z̃T x̃+ ỹT w̃

= (z + θ∆z)T (x+ θ∆x) + (y + θ∆y)T (w + θ∆w)

= zTx+ yTw

+ θ(zT ∆x+ ∆zTx+ yT ∆w + ∆yTw)

+ θ2(∆zT ∆x+ ∆yT ∆w).

We need to analyze each of theθ terms separately. From (17.3), we see that

zT ∆x+ ∆zTx = eT (Z∆x+X∆z)

= eT (µe− ZXe)
= µn− zTx.
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Similarly, from (17.4), we have

yT ∆w + ∆yTw = eT (Y∆w +W∆y)

= eT (µe− YWe)

= µm− yTw.

Finally, (17.1) and (17.2) imply that

∆zT ∆x+ ∆yT ∆w =
(
AT ∆y − σ

)T
∆x+ ∆yT (ρ−A∆x)

= ∆yT ρ− σT ∆x.

Substituting these expressions into the last expression forγ̃, we get

γ̃ = zTx+ yTw

+ θ
(
µ(n+m)− (zTx+ yTw)

)
+ θ2

(
∆yT ρ− σT ∆x

)
.

At this point, we recognize thatzTx+ yTw = γ and thatµ(n+m) = δγ. Hence,

γ̃ = (1− (1− δ)θ) γ + θ2
(
∆yT ρ− σT ∆x

)
.

We must now abandon equalities and work with estimates. Our favorite tool for esti-
mation is the following inequality:

|vTw| = |
∑

j

vjwj |

≤
∑

j

|vj ||wj |

≤ (max
j
|vj |)(

∑
j

|wj |)

= ‖v‖∞‖w‖1.
This inequality is the trivial case ofHölder’s inequality. From Ḧolder’s inequality, we
see that

|∆yT ρ| ≤ ‖ρ‖1‖∆y‖∞ and |σT ∆x| ≤ ‖σ‖1‖∆x‖∞.
Hence,

γ̃ ≤ (1− (1− δ)θ) γ + θ (‖ρ‖1‖θ∆y‖∞ + ‖σ‖1‖θ∆x‖∞) .
Next, we use the specific choice of step lengthθ to get a bound on‖θ∆y‖∞ and
‖θ∆x‖∞. Indeed, (17.7) implies that

θ ≤ r

‖X−1∆x‖∞
≤ xj

|∆xj |
for all j.

Hence,
‖θ∆x‖∞ ≤ ‖x‖∞.
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Similarly,

‖θ∆y‖∞ ≤ ‖y‖∞.
If we now assume that, along the sequence of pointsx andy visited by the algorithm,
‖x‖∞ and‖y‖∞ are bounded by a large real numberM , then we can estimate the new
complementarity as

(17.10) γ̃ ≤ (1− (1− δ)θ) γ +M‖ρ‖1 +M‖σ‖1.

5.3. Stopping Rule.Let ε > 0 be a small positive tolerance, and letM < ∞
be a large finite tolerance. If‖x‖∞ gets larger thanM , then we stop and declare the
problem primal unbounded. If‖y‖∞ gets larger thanM , then we stop and declare the
problem dual unbounded. Finally, if‖ρ‖1 < ε, ‖σ‖1 < ε, andγ < ε, then we stop and
declare the current solution to be optimal (at least within this small tolerance).

Sinceγ is a measure of complementarity and complementarity is related to the
duality gap, one would expect that a small value ofγ should translate into a small
duality gap. This turns out to be true. Indeed, from the definitions ofγ, σ, andρ, we
can write

γ = zTx+ yTw

= (σ +AT y − c)Tx+ yT (b−Ax− ρ)
= bT y − cTx+ σTx− ρT y.

At this point, we use Ḧolder’s inequality to bound some of these terms to get an esti-
mate on the duality gap:

|bT y − cTx| ≤ γ + |σTx|+ |yT ρ|
≤ γ + ‖σ‖1‖x‖∞ + ‖ρ‖1‖y‖∞.

Now, if γ, ‖σ‖1, and‖ρ‖1 are all small (and‖x‖∞ and‖y‖∞ are not too big), then
the duality gap will be small. This estimate shows that one shouldn’t expect the du-
ality gap to get small until the primal and the dual are very nearly feasible. Actual
implementations confirm this expectation.

5.4. Progress Over Several Iterations.Now let ρ(k), σ(k), γ(k), θ(k), etc., de-
note the values of these quantities at thekth iteration. We have the following result
about the overall performance of the algorithm:

THEOREM 17.1. Suppose there is a real numbert > 0, a real numberM < ∞,
and an integerK such that for allk ≤ K,

θ(k) ≥ t,

‖x(k)‖∞ ≤M,

‖y(k)‖∞ ≤M.
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Then there exists a constant̄M <∞ such that

‖ρ(k)‖1 ≤ (1− t)k‖ρ(0)‖1,

‖σ(k)‖1 ≤ (1− t)k‖σ(0)‖1,

γ(k) ≤ (1− t̃)kM̄,

for all k ≤ K where

t̃ = t(1− δ).

PROOF. From (17.8) and the bound onθ(k), it follows that

‖ρ(k)‖1 ≤ (1− t)‖ρ(k−1)‖1 ≤ · · · ≤ (1− t)k‖ρ(0)‖1.

Similarly, from (17.9), it follows that

‖σ(k)‖1 ≤ (1− t)‖σ(k−1)‖1 ≤ · · · ≤ (1− t)k‖σ(0)‖1.

As usual,γ(k) is harder to estimate. From (17.10) and the previous two estimates, we
see that

γ(k) ≤ (1− t(1− δ)) γ(k−1)

+M(1− t)k−1
(
‖ρ(0)‖1 + ‖σ(0)‖1

)
= (1− t̃)γ(k−1) + M̃(1− t)k−1,(17.11)

whereM̃ = M
(
‖ρ(0)‖1 + ‖σ(0)‖1

)
. Since an analogous inequality relatesγ(k−1) to

γ(k−2), we can substitute this analogous inequality into (17.11) to get

γ(k) ≤ (1− t̃)
[
(1− t̃)γ(k−2) + M̃(1− t)k−2

]
+ M̃(1− t)k−1

= (1− t̃)2γ(k−2) + M̃(1− t)k−1

[
1− t̃
1− t

+ 1
]
.

Continuing in this manner, we see that

γ(k) ≤ (1− t̃)2
[
(1− t̃)γ(k−3) + M̃(1− t)k−3

]
+ M̃(1− t)k−1

[
1− t̃
1− t

+ 1
]

= (1− t̃)3γ(k−3) + M̃(1− t)k−1

[(
1− t̃
1− t

)2

+
1− t̃
1− t

+ 1

]
≤ · · · ≤

≤ (1− t̃)kγ(0) + M̃(1− t)k−1

[(
1− t̃
1− t

)k−1

+ · · ·+ 1− t̃
1− t

+ 1

]
.
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Now we sum the bracketed partial sum of a geometric series to get

(1− t)k−1

[(
1− t̃
1− t

)k−1

+ · · ·+ 1− t̃
1− t

+ 1

]
= (1− t)k−1

1−
(

1− t̃
1− t

)k

1− 1− t̃
1− t

=
(1− t̃)k − (1− t)k

t− t̃
.

Recalling that̃t = t(1− δ) and dropping the second term in the numerator, we get

(1− t̃)k − (1− t)k

t− t̃
≤ (1− t̃)k

δt
.

Putting this all together, we see that

γ(k) ≤ (1− t̃)k

(
γ(0) +

M̃

δt

)
.

Denoting the parenthesized expression byM̄ completes the proof. �

Theorem 17.1 is only a partial convergence result because it depends on the as-
sumption that the step lengths remain bounded away from zero. To show that the
step lengths do indeed have this property requires that the algorithm be modified and
that the starting point be carefully selected. The details are rather technical and hence
omitted (see the Notes at the end of the chapter for references).

Also, before we leave this topic, note that the primal and dual infeasibilities go
down by a factor of1 − t at each iteration, whereas the duality gap goes down by a
smaller amount1 − t̃. The fact that the duality gap converges more slowly that the
infeasibilities is also readily observed in practice.

Exercises

17.1 Starting from(x,w, y, z) = (e, e, e, e), and usingδ = 1/10, andr = 9/10,
compute(x,w, y, z) after one step of the path-following method for the
problem given in
(a) Exercise 2.3.
(b) Exercise 2.4.
(c) Exercise 2.5.
(d) Exercise 2.10.

17.2 Let {(xµ, wµ, yµ, zµ) : µ ≥ 0} denote the central trajectory. Show that

lim
µ→∞

bT yµ − cTxµ =∞.

Hint: look at (17.5).
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17.3 Consider a linear programming problem whose feasible region is bounded
and has nonempty interior. Use the result of Exercise 17.2 to show that the
dual problem’s feasible set is unbounded.

17.4 Scale invariance.Consider a linear program and its dual:

(P )
maxcTx

s.t. Ax+ w = b

x, w ≥ 0

(D)
min bT y

s.t. AT y − z = c

y, z ≥ 0.

Let R andS be two given diagonal matrices having positive entries along
their diagonals. Consider thescaledreformulation of the original problem
and its dual:

(P̄ )
max(Sc)T x̄

s.t. RASx̄+ w̄ = Rb

x̄, w̄ ≥ 0

(D̄)
min (Rb)T ȳ

s.t. SATRȳ − z̄ = Sc

ȳ, z̄ ≥ 0.

Let (xk, wk, yk, zk) denote the sequence of solutions generated by the primal–
dual interior-point method applied to(P )–(D). Similarly, let(x̄k, w̄k, ȳk, z̄k)
denote the sequence of solutions generated by the primal–dual interior-point
method applied to(P̄ )–(D̄). Suppose that we have the following relations
among the starting points:

x̄0 = S−1x0, w̄0 = Rw0, ȳ0 = R−1y0, z̄0 = Sz0.

Show that these relations then persist. That is, for eachk ≥ 1,

x̄k = S−1xk, w̄k = Rwk, ȳk = R−1yk, z̄k = Szk.

17.5 Homotopy method.Let x̄, ȳ, z̄, and w̄ be given componentwise positive
“initial” values forx, y, z, andw, respectively. Lett be a parameter between
0 and1. Consider the following nonlinear system:

(17.12)

Ax+ w= tb+ (1− t)(Ax̄+ w̄)

AT y − z = tc+ (1− t)(AT ȳ − z̄)
XZe= (1− t)X̄Z̄e
Y We= (1− t)Ȳ W̄ e

x, y, z, w > 0.
(a) Use Exercise 16.3 to show that this nonlinear system has a unique so-

lution for each0 ≤ t < 1. Denote it by(x(t), y(t), z(t), w(t)).
(b) Show that(x(0), y(0), z(0), w(0)) = (x̄, ȳ, z̄, w̄).
(c) Assuming that the limit

(x(1), y(1), z(1), w(1)) = lim
t→1

(x(t), y(t), z(t), w(t))
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exists, show that it solves the standard-form linear programming prob-
lem.

(d) The family of solutions(x(t), y(t), z(t), w(t)), 0 ≤ t < 1, describes
a curve in “primal–dual” space. Show that the tangent to this curve at
t = 0 coincides with the path-following step direction at(x̄, ȳ, z̄, w̄)
computed withµ = 0; that is,(
dx

dt
(0),

dy

dt
(0),

dz

dt
(0),

dw

dt
(0)
)

= (∆x,∆y,∆z,∆w),

where(∆x,∆y,∆z,∆w) is the solution to (17.1)–(17.4).

17.6 Higher-order methods.The previous exercise shows that the path-following
step direction can be thought of as the direction one gets by approximating
a homotopy path with its tangent line:

x(t) ≈ x(0) +
dx

dt
(0)t.

By using more terms of the Taylor’s series expansion, one can get a better
approximation:

x(t) ≈ x(0) +
dx

dt
(0)t+

1
2
d2x

dt2
(0)t2 + · · ·+ 1

k!
dkx

dtk
(0)tk.

(a) Differentiating the equations in (17.12) twice, derive a linear system for
(d2x/dt2(0), d2y/dt2(0), d2z/dt2(0), d2w/dt2(0)).

(b) Can the same technique be applied to derive linear systems for the
higher-order derivatives?

17.7 Linear Complementarity Problem.Given ak × k matrixM and ak-vector
q, a vectorx is said to solve the linear complementarity problem if

−Mx+ z = q

XZe= 0

x, z ≥ 0

(note that the first equation can be taken as the definition ofz).
(a) Show that the optimality conditions for linear programming can be ex-

pressed as a linear complementarity problem with

M =

[
0 −A
AT 0

]
.

(b) The path-following method introduced in this chapter can be extended
to cover linear complementarity problems. The main step in the deriva-
tion is to replace the complementarity conditionXZe = 0 with a
µ-complementarity conditionXZe = µe and then to use Newton’s



EXERCISES 305

method to derive step directions∆x and∆z. Carry out this procedure
and indicate the system of equations that define∆x and∆z.

(c) Give conditions under which the system derived above is guaranteed to
have a unique solution.

(d) Write down the steps of the path-following method for the linear com-
plementarity problem.

(e) Study the convergence of this algorithm by adapting the analysis given
in Section 17.5.

17.8 Consider again theL1-regression problem:

minimize‖b−Ax‖1.

Complete the following steps to derive the step direction vector∆x associ-
ated with the primal-dual affine-scaling method for solving this problem.
(a) Show that theL1-regression problem is equivalent to the following lin-

ear programming problem:

(17.13)

minimize eT (t+ + t−)

subject toAx+ t+ − t− = b

t+, t− ≥ 0.
(b) Write down the dual of (17.13).
(c) Add slack and/or surplus variables as necessary to reformulate the dual

so that all inequalities are simple nonnegativities of variables.
(d) Identify all primal-dual pairs of complementary variables.
(e) Write down the nonlinear system of equations consisting of: (1) the

primal equality constraints, (2) the dual equality constraints, (3) all
complementarity conditions (usingµ = 0 since we are looking for an
affine-scaling algorithm).

(f) Apply Newton’s method to the nonlinear system to obtain a linear sys-
tem for step directions for all of the primal and dual variables.

(g) We may assume without loss of generality that both the initial primal
solution and the initial dual solution are feasible. Explain why.

(h) The linear system derived above is a6× 6 block matrix system. But it
is easy to solve most of it by hand. First eliminate those step direction
associated with the nonnegative variables to arrive at a2 × 2 block
matrix system.

(i) Next, solve the2× 2 system. Give an explicit formula for∆x.
(j) How does this primal-dual affine-scaling algorithm compare with the

iteratively reweighted least squares algorithm defined in Section 12.5?

17.9
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(a) Letξj , j = 1, 2, . . . , denote a sequence of real numbers between zero
and one. Show that

∏
j(1− ξj) = 0 if

∑
j ξj =∞.

(b) Use the result of part a to prove the following convergence result: if
the sequences‖x(k)‖∞, k = 1, 2, . . . , and‖y(k)‖∞, k = 1, 2, . . . , are
bounded and

∑
k θ

(k) =∞, then

lim
k→∞

‖ρ(k)‖1 = 0

lim
k→∞

‖σ(k)‖1 = 0

lim
k→∞

γ(k) = 0.

Notes

The path-following algorithm introduced in this chapter has its origins in a paper
by Kojima et al. (1989). Their paper assumed an initial feasible solution and therefore
was a true interior-point method. The method given in this chapter does not assume
the initial solution is feasible—it is a one-phase algorithm. The simple yet beautiful
idea of modifying the Kojima–Mizuno–Yoshise primal–dual algorithm to make it into
a one-phase algorithm is due to Lustig (1990).

Of the thousands of papers on interior-point methods that have appeared in the
last decade, the majority have included convergence proofs for some version of an
interior-point method. Here, we only mention a few of the important papers. The
first polynomial-time algorithm for linear programming was discovered by Khachian
(1979). Khachian’s algorithm is fundamentally different from any algorithm presented
in this book. Paradoxically, it proved in practice to be inferior to the simplex method.
N.K. Karmarkar’s pathbreaking paper (Karmarkar 1984) contained a detailed con-
vergence analysis. His claims, based on preliminary testing, that his algorithm is
uniformly substantially faster than the simplex method sparked a revolution in linear
programming. Unfortunately, his claims proved to be exaggerated, but nonetheless
interior-point methods have been shown to be competitive with the simplex method
and usually superior on very large problems. The convergence proof for a primal–dual
interior-point method was given by Kojima et al. (1989). Shortly thereafter, Monteiro
& Adler (1989) improved on the convergence analysis. Two recent survey papers,
Todd (1995) and Anstreicher (1996), give nice overviews of the current state of the
art. Also, a soon-to-be-published book by Wright (1996) should prove to be a valu-
able reference to the reader wishing more information on convergence properties of
these algorithms.

The homotopy method outlined in Exercise 17.5 is described in Nazareth (1986)
and Nazareth (1996). Higher-order path-following methods are described (differently)
in Carpenter et al. (1993).



CHAPTER 18

The KKT System

The most time-consuming aspect of each iteration of the path-following method
is solving the system of equations that defines the step direction vectors∆x, ∆y, ∆w,
and∆z:

A∆x+ ∆w= ρ(18.1)

AT ∆y −∆z = σ(18.2)

Z∆x+X∆z = µe−XZe(18.3)

W∆y + Y∆w= µe− YWe.(18.4)

After minor manipulation, these equations can be written in block matrix form as
follows:

(18.5)


−XZ−1 −I

A I

−I AT

I Y W−1




∆z

∆y

∆x

∆w

 =


−µZ−1e+ x

ρ

σ

µW−1e− y

 .
This system is called theKarush–Kuhn–Tucker system, or simply the KKT system. It
is a symmetric linear system of2n+2m equations in2n+2m unknowns. One could,
of course, perform a factorization of this large system and then follow that with a
forward and backward substitution to solve the system. However, it is better to do part
of this calculation “by hand” first and only use a factorization routine to help solve a
smaller system. There are two stages of reductions that one could apply. After the first
stage, the remaining system is called the reduced KKT system, and after the second
stage it is called the system of normal equations. We shall discuss these two systems
in the next two sections.

1. The Reduced KKT System

Equations (18.3) and (18.4) are trivial (in the sense that they only involve diag-
onal matrices), and so it seems sensible to eliminate them right from the start. To
preserve the symmetry that we saw in (18.5), we should solve them for∆z and∆w,

307
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respectively:

∆z = X−1(µe−XZe− Z∆x)

∆w = Y −1(µe− YWe−W∆y).

Substituting these formulas into (18.1) and (18.2), we get the so-calledreduced KKT
system:

A∆x− Y −1W∆y = ρ− µY −1e+ w(18.6)

AT ∆y +X−1Z∆x= σ + µX−1e− z.(18.7)

Substituting in the definitions ofρ andσ and writing the system in matrix notation,
we get [

−Y −1W A

AT X−1Z

][
∆y

∆x

]
=

[
b−Ax− µY −1e

c−AT y + µX−1e

]
.

Note that the reduced KKT matrix is again a symmetric matrix. Also, the right-hand
side displays symmetry between the primal and the dual. To reduce the system any
further, one needs to break the symmetry that we have carefully preserved up to this
point. Nonetheless, we forge ahead.

2. The Normal Equations

For the second stage of reduction, there are two choices: we could either (1) solve
(18.6) for∆y and eliminate it from (18.7) or (2) solve (18.7) for∆x and eliminate it
from (18.6). For the moment, let us assume that we follow the latter approach. In this
case, we get from (18.7) that

(18.8) ∆x = XZ−1(c−AT y + µX−1e−AT ∆y),

which we use to eliminate∆x from (18.6) to get

− (Y −1W +AXZ−1AT )∆y = b−Ax− µY −1e(18.9)

−AXZ−1(c−AT y + µX−1e).

This last system is a system ofm equations inm unknowns. It is called thesystem
of normal equations in primal form. It is a system of equations involving the matrix
Y −1W + AXZ−1AT . TheY −1W term is simply a diagonal matrix, and so the real
meat of this matrix is contained in theAXZ−1AT term.

Given thatA is sparse (which is generally the case in real-world linear programs),
one would expect the matrixAXZ−1AT to be likewise sparse. However, we need to
investigate the sparsity ofAXZ−1AT (or lack thereof) more closely. Note that the
(i, j)th element of this matrix is given by

(AXZ−1AT )ij =
n∑

k=1

aik
xk

zk
ajk.
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That is, the(i, j)th element is simply a weighted inner product of rowsi and j of
theA matrix. If these rows have disjoint nonzero patterns, then this inner product is
guaranteed to be zero, but otherwise it must be treated as a potential nonzero. This is
bad news ifA is generally sparse but has, say, one dense column:

∗ ∗ ∗
∗ ∗ ∗
∗ ∗ ∗
∗ ∗ ∗
∗ ∗

∗
∗
∗
∗
∗
∗
∗
∗

∗ ∗ ∗ ∗ ∗
∗ ∗
∗
∗
∗

∗ ∗
∗
∗

=

∗ ∗ ∗ ∗ ∗
∗ ∗ ∗ ∗ ∗
∗ ∗ ∗ ∗ ∗
∗ ∗ ∗ ∗ ∗
∗ ∗ ∗ ∗ ∗

.

But don’t forget that we didn’t have to go the primal normal equations route.
Instead, we could have chosen the other alternative of solving (18.6) for∆y,

∆y = −YW−1(b−Ax− µY −1e−A∆x),

and eliminating it from (18.7):

(ATYW−1A+X−1Z)∆x= c−AT y + µX−1e(18.10)

+ATYW−1(b−Ax− µY −1e).

The system defined by (18.10) is a system ofn equations inn unknowns. It is called
the system ofnormal equations in dual form. Note that dense columns do not pose a
problem for these equations. Indeed, for the example given above, we now get

∗ ∗ ∗ ∗ ∗
∗ ∗
∗
∗
∗

∗ ∗
∗
∗

∗
∗
∗
∗
∗

∗ ∗ ∗
∗ ∗ ∗
∗ ∗ ∗
∗ ∗ ∗
∗ ∗

=

∗ ∗ ∗ ∗ ∗ ∗ ∗ ∗
∗ ∗ ∗ ∗
∗ ∗ ∗
∗ ∗ ∗
∗ ∗ ∗
∗ ∗ ∗
∗ ∗ ∗
∗ ∗ ∗

.

While this system is larger than the one before, it is also sparse, and sparsity almost
always is more important than matrix dimensions. In this example, the dense ma-
trix associated with the primal normal equations requires65 arithmetic operations to
factor, whereas the larger, sparser matrix associated with the dual normal equations
requires just60. This is a small difference, but these are small matrices. As the ma-
trices involved get large, factoring a dense matrix takes on the order ofn3 operations,
whereas a very sparse matrix might take only on the order ofn operations. Clearly, as
n gets large, the difference between these becomes quite significant.

It would be great if we could say that it is always best to solve the primal normal
equations or the dual normal equations. But as we’ve just seen, dense columns inA are
bad for the primal normal equations and, of course, it follows that dense rows are bad
for the dual normal equations. Even worse, some problems have constraint matrices
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A that are overall very sparse but contain some dense rows and some dense columns.
Such problems are sure to run into trouble with either sets of normal equations. For
these reasons, it is best to factor the matrix in the reduced KKT system directly. Then
it is possible to find pivot orders that circumvent the difficulties posed by both dense
columns and dense rows.

3. Step Direction Decomposition

In the next chapter, we shall discuss factorization techniques for symmetric ma-
trices (along with other implementation issues). However, before we embark on that
discussion, we end this chapter by taking a closer look at the formulas for the step
direction vectors. To be specific, let us look at∆x. From the primal normal equa-
tions (18.9), we can solve for∆y and then substitute the solution into (18.8) to get an
explicit formula for∆x:

∆x =
(
D2 −D2AT (E−2 +AD2AT )−1AD2

)
(c−AT y + µX−1e)(18.11)

+D2AT (E−2 +AD2AT )−1(b−Ax− µY −1e),

where we have denoted byD the positive diagonal matrix defined by

D2 = XZ−1

and we have denoted byE the positive diagonal matrix defined by

E2 = YW−1

(defining these matrices by their squares is possible, since the squares have positive
diagonal entries). However, using the dual normal equations, we get

∆x=
(
ATE2A+D−2

)−1
(c−AT y + µX−1e)(18.12)

+
(
ATE2A+D−2

)−1
ATE2(b−Ax− µY −1e).

These two expressions for∆x look entirely different, but they must be the same, since
we know that∆x is uniquely defined by the reduced KKT system. They are indeed
the same, as can be shown directly by establishing a certain matrix identity. This is
the subject of Exercise 18.1. There are a surprising number of published research
papers on interior-point methods that present supposedly new algorithms that are in
fact identical to existing methods. These papers get published because the equivalence
is not immediately obvious (such as the one we just established).
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We can gain further insight into the path-following method by looking more
closely at the primal step direction vector. Formula (18.11) can be rearranged as fol-
lows:

∆x =
(
D2 −D2AT (E−2 +AD2AT )−1AD2

)
c

+ µ
(
D2 −D2AT (E−2 +AD2AT )−1AD2

)
X−1e

− µD2AT (E−2 +AD2AT )−1Y −1e

+D2AT (E−2 +AD2AT )−1(b−Ax)
−D2AT

(
I − (E−2 +AD2AT )−1AD2AT

)
y.

For comparison purposes down the road, we prefer to write theY −1e that appears in
the second term containingµ asE−2W−1e. Also, using the result of Exercise 18.2,
we can rewrite the bulk of the last line as follows:(

I − (E−2 +AD2AT )−1AD2AT
)
y = (E−2 +AD2AT )−1E−2y

= (E−2 +AD2AT )−1w.

Putting this all together, we get

∆x =
(
D2 −D2AT (E−2 +AD2AT )−1AD2

)
c

+ µ
(
D2 −D2AT (E−2 +AD2AT )−1AD2

)
X−1e

− µD2AT (E−2 +AD2AT )−1E−2W−1e

+D2AT (E−2 +AD2AT )−1ρ

=∆xOPT + µ∆xCTR + ∆xFEAS,

where

∆xOPT =
(
D2 −D2AT (E−2 +AD2AT )−1AD2

)
c,

∆xCTR =
(
D2 −D2AT (E−2 +AD2AT )−1AD2

)
X−1e

−D2AT (E−2 +AD2AT )−1E−2W−1e,

and
∆xFEAS = D2AT (E−2 +AD2AT )−1ρ.

In Chapter 20, we shall show that these components of∆x have important connections
to the step directions that arise in a related interior-point method called the affine-
scaling method. For now, we simply establish some of their properties as they relate
to the path-following method. Our first result is that∆xOPT is an ascent direction.

THEOREM 18.1. cT ∆xOPT ≥ 0.

PROOF. We use the result of Exercise 18.1 (with the roles ofE andD switched)
to see that

∆xOPT = (ATE2A+D−2)−1c.
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Hence,
cT ∆xOPT = cT (ATE2A+D−2)−1c.

We claim that the right-hand side is obviously nonnegative, since the matrix sand-
wiched betweenc and its transpose is positive semidefinite.1 Indeed, the claim follows
from the definition of positive semidefiniteness: a matrixB is positive semidefiniteif
ξTBξ ≥ 0 for all vectorsξ. To see that the matrix in question is in fact positive
semidefinite, we first note thatATE2A andD−2 are positive semidefinite:

ξTATE2Aξ = ‖EAξ‖2 ≥ 0 and ξTD−2ξ = ‖D−1ξ‖2 ≥ 0.

Then we show that the sum of two positive semidefinite matrices is positive semidefi-
nite and finally that the inverse of a symmetric positive semidefinite matrix is positive
semidefinite. To verify closure under summation, suppose thatB(1) andB(2) are pos-
itive semidefinite, and then compute

ξT (B(1) +B(2))ξ = ξTB(1)ξ + ξTB(2)ξ ≥ 0.

To verify closure under forming inverses of symmetric positive semidefinite matrices,
suppose thatB is symmetric and positive semidefinite. Then

ξTB−1ξ = ξTB−1BB−1ξ = (B−1ξ)TB(B−1ξ) ≥ 0,

where the inequality follows from the fact thatB is positive semidefinite andB−1ξ is
simply any old vector. This completes the proof. �

The theorem just proved justifies our referring to∆xOPT as astep-toward-optimality
direction. We next show that∆xFEAS is in fact astep-toward-feasibility.

In Exercise 18.3, you are asked to find the formulas for the primal slack vector’s
step directions,∆wOPT, ∆wCTR, and∆wFEAS. It is easy to verify from these formu-
las that the pairs(∆xOPT,∆wOPT) and(∆xCTR,∆wCTR) preserve the current level of
infeasibility. That is,

A∆xOPT + ∆wOPT = 0

and
A∆xCTR + ∆wCTR = 0.

Hence, only the “feasibility” directions can improve the degree of feasibility. Indeed,
it is easy to check that

A∆xFEAS + ∆wFEAS = ρ.

Finally, we consider∆xCTR. If the objective function were zero (i.e.,c = 0) and
if the current point were feasible, then steps toward optimality and feasibility would
vanish and we would be left with just∆xCTR. Since our step directions were derived
in an effort to move toward a point on the central path parametrized byµ, we now see
that∆xCTR plays the role of astep-toward-centrality.

1In fact, it’s positive definite, but we don’t need this stronger property here.
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Exercises

18.1 Sherman–Morrison–Woodbury Formula.Assuming that all the inverses be-
low exist, show that the following identity is true:

(E−1 +ADAT )−1 = E − EA(ATEA+D−1)−1ATE.

Use this identity to verify directly the equivalence of the expressions given
for ∆x in (18.11) and (18.12).

18.2 Assuming that all the inverses exist, show that the following identity holds:

I − (E +ADAT )−1ADAT = (E +ADAT )−1E.

18.3 Show that

∆w = ∆wOPT + µ∆wCTR + ∆wFEAS,

where

∆wOPT = −A
(
D2 −D2AT (E−2 +AD2AT )−1AD2

)
c,

∆wCTR = −A
(
D2 −D2AT (E−2 +AD2AT )−1AD2

)
X−1e

+AD2AT (E−2 +AD2AT )−1E−2W−1e,

and
∆wFEAS = ρ−AD2AT (E−2 +AD2AT )−1ρ.

Notes

The KKT system for general inequality constrained optimization problems was
derived by Kuhn & Tucker (1951). It was later discovered that W. Karush had proven
the same result in his 1939 master’s thesis at the University of Chicago (Karush
1939). John (1948) was also an early contributor to inequality-constrained optimiza-
tion. Kuhn’s survey paper (Kuhn 1976) gives a historical account of the development
of the subject.





CHAPTER 19

Implementation Issues

In this chapter, we discuss implementation issues that arise in connection with the
path-following method.

The most important issue is the efficient solution of the systems of equations dis-
cussed in the previous chapter. As we saw, there are basically three choices, involving
either the reduced KKT matrix,

(19.1) B =

[
−E−2 A

AT D−2

]
,

or one of the two matrices associated with the normal equations:

(19.2) AD2AT + E−2

or

(19.3) ATE2A+D−2.

(Here,E−2 = Y −1W andD−2 = X−1Z.)
In the previous chapter, we explained that dense columns/rows are bad for the

normal equations and that therefore one might be better off solving the system involv-
ing the reduced KKT matrix. But there is also a reason one might prefer to work with
one of the systems of normal equations. The reason is that these matrices are posi-
tive definite. We shall show in the first section that there are important advantages in
working with positive definite matrices. In the second section, we shall consider the
reduced KKT matrix and see to what extent the nice properties possessed by positive
definite matrices carry over to these matrices.

After finishing our investigations into numerical factorization, we shall take up
a few other relevant tasks, such as how one extends the path-following algorithm to
handle problems with bounds and ranges.

1. Factoring Positive Definite Matrices

As we saw in the proof of Theorem 18.1, the matrix (19.2) appearing in the primal
normal equations is positive semidefinite (and so is (19.3), of course). In fact, it is
even better—it’s positive definite. A matrixB is positive definiteif ξTBξ > 0 for
all vectorsξ 6= 0. In this section, we will show that, if we restrict our row/column

315
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reordering to symmetric reorderings, that is, reorderings where the rows and columns
undergo the same permutation, then there is no danger of encountering a pivot element
whose value is zero. Hence, the row/column permutation can be selected ahead of time
based only on the aim of maintaining sparsity.

If we restrict ourselves to symmetric permutations, each pivot element is a diago-
nal element of the matrix. The following result shows that we can start by picking an
arbitrary diagonal element as the first pivot element:

THEOREM 19.1. If B is positive definite, thenbii > 0 for all i.

The proof follows trivially from the definition of positive definiteness:

bii = eT
i Bei > 0.

The next step is to show that after each stage of the elimination process, the remaining
uneliminated matrix is positive definite. Let us illustrate by breaking out the first
row/column of the matrix and looking at what the first step of the elimination process
does. Breaking out the first row/column, we write

B =

[
a bT

b C

]
.

Here,a is the first diagonal element (a scalar),b is the column belowa, andC is the
matrix consisting of all ofB except the first row/column. One step of elimination (as
described in Chapter 8) transformsB into[

a bT

b C − bbT

a

]
.

The following theorem tells us that the uneliminated part is positive definite:

THEOREM 19.2. If B is positive definite, then so isC − bbT /a.

PROOF. The fact thatB is positive definite implies that

(19.4)
[
x yT

] [ a bT
b C

][
x

y

]
= ax2 + 2yT bx+ yTCy

is positive whenever the scalarx or the vectory is nonzero (or both). Fix a vector
y 6= 0, and putx = − 1

ab
T y. Using these choices in (19.4), we get

0 <
1
a
yT bbT y − 2

1
a
yT bbT y + yTCy = yT

(
C − bbT

a

)
y.

Sincey was an arbitrary nonzero vector, it follows thatC − bbT /a is positive definite.
�

Hence, after one step of the elimination, the uneliminated part is positive definite.
It follows by induction then that the uneliminated part is positive definite at every step
of the elimination.
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Here’s an example:

B =



2 −1 −1

−1 3 −1 −1

−1 2 −1

−1 −1 3 −1

−1 −1 3


.

At the end of the four steps of the elimination (without permutations), we end up with

2 −1 −1

−1 5
2 −1 −1 − 1

2

−1 8
5 −

7
5 −

1
5

−1 − 7
5

11
8 −

11
8

−1 − 1
2 −

1
5 −

11
8 1


.

From this eliminated form, we extract the lower triangular matrix, the diagonal matrix,
and the upper triangular matrix to writeB as

B =



2

−1 5
2

−1 8
5

−1 − 7
5

11
8

−1 − 1
2 −

1
5 −

11
8 1





2
5
2

8
5

11
8

1



−1 

2 −1 −1
5
2 −1 −1 − 1

2
8
5 −

7
5 −

1
5

11
8 −

11
8

1


.

As we saw in Chapter 8, it is convenient to combine the lower triangular matrix with
the diagonal matrix to get a new lower triangular matrix with ones on the diagonal.
But the current lower triangular matrix is exactly the transpose of the upper triangular
matrix. Hence, to preserve symmetry, we should combine the diagonal matrix with
both the lower and the upper triangular matrices. Since it only appears once, we must
multiply and divide by it (in the middle of the product). Doing this, we get

B =



1

− 1
2 1

− 2
5 1

− 2
5 −

7
8 1

− 1
2 −

1
5 −

1
8 −1 1





2
5
2

8
5

11
8

1





1 − 1
2 − 1

2

1 − 2
5 −

2
5 −

1
5

1 − 7
8 −

1
8

1 −1

1


.

The lower triangular matrix in this representation is usually denoted byL and the
diagonal matrix byD (not to be confused with theD at the beginning of the chapter).
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Hence, this factorization can be summarized as

B = LDLT

and is referred to as anLDLT -factorization. Of course, once a factorization is found,
it is easy to solve systems of equations using forward and backward substitution as
discussed in Chapter 8.

1.1. Stability. We began our discussion of factoring positive definite matrices
with the comment that a symmetric permutation can be chosen purely with the aim of
preserving sparsity, since it is guaranteed that no pivot element will ever vanish. How-
ever, the situation is even better than that—we can show that whenever a pivot element
is small, so is every other nonzero in the uneliminated part of the same row/column.
Before saying why, we need to set down a few technical results.

THEOREM 19.3. If b̄ii denotes a diagonal element in the uneliminated submatrix
at some stage of an elimination andbii denotes the original value of that diagonal
element, then0 < b̄ii ≤ bii.

PROOF. The positivity ofb̄ii follows from the fact the uneliminated submatrix is
positive definite. The fact that it is bounded above bybii follows from the fact that
each step of the elimination can only decrease diagonal elements, which can be seen
by looking at the first step of the elimination. Using the notation introduced just after
Theorem 19.1,

cii −
b2i
a
≤ cii.

�

THEOREM 19.4. If B is symmetric and positive definite, then|bij | <
√
biibjj for

all i 6= j.

PROOF. Fix i 6= j and letξ = rei + ej . That is,ξ is the vector that’s all zero
except for theith andjth position, where it’sr and1, respectively. Then,

0 < ξTBξ = biir
2 + 2bijr + bjj ,

for all r ∈ R. This quadratic expression is positive for all values ofr if and only if it
is positive at its minimum, and it’s easy to check that it is positive at that point if and
only if |bij | <

√
biibjj . �

These two theorems, together with the fact that the uneliminated submatrix is
symmetric and positive definite, give us bounds on the off-diagonal elements. Indeed,
consider the situation after a number of steps of the elimination. Using bars to denote
matrix elements in the uneliminated submatrix and lettingM denote an upper bound
on the diagonal elements before the elimination process began (which, without loss of
generality, could be taken as1), we see that, if̄bjj < ε, then

(19.5) b̄ij <
√
εM.
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This bound is exceedingly important and is special to positive definite matrices.

2. Quasidefinite Matrices

In this section, we shall study factorization techniques for the reduced KKT ma-
trix (19.1). The reduced KKT matrix is an example of a quasidefinite matrix. A
symmetric matrix is calledquasidefiniteif it can be written (perhaps after a symmetric
permutation) as

B =

[
−E A

AT D

]
,

whereE andD are positive definite matrices. Quasidefinite matrices inherit some
of the nice properties of positive definite matrices. In particular, one can perform
an arbitrary symmetric permutation of the rows/columns and still be able to form a
factorization of the permuted matrix.

The idea is that, after each step of the elimination, the remaining uneliminated
part of the matrix is still quasidefinite. To see why, let’s break out the first row/column
of the matrix and look at the first step of the elimination process. Breaking out the first
row/column ofB, we write

B =


−a −bT fT

−b −C G

f GT D

 ,
wherea is a scalar,b andf are vectors, andC, D, andG are matrices (of the appro-
priate dimensions). One step of the elimination process transformsB into

−a −bT fT

−b −
(
C − bbT

a

)
G+ bfT

a

f GT + fbT

a D + ffT

a

 .
The uneliminated part is −(C − bbT

a

)
G+ bfT

a

GT + fbT

a D + ffT

a

 .
Clearly, the lower-left and upper-right blocks are transposes of each other. Also, the
upper-left and lower-right blocks are symmetric, sinceC andD are. Therefore, the
whole matrix is symmetric. Theorem 19.2 tells us thatC − bbT /a is positive definite
andD + ffT /a is positive definite, since the sum of a positive definite matrix and
a positive semidefinite matrix is positive definite (see Exercise 19.2). Therefore, the
uneliminated part is indeed quasidefinite.

Of course, had the first pivot element been selected from the submatrixD instead
of E, perhaps the story would be different. But it is easy to check that it’s the same.
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Hence, no matter which diagonal element is selected to be the first pivot element, the
resulting uneliminated part is quasidefinite. Now, by induction it follows that every
step of the elimination process involves choosing a pivot element from the diagonals
of a quasidefinite matrix. Since these diagonals come from either a positive definite
submatrix or the negative of such a matrix, it follows that they are always nonzero (but
many of them will be negative). Therefore, just as for positive definite matrices, an
arbitrary symmetric permutation of a quasidefinite matrix can be factored without any
risk of encountering a zero pivot element.

Here’s an example:

(19.6) B =

1 2 3 4 5

1

2

3

4

5



−1 −2 1

−2 2

−3 1

−2 1 2

1 2 1


.

(The blocks are easy to pick out, since the negative diagonals must be from−E,
whereas the positive ones are fromD.) Let’s eliminate by picking the diagonals in the
order1, 5, 2, 4, 3. No permutations are needed in preparation for the first step of the
elimination. After this step, we have

1 2 3 4 5

1

2

3

4

5



−1 −2 1

−2 2

−3 1

−2 1 6 −2

1 2 −2 2


.

Now, we move row/column5 to the pivot position, slide the other rows/columns
down/over, and eliminate to get

1 5 2 3 4

1

5

2

3

4



−1 1 −2

1 2 2 −2

2 −4 2

−3 1

−2 −2 2 1 4


.
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Row/column2 is in the correct position for the third step of the elimination, and there-
fore, without further ado, we do the next step in the elimination:

1 5 2 3 4

1

5

2

3

4



−1 1 −2

1 2 2 −2

2 −4 2

−3 1

−2 −2 2 1 5


.

Finally, we interchange rows/columns3 and4 and do the last elimination step to get

1 5 2 4 3

1

5

2

4

3



−1 1 −2

1 2 2 −2

2 −4 2

−2 −2 2 5 1

1 − 16
5


.

From this final matrix, it is easy to extract theLDLT -factorization of the permutation
of B:

B =

1 5 2 4 3

1

5

2

4

3



−1 1 −2

1 1 2

2 −2

−2 2 1

1 −3



=

1

5

2

4

3



1

−1 1

1 1

2 −1 − 1
2 1

1
5 1





−1

2

−4

5

− 16
5



1 5 2 4 3

1 −1 2

1 1 −1

1 − 1
2

1 1
5

1


.

As always, the factorization is computed so that one can solve systems of equations.
Given the factorization, all that is required is a forward substitution, a backward sub-
stitution, a scaling, and two permutations.
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2.1. Instability. We have shown that an arbitrary symmetric permutation of the
rows/columns of a quasidefinite matrix can be factored intoLDLT . That is, mathe-
matically none of the pivot elements will be zero. But they can be small, and their
smallness can cause troubles not encountered with positive definite matrices. To ex-
plain, let’s look at an example. Consider the linear programming problem

maximize x1 + x2

subject to x1 + 2x2 ≤ 1

2x1 + x2 ≤ 1

x1, x2 ≥ 0

and its dual
minimize y1 + y2

subject to y1 + 2y2 ≥ 1

2y1 + y2 ≥ 1

y1, y2 ≥ 0.
Drawing pictures, it is easy to see that the optimal solution is

x∗1 = x∗2 = y∗1 = y∗2 =
1
3

z∗1 = z∗2 = w∗1 = w∗2 = 0.

Therefore, as the optimal solution is approached, the diagonal elements inX−1Z and
Y −1W approach zero. Therefore, at late stages in the path-following method, one is
faced with the problem of factoring the following reduced KKT matrix:

B =

1 2 3 4

1

2

3

4


−ε1 1 2

−ε2 2 1

1 2 δ1

2 1 δ2

 ,
whereε1, ε2, δ1, andδ2 are small positive numbers. Consider what happens if we per-
mute the rows/columns so that the original diagonal elements appear in the following
order:1, 3, 4, 2. The permuted matrix is seen to be

B =

1 3 4 2

1

3

4

2


−ε1 1 2

1 δ1 2

2 δ2 1

2 1 −ε2

 .



2. QUASIDEFINITE MATRICES 323

After the first two steps of the elimination, we have

(19.7)


−ε1 1 2

1 δ1 + 1
ε1

2
ε1

2

2 2
ε1

(δ2 + 4
ε1

)− 4/ε21
(δ1+

1
ε1

)
1− 4/ε1

(δ1+
1

ε1
)

2 1− 4/ε1
(δ1+

1
ε1

)
−ε2 − 4

(δ1+
1

ε1
)

 .

Using exact arithmetic, the uneliminated part simplifies to[
δ2 + 4δ1

1+ε1δ1
1− 4

1+ε1δ1

1− 4
1+ε1δ1

−ε2 − 4ε1
1+ε1δ1

]
.

Here, the diagonal elements are small but not zero and the off-diagonal elements are
close to−3. But on a computer that stores numbers with finite precision, the com-
putation comes out quite differently when theεi’s and theδi’s are smaller than the
square root of the machine precision (i.e., about10−8 for double-precision floating-
point numbers). In the elimination process, the parenthesized expressions in (19.7)
are evaluated before the other operations. Hence, in finite precision arithmetic, these
expressions produce

δ2 +
4
ε1

=
4
ε1

and δ1 +
1
ε1

=
1
ε1
,

and so (19.7) becomes

1 3 4 2

1

3

4

2


−ε1 1 2

1 1
ε1

2
ε1

2

2 2
ε1

0 −3

2 −3 −4ε1

 ,
which clearly presents a problem for the next step in the elimination process.

Now let’s consider what happens if the elimination process is applied directly to
B without permuting the rows/columns. Sparing the reader the tedious details, the end
result of the elimination is the following matrix:

(19.8)


−ε1 1 2

−ε2 2 1

1 2 δ1 + 1
ε1

+ 4
ε2

2
ε1

+ 2
ε2

2 1 2
ε1

+ 2
ε2

δ2 + 4
ε1

+ 1
ε2
−

( 2
ε1

+ 2
ε2

)2

(δ1+
1

ε1
+ 4

ε2
)

 .
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As before, in finite precision arithmetic, certain small numbers get lost:

δ2 +
4
ε1

=
4
ε1

and δ1 +
1
ε1

=
1
ε1
.

Making these substitutions in (19.8), we see that the final matrix produced by the
elimination process using finite precision arithmetic is

−ε1 1 2

−ε2 2 1

1 2 1
ε1

+ 4
ε2

2
ε1

+ 2
ε2

2 1 2
ε1

+ 2
ε2

0

 .
Just as before, the fact that small numbers got lost has resulted in a zero appearing
on the diagonal where a small but nonzero (in this case positive) number belongs.
However, the situation is fundamentally different this time. With the first ordering,
a−3 remained to be eliminated under the zero diagonal element, whereas with the
second ordering, this did not happen. Of course, it didn’t happen in this particular
example because the0 appeared as the last pivot element, which has no elements below
it to be eliminated. But that is not the general reason why the second ordering does
not produce nonzeros under zero pivot elements. In general, a zero (which should be
a small positive) can appear anywhere in the lower-right block (relative to the original
quasidefinite partitioning). But once the elimination process gets to this block, the
remaining uneliminated part of the matrix is positive definite. Hence, the estimate in
(19.5) can be used to tell us that all the nonzeros below a zero diagonal are in fact
small themselves. A zero appearing on the diagonal only presents a problem if there
are nonzeros below it that need to be eliminated. If there are none, then the elimination
can simply proceed to the next pivot element (see Exercise 19.1).

Let’s summarize the situation. We showed in the last chapter that the possibility of
dense rows/columns makes it unattractive to work strictly with the normal equations.
Yet, although the quasidefinite reduced KKT system can be used, it is numerically
less stable. A compromise solution seems to be suggested. One could take a struc-
tured approach to the reordering heuristic. In the structured approach, one decides first
whether it seems better to begin pivoting with elements from the upper-left block or
from the lower-right block. Once this decision is made, one should pivot out all the
diagonal elements from this block before working on the other block, with the excep-
tion that pivots involving dense rows/columns be deferred to the end of the elimination
process. If no dense columns are identified, this strategy mimics the normal equations
approach. Indeed, after eliminating all the diagonal elements in the upper-left block,
the remaining uneliminated lower-right block contains exactly the matrix for the sys-
tem of dual normal equations. Similarly, had the initial choice been to pivot out all
the diagonal elements from the lower-right block, then the remaining uneliminated
upper-left block becomes the matrix for the system of primal normal equations.
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With this structured approach, if no dense rows/columns are identified and de-
ferred, then the elimination process is numerically stable. If, on the other hand, some
dense rows/columns are deferred, then the factorization is less stable. But in practice,
this approach seems to work well. Of course, one could be more careful and monitor
the diagonal elements. If a diagonal element gets small (relative to the other unelim-
inated nonzeros in the same row/column), then one could flag it and then calculate a
new ordering in which such pivot elements are deferred to the end of the elimination
process.

3. Problems in General Form

In this section, we describe how to adapt the path-following algorithm to solving
problems presented in the following general form:

(19.9)

maximize cTx

subject to a ≤ Ax ≤ b

l ≤ x ≤ u.

As in Chapter 9, some of the data elements are allowed to take on infinite values.
However, let us consider first the case where all the components ofa, b, l, andu are
finite. Infinities require special treatment, which shall be discussed shortly.

Following the derivation of the path-following method that we introduced in Chap-
ter 17, the first step is to introduce slack variables as appropriate to replace all inequal-
ity constraints with simple nonnegativity constraints. Hence, we rewrite the primal
problem (19.9) as follows:

maximize cTx

subject to Ax + f = b

−Ax + p = −a
x + t = u

−x + g = −l
f, p, t, g ≥ 0.

In Chapter 9, we showed that the dual problem is given by

minimize bT v − aT q + uT s− lTh
subject to AT (v − q)− (h− s) = c

v, q, s, h ≥ 0,
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and the corresponding complementarity conditions are given by

fivi = 0 i = 1, 2, . . . ,m,
piqi = 0 i = 1, 2, . . . ,m,
tjsj = 0 j = 1, 2, . . . , n,
gjhj = 0 j = 1, 2, . . . , n.

The next step in the derivation is to introduce the primal–dual central path, which
we parametrize as usual by a positive real parameterµ. Indeed, for eachµ > 0,
we define the associated central-path point in primal–dual space as the unique point
that simultaneously satisfies the conditions of primal feasibility, dual feasibility, and
µ-complementarity. Ignoring nonnegativity (which is enforced separately), these con-
ditions are

Ax+ f = b

f + p= b− a
x+ t= u

−x+ g =−l

AT y + s− h= c

y + q − v = 0

FV e= µe

PQe= µe

TSe= µe

GHe= µe.

Note that we have replaced the primal feasibility condition,−Ax+ p = −a, with the
equivalent condition thatf +p = b−a, and we have introduced into the dual problem
new variablesy defined byy = v − q. The reason for these changes is to put the
system of equations into a form in whichA andAT appear as little as possible (so that
solving the system of equations for the step direction will be as efficient as possible).

The last four equations are theµ-complementarity conditions. As usual, each
upper case letter that appears on the left in these equations denotes the diagonal matrix
having the components of the corresponding lower-case vector on its diagonal. The
system is a nonlinear system of5n + 5m equations in5n + 5m unknowns. It has a
unique solution in the strict interior of the following subset of primal–dual space:

(19.10) {(x, f, p, t, g, y, v, q, s, h) : f, p, t, g, v, q, s, h ≥ 0}.

This fact can be seen by noting that these equations are the first-order optimality con-
ditions for an associated strictly convex barrier problem.
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As µ tends to zero, the central path converges to the optimal solution to both the
primal and dual problems. The path-following algorithm is defined as an iterative pro-
cess that starts from a point in the strict interior of (19.10), estimates at each iteration
a value ofµ representing a point on the central path that is in some sense closer to the
optimal solution than the current point, and then attempts to step toward this central-
path point, making sure that the new point remains in the strict interior of the the set
given in (19.10).

Suppose for the moment that we have already decided on the target value for
µ. Let (x, . . . , h) denote the current point in the strict interior of (19.10), and let
(x+∆x, . . . , h+∆h) denote the point on the central path corresponding to the target
value ofµ. The defining equations for the point on the central path can be written as

A∆x+ ∆f = b−Ax− f =: ρ

∆f + ∆p = b− a− f − p =: α

∆x+ ∆t = u− x− t =: τ

−∆x+ ∆g = −l + x− g =: ν

AT ∆y + ∆s−∆h = c−AT y − s+ h =: σ

∆y + ∆q −∆v = −y − q + v =: β

FV −1∆v + ∆f = µV −1e− f − V −1∆V∆f =: γf

QP−1∆p+ ∆q = µP−1e− q − P−1∆P∆q =: γq

ST−1∆t+ ∆s = µT−1e− s− T−1∆T∆s =: γs

HG−1∆g + ∆h = µG−1e− h−G−1∆G∆h =: γh,

where we have introduced notationsρ, . . . , γh as shorthands for the right-hand side ex-
pressions. This is almost a linear system for the direction vectors(∆x, . . . ,∆h). The
only nonlinearities appear on the right-hand sides of the complementarity equations
(i.e., in γf , . . . , γh). As we saw before, Newton’s method suggests that we simply
drop these nonlinear terms to obtain a linear system for the “delta” variables.

Clearly, the main computational burden is to solve the system shown above. It
is important to note that this is a large, sparse, indefinite, linear system. It is also
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symmetric if one negates certain rows and rearranges rows and columns appropriately:



−FV −1 −I
I I

−I I

I I

A I

I −I AT

−I I I

I QP−1

I HG−1

I ST−1





∆v

∆s

∆h

∆q

∆y

∆x

∆f

∆p

∆g

∆t



=



−γf

τ

ν

α

ρ

σ

β

γq

γh

γs



.

Because this system is symmetric, we look for symmetric pivots to solve it. That
is, we choose our pivots only from the diagonal elements. It turns out that we can
eliminate∆v, ∆p, ∆g, and∆t using the nonzero diagonals−FV −1,QP−1,HG−1,
andST−1, respectively, in any order without causing any nondiagonal fill-in. Indeed,
the equations for∆v, ∆p, ∆g, and∆t are

∆v = V F−1(γf −∆f)

∆p = PQ−1(γq −∆q)(19.11)

∆g = GH−1(γh −∆h)

∆t = TS−1(γs −∆s),

and after elimination from the system, we get



−TS−1 I

−GH−1 −I
−PQ−1 I

A I

I −I AT

I I V F−1





∆s

∆h

∆q

∆y

∆x

∆f


=



τ̂

ν̂

α̂

ρ

σ

β̂


,



3. PROBLEMS IN GENERAL FORM 329

where again we have introduced abbreviated notations for the components of the right-
hand side:

τ̂ = τ − TS−1γs

ν̂ = ν −GH−1γh

α̂ = α− PQ−1γq

β̂ = β + V F−1γf .

Next we use the pivot elements−TS−1, −GH−1, and−PQ−1 to solve for∆s,
∆h, and∆q, respectively:

∆s = −ST−1(τ̂ −∆x)

∆h = −HG−1(ν̂ + ∆x)(19.12)

∆q = −QP−1(α̂−∆f).

After eliminating these variables, the system simplifies to
A I

AT D

I E




∆y

∆x

∆f

 =


ρ

σ + ST−1τ̂ −HG−1ν̂

β̂ +QP−1α̂.

 ,
where

D = ST−1 +HG−1

and

E = V F−1 +QP−1.

Finally, we use the pivot elementE to solve for∆f ,

(19.13) ∆f = E−1(β̂ +QP−1α̂−∆y),

which brings us to the reduced KKT equations:

(19.14)

[
−E−1 A

AT D

][
∆y

∆x

]
=

[
ρ− E−1(β̂ +QP−1α̂)

σ + ST−1τ̂ −HG−1ν̂

]
.

Up to this point, none of the eliminations have produced any off-diagonal fill-
in. Also, the matrix for system given in (19.14) is a symmetric quasidefinite matrix.
Hence, the techniques given in Section 18.2 for solving such systems can be used. The
algorithm is summarized in 19.1.
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initialize (x, f, p, t, g, y, v, q, s, h) such thatf, p, t, g, v, q, s, h > 0

while (not optimal){
ρ = b−Ax− w
σ = c−AT y + z

γ = fT v + pT q + tT s+ gTh

µ = δ
γ

n+m
γf = µV −1e− f
γq = µP−1e− q
γs = µT−1e− s
γh = µG−1e− h
τ̂ = u− x− t− TS−1γs

ν̂ = −l + x− g −GH−1γh

α̂ = b− a− f − p− PQ−1γq

β̂ = −y − q + v + V F−1γf

D = ST−1 +HG−1

E = V F−1 +QP−1

solve:

[
−E−1 A

AT D

] [
∆y

∆x

]
=

[
ρ− E−1(β̂ +QP−1α̂)

σ + ST−1τ̂ −HG−1ν̂

]

compute:∆f using (19.13),∆s, ∆h, ∆q using (19.12),

and∆v, ∆p, ∆g, ∆t using (19.11)

θ = r

(
maxij

{
−∆fj

fj
,−∆pi

pi
,−∆ti

ti
,−∆gj

gj
,

−∆vj
vj

,−∆qi
qi

,−∆si
si

,−∆hj
hj

})−1

∧ 1

x← x+ θ∆x, y ← y + θ∆y, f ← f + θ∆f, v ← v + θ∆v

p← p+ θ∆p, q ← q + θ∆q, t← t+ θ∆t, s← s+ θ∆s

g ← g + θ∆g, h← h+ θ∆h

}

FIGURE 19.1. The path-following method—general form.
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Exercises

19.1 The matrix

B =



2 −2

1 −1

−2 2

−1 2 −1

−1 2


is not positive definite but is positive semidefinite. Find a factorizationB =
LDLT , whereL is lower triangular with ones on the diagonal andD is a
diagonal matrix with nonnegative diagonal elements. If such a factorization
exists for every symmetric positive semidefinite matrix, explain why. If not,
give a counterexample.

19.2 Show that the sum of a positive definite matrix and a positive semidefinite
matrix is positive definite.

19.3 Permute the rows/columns of the matrixB given in (19.6) so that the diag-
onal elements fromB appear in the order2, 3, 4, 5, 1. Compute anLDLT -
factorization of this matrix.

19.4 Show that, ifB is symmetric and positive semidefinite, then|bij | ≤
√
biibjj

for all i, j.

Notes

Most implementations of interior-point methods assume the problem to be formu-
lated with equality constraints. In this formulation, Lustig et al. (1994) give a good
overview of the performance of interior-point algorithms compared with the simplex
method.

The suggestion that it is better to solve equations in the KKT form instead of
normal form was offered independently by a number of researchers (Gill et al. 1992,
Turner 1991, Fourer & Mehrotra 1991, Vanderbei & Carpenter 1993).

The advantages of the primal–dual symmetric formulation were first reported in
Vanderbei (1994). The basic properties of quasidefinite matrices were first given in
Vanderbei (1995).





CHAPTER 20

The Affine-Scaling Method

In the previous chapter, we showed that the step direction for the path-following
method can be decomposed into a linear combination of three directions: a direction
toward optimality, a direction toward feasibility, and a direction toward centrality. It
turns out that these directions, or minor variants of them, arise in all interior-point
methods.

Historically, one of the first interior-point methods to be invented, analyzed, and
implemented was a two-phase method in which Phase I uses only the feasibility di-
rection and Phase II uses only the optimality direction. This method is calledaffine
scaling. While it is no longer considered the method of choice for practical imple-
mentations, it remains important because its derivation provides valuable insight into
the nature of the three basic directions mentioned above.

In this chapter, we shall explain the affine-scaling principle and use it to derive
the step toward optimality and step toward feasibility directions. As always, our main
interest lies in problems presented in standard form. But for affine scaling, it is easier
to start by considering problems in equality form. Hence, we begin by assuming that
the linear programming problem is given as

(20.1)

maximize cTx

subject to Ax= b

x≥ 0.

We shall begin with the Phase II algorithm. Hence, we assume that we have a feasible
initial starting point,x0. For the affine-scaling method, it is important that this starting
point lie in the strict interior of the feasible set. That is, we assume that

Ax0 = b and x0 > 0.

1. The Steepest Ascent Direction

Since the affine-scaling principle is fundamentally geometric, it is useful to keep
a picture in mind. A typical picture form = 1 andn = 3 is shown in Figure 20.1. The
ultimate goal is, of course, to move fromx0 to the optimal solutionx∗. However, the
short-term goal is to move fromx0 in some direction∆x that improves the objective
function. Such a direction is called anascent direction. You probably recall from

333
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FIGURE 20.1. A typical feasible region when the problem is in
equality form,m = 1, andn = 3. The lines drawn on the feasible
set represent level sets of the objective function, andx0 represents
the starting point for the affine-scaling method.

elementary calculus that the best, i.e., steepest, ascent direction is given by the gradient
of the objective function. However, as we see in Figure 20.1, there is no reason a priori
for the gradient to “lie in” the feasible region. Hence, the steepest ascent direction
will almost surely cause a move to infeasible points. This is also clear algebraically.
Indeed,

A(x0 + ∆x) = Ax0 +A∆x = b+Ac 6= b

(unless Ac = 0 which is not likely).
To see how to find a better direction, let us first review in what sense the gradient

is the steepest ascent direction. Thesteepest ascent directionis defined to be the direc-
tion that gives the greatest increase in the objective function subject to the constraint
that the displacement vector has unit length. That is, the steepest ascent direction is
the solution to the following optimization problem:

(20.2)
maximize cT (x0 + ∆x)

subject to‖∆x‖2 = 1.
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We can solve this problem using Lagrange multipliers. Indeed, if we letλ denote the
Lagrange multiplier for the constraint, the problem becomes

max
∆x,λ

cT (x0 + ∆x)− λ(∆xT ∆x− 1).

Differentiating with respect to∆x and setting the derivative to zero, we get

c− 2λ∆x = 0,

which implies that

∆x =
1
2λ
c ∝ c.

Then differentiating the Lagrangian with respect toλ and setting that derivative to
zero, we see that

‖∆x‖2 − 1 = 0,
which implies that

‖∆x‖ = ±1.
Hence, the steepest ascent direction points in the direction of eitherc or its negative.
Since the negative is easily seen not to be an ascent direction at all, it follows that the
steepest ascent direction points in the direction ofc.

2. The Projected Gradient Direction

The problem with the steepest ascent direction is that it fails to preserve feasibility.
That is, it fails to preserve the equality constraintsAx = b. To remedy this problem,
let’s add these constraints to (20.2) so that we get the following optimization problem:

maximize cT (x0 + ∆x)

subject to ‖∆x‖2 = 1

A(x0 + ∆x) = b.

Again, the method of Lagrange multipliers is the appropriate tool. As before, letλ
denote the Lagrange multiplier for the norm constraint, and now introduce a vectory
containing the Lagrange multipliers for the equality constraints. The resulting uncon-
strained optimization problem is

max
∆x,λ,y

cT (x0 + ∆x)− λ(∆xT ∆x− 1)− yT (A(x0 + ∆x)− b).

Differentiating this Lagrangian with respect to∆x, λ, andy and setting these deriva-
tives to zero, we get

c− 2λ∆x−AT y = 0
‖∆x‖2 − 1 = 0

A(x0 + ∆x)− b= 0.

The second equation tells us that the length of∆x is one. Since we are interested
in the direction of∆x and are not concerned about its length, we ignore this second
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equation. The first equation tells us that∆x is proportional toc − AT y, and again,
since we aren’t concerned about lengths, we putλ = 1/2 so that the first equation
reduces to

(20.3) ∆x = c−AT y.

SinceAx0 = b, the third equation says that

A∆x = 0.

Substituting (20.3) into this equation, we get

Ac−AAT y = 0,

which, assuming thatAAT has full rank (as it should), can be solved fory to get

y = (AAT )−1Ac.

Now, substituting this expression into (20.3), we see that

∆x = c−AT (AAT )−1Ac.

It is convenient to letP be the matrix defined by

P = I −AT (AAT )−1A.

With this definition,∆x can be expressed succinctly as

∆x = Pc.

We claim thatP is the matrix that maps any vector, such asc, to its orthogonal
projection onto the null space ofA. To justify this claim, we first need to define some
of the terms we’ve used. Thenull spaceof A is defined as{d ∈ Rn : Ad = 0}. We
shall denote the null space ofA byN(A). A vector c̃ is theorthogonal projectionof
c ontoN(A) if it lies in the null space,

c̃ ∈ N(A),

and if the difference between it andc is orthogonal to every other vector inN(A).
That is,

dT (c− c̃) = 0, for all d ∈ N(A).
Hence, to show thatPc is the orthogonal projection ofc onto the null space ofA, we
simply check these two conditions. Checking the first, we see that

APc = Ac−AAT (AAT )−1Ac,

which clearly vanishes. To check the second condition, letd be an arbitrary vector in
the null space, and compute

dT (c− Pc) = dTAT (AAT )−1Ac,

which also vanishes, sincedTAT = (Ad)T = 0. The orthogonal projectionPc is
shown in Figure 20.1.
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3. The Projected Gradient Direction with Scaling

The orthogonal projection of the gradient gives a good step direction in the sense
that among all feasibility-preserving directions, it gives the largest rate of increase
of cTx per unit step length. This property is nice as long as the current pointx0 is
well inside the feasible set. But if it is close to a “wall,” the overall increase in one
step will be small, since even though the rate is large the actual step length will be
small, yielding a small overall increase. In fact, the increase will become arbitrarily
small as the pointx0 is taken closer and closer to a “wall.” Hence, to get a reasonable
algorithm, we need to find a formula for computing step directions that steers away
from walls as they get close.

The affine-scaling algorithm achieves this affect as follows:scale the variables
in the problem so that the current feasible solution is far from the walls, compute the
step direction as the projected gradient in the scaled problem, and then translate this
direction back into the original system. The idea of scaling seems too simple to do
any good, and this is true if one tries the most naive scaling—just multiplying every
variable by one large number (such as the reciprocal of the smallest component ofx0).
Such a uniform scaling does not change the picture in any way. For example, Figure
20.1, which doesn’t show specific scales on the coordinate axes, would not change at
all. Hence, whether distance is measured in miles or in feet, the property of being
close to a wall remains unchanged.

Fortunately, the scaling we have in mind for the affine-scaling algorithm is just
slightly fancier. Indeed, the idea is to scale each variable in such a manner that its
initial value gets mapped to1. That is, for eachj = 1, 2, . . . , n, we introduce new
variables given by

ξj =
xj

x0
j

.

Of course, this change of variable is trivial to undo:

xj = x0
jξj .

In matrix notation, the change of variables can be written as

(20.4) x = X0ξ.

Note that we are employing our usual convention of letting an upper-case letter stand
for a diagonal matrix whose diagonal elements come from the components of the
vector denoted by the corresponding lower-case letter. Clearly, under this change of
variables, the initial solutionx0 gets mapped to the vectore of all ones, which is at
least one unit away from each wall. Figure 20.2 shows an example of this scaling
transformation. Note that, unlike the trivial scaling mentioned above, this scaling
changes the way the level sets of the objective cut across the feasible region.
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FIGURE 20.2. The effect of affine scaling on projected gradients.

Making the change of variables given by (20.4) in (20.1), we find that the problem
in the scaled space is

maximize cTX0ξ

subject to AX0ξ = b

ξ ≥ 0.

Clearly, it is a linear programming problem in standard form with constraint matrix
AX0 and vector of objective function coefficients(cTX0)T = X0c. Letting ∆ξ
denote the projected gradient of the objective function in this scaled problem, we see
that

∆ξ =
(
I −X0AT (AX02

AT )−1AX0
)
X0c.

Ignore step length worries for the moment, and consider moving from the current
solutionξ0 = e to the following new point in the scaled problem:

ξ1 = ξ0 + ∆ξ.
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Then transforming this new point back into the original unscaled variables, we get a
new pointx1 given by

x1 = X0ξ1 = X0(e+ ∆ξ) = x0 +X0∆ξ.

Of course, the difference betweenx1 andx0 is the step direction in the original vari-
ables. Denoting this difference by∆x, we see that

∆x=X0
(
I −X0AT (AX02

AT )−1AX0
)
X0c

=
(
D −DAT (ADAT )−1AD

)
c,(20.5)

where

D = X02
.

The expression for∆x given by (20.5) is called theaffine-scaling step direction. Of
course, to construct the affine-scaling algorithm out of this formula for a step direc-
tion, one simply needs to choose step lengths in such a manner as to ensure “strict”
feasibility of each iterate.

We end this section by illustrating some of the calculations on the following trivial
example:

maximize 2x1 + 3x2 + 2x3

subject to x1 + x2 + 2x3 = 3

x1, x2, x3 ≥ 0.

This is precisely the problem shown in Figure 20.2. As in the figure, let us assume that

x0 =


1
3
2
1
4

 .
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For later comparison, we compute the projected gradient (without scaling):

Pc= c−AT (AAT )−1Ac

=


2

3

2

−


1

1

2


[ 1 1 2

]
1

1

2



−1 [

1 1 2
]

2

3

2



=


2

3

2

−


1

1

2

 9
6

=


1
2
3
2

−1

 .
Now, in the scaled coordinate system, the gradient of the objective function is

X0c =


1

3
2

1
4




2

3

2

 =


2
9
2
1
2


and the constraint matrix is given by

AX0 =
[

1 1 2
]

1
3
2

1
4

 =
[

1 3
2

1
2

]
.

Using these, we compute∆ξ as follows:

∆ξ =


2
9
2
1
2

−


1
3
2
1
2


[ 1 3

2
1
2

]
1
3
2
1
2



−1 [

1 3
2

1
2

]
2
9
2
1
2



=


2
9
2
1
2

−


1
3
2
1
2

 2
7
9

=


− 4

7
9
14

− 11
14

 .
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Finally, ∆x is obtained by the inverse scaling:

∆x=X0∆ξ

=


1

3
2

1
4



− 4

7
9
14

− 11
14



=


− 4

7
27
28

− 11
56

 .
In the next section, we discuss the convergence properties of the affine-scaling algo-
rithm.

4. Convergence

In the previous section, we derived the affine-scaling step direction∆x. To make
an algorithm, we need to introduce an associated step length. If the step were chosen
so that the new point were to lie exactly on the boundary of the feasible region, then
the multiplier for∆x, which as usual we denote byθ, would be given by

θ =
(

max
j

{
−∆xj

xj

})−1

.

But as always, we need to shorten the step by introducing a parameter0 < r < 1 and
setting

θ = r

(
max

j

{
−∆xj

xj

})−1

.

With this choice ofθ, the iterations of the affine-scaling algorithm are defined by

x← x+ θ∆x.

It turns out that the analysis of the affine-scaling algorithm is more delicate than
the analysis of the path-following algorithm that we discussed in Chapter 17. Hence,
we simply state without proof the main results.

THEOREM 20.1.

(a) If the problem and its dual are nondegenerate, then for everyr < 1, the
sequence generated by the algorithm converges to the optimal solution.

(b) For r ≤ 2/3, the sequence generated by the algorithm converges to an
optimal solution (regardless of degeneracy).

(c) There exists an example and an associatedr < 1 for which the algorithm
converges to a nonoptimal solution.
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Pc

min

max

∆x

FIGURE 20.3. A few continuous paths of the affine-scaling algo-
rithm. At every point, the continuous path is tangent to the step
direction∆x.

There is only one example currently known for which the affine-scaling algorithm
fails by converging to a nonoptimal solution. For this example, the failure occurs only
for all r > 0.995. It is not known whether there are examples of the algorithm failing
for all r > 2/3, although such a worst-case example seems likely to exist.

Convergence is only the first question. Once convergence is established, the
follow-up question is: how fast? For example, given a fixed tolerance, does the affine-
scaling algorithm produce a solution within this tolerance of optimality in a number of
iterations that is bounded by a polynomial inn? Some variants of the path-following
method have this desirable property, so one would hope that the affine-scaling method
would share it. Unfortunately, while no one has written down a detailed example yet,
there is strong evidence that the affine-scaling method does not have this property.

To explain the evidence, consider letting the step lengths in the affine-scaling al-
gorithm be extremely short, even infinitesimally short. In this case, the algorithm no
longer generates a sequence of points moving toward the optimal solution but rather
makes a smooth curve connecting the starting point to the optimal solution. If we
let the starting point vary, then we get a family of curves filling out the entire inte-
rior of the feasible region and connecting each interior point to the optimal solution.
Figure 20.3 shows an example of a feasible region and some of thecontinuous paths.
Studying the continuous paths gives information about the discrete step algorithm,
since, for each pointx, the step direction∆x at x is tangent to the continuous path
throughx. The important property that the continuous paths illustrate is that as one
gets close to a face of the feasible polytope, the continuous path becomes tangent to
the face (see Exercise 20.1 for an algebraic verification of this statement). This tan-
gency holds for faces of all dimensions. In particular, it is true for edges. Hence,
if one starts close to an edge, then one gets a step that looks a lot like a step of the
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simplex method. Therefore, it is felt that if one were to take a problem that is bad
for the simplex method, such as the Klee–Minty problem, and start the affine-scaling
algorithm in just the right place, then it would mimic the steps of the simplex method
and therefore take2n iterations to get close to the optimal solution. This is the idea,
but as noted above, no one has carried out the calculations.

5. Feasibility Direction

To derive a Phase I procedure for the affine-scaling algorithm, we consider a start-
ing pointx0 that has strictly positive components but does not necessarily satisfy the
equality constraintsAx = b. We then let

ρ = b−Ax0

denote the vector of infeasibilities. With these definitions under our belt, we introduce
the following auxiliary problem involving one extra variable, which we shall denote
by x0 (not to be confused with the initial solution vectorx0):

maximize−x0

subject to Ax+ x0ρ= b

x ≥ 0, x0 ≥ 0.

Clearly, the vector [
x0

1

]
is a strictly positive feasible solution to the auxiliary problem. Hence, we can apply the
affine-scaling algorithm to the auxiliary problem. If the optimal solution hasx∗0 > 0,
then the original problem is infeasible. If, on the other hand, the optimal solution has
x∗0 = 0, then the optimal solution to the auxiliary problem provides a feasible starting
solution to the original problem (it may not be a strictly interior feasible solution, but
we shall ignore such technicalities in the present discussion).

Let us now derive a specific formula for the step direction vector in the auxiliary
problem. The vector of objective coefficients is[

0

−1

]
,

the constraint matrix is [
A ρ

]
,

and the “current” solution can be denoted as[
x

x0

]
.



344 20. THE AFFINE-SCALING METHOD

Substituting these three objects appropriately into (20.5), we get[
∆x

∆x0

]
=

([
X2

x2
0

]
−

[
X2

x2
0

][
AT

ρT

]
([

A ρ
] [ X2

x2
0

][
AT

ρT

])−1

[
A ρ

] [ X2

x2
0

])[
0

−1

]
.

Exploiting heavily the fact that all the coefficients in the objective vector are zero
except for the last, we can write a fairly simple expression for∆x:

∆x = X2AT
(
AX2AT + x2

0ρρ
T
)−1

ρx0.

The final simplification comes from applying the Sherman–Morrison–Woodbury for-
mula (see Exercise 18.1) to the inverted expression above to discover that the vector
(AX2AT + x2

0ρρ
T )−1ρ points in the same direction as(AX2AT )−1ρ. That is, there

is a positive scalarα such that

(AX2AT + x2
0ρρ

T )−1ρ = α(AX2AT )−1ρ

(see Exercise 20.3). Since vector lengths are irrelevant, we can define the affine-
scaling feasibility step direction as

(20.6) ∆x = X2AT
(
AX2AT

)−1
ρ.

6. Problems in Standard Form

We return now to problems in standard form:

maximize cTx

subject to Ax≤ b
x≥ 0.

Introducing slack variablesw, we can write the problem equivalently as

(20.7)

maximize

[
c

0

]T [
x

w

]

subject to
[
A I

] [ x

w

]
= b[

x

w

]
≥ 0.
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Writing down the affine-scaling step direction for this problem, we get[
∆x

∆w

]
=

([
X2

W 2

]
−

[
X2

W 2

][
AT

I

]
([

A I
] [ X2

W 2

][
AT

I

])−1

[
A I

] [ X2

W 2

])[
c

0

]
,

which simplifies to[
∆x

∆w

]
=

[
X2c

0

]
−

[
X2AT

W 2

] (
AX2AT +W 2

)−1
AX2c.

Therefore, in particular

∆x = X2c−X2AT (AX2AT +W 2)−1AX2c.

Note that this formula for∆x matches the formula for∆xOPT given in Section 18.3,
except that the diagonal matrixX2 replacesXZ−1 andW 2 replacesWY −1. These
diagonal matrices are referred to asscaling matrices. Hence, the formula for∆x given
above is often called theaffine-scaling step direction with primal scaling, whereas
∆xOPT is referred to as theaffine-scaling step direction with primal–dual scaling.

Similar connections can be established between the Phase I step direction derived
in this section and∆xFEAS from Section 18.3. Indeed, from (20.6), we see that the
feasibility step direction for (20.7) is[

∆x

∆w

]
=

[
X2

W 2

][
AT

I

]([
A I

] [ X2

W 2

][
AT

I

])−1

(
b−

[
A I

] [ x

w

])
.

Again, looking just at the formula for∆x, we see that

∆x = X2AT (AX2AT +W 2)−1(b−Ax− w),

which coincides with∆xFEAS except thatX2 replacesXZ−1 andW 2 replacesWY −1.

Exercises

20.1 Step direction becomes tangent to each facet.Let ∆x denote the affine-
scaling step direction given by

∆x =
(
X2 −X2AT (AX2AT )−1AX2

)
c.
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This step direction is clearly a function ofx. Fix j. Show that the limit as
xj tends to zero of∆x is a vector whosejth component vanishes. That is,

lim
xj→0

∆xj = 0.

20.2 Dual Estimates.Consider the following function, defined in the interior of
the polytope of feasible solutions{x : Ax = b, x > 0} by

y(x) = (AX2AT )−1AX2c.

Consider a partition of the columns ofA =
[
B N

]
into a basic partB and a

nonbasic partN , and, as we did in our study of the simplex method, partition
then-vectors analogously. Show that

lim
xN→0

y(x) = (BT )−1cB.

20.3 LetA be anm×nmatrix having rankm, and letρ be an arbitrarym-vector.
Use the identity proved in Exercise 18.1 to show that there exists a scalarα
such that

(AAT + ρρT )−1ρ = α(AAT )−1ρ.

Hint: Be mindful of which matrices are invertible.

20.4 (So-called) Dual Affine-Scaling Method.Compute the affine-scaling step-
direction vector∆x for problems in the following form:

maximize cTx

subject toAx ≤ b.

Notes

The affine-scaling algorithm was first suggested by Dikin (1967). He subse-
quently published a convergence analysis in Dikin (1974). Dikin’s work went largely
unnoticed for many years until several researchers independently rediscovered the
affine-scaling algorithm as a simple variant of Karmarkar’s algorithm (Karmarkar
1984). Of these independent rediscoveries, only two papers offered a convergence
analysis: one by Barnes (1986) and the other by Vanderbei et al. (1986). It is inter-
esting to note that Karmarkar himself was one of the independent rediscoverers, but
he mistakenly believed that the algorithm enjoyed the same convergence properties as
his algorithm (i.e., that it would get within any fixed tolerance of optimality within a
specific number of iterations bounded by a polynomial inn).

Theorem 20.1(a) was proved by Vanderbei et al. (1986). Part (b) of the Theorem
was proved by Tsuchiya & Muramatsu (1992) who also show that the result is sharp.
A sharper sharpness result can be found in Hall & Vanderbei (1993). Part (c) of the
Theorem was established by Mascarenhas (1997).
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The first derivation of the affine-scaling feasibility step direction was given by
Vanderbei (1989). The simple derivation given in Section 20.5 is due to M. Meketon.

A recent book by Saigal (1995) contains an extensive treatment of affine-scaling
methods.





CHAPTER 21

The Homogeneous Self-Dual Method

In Chapter 17, we described and analyzed an interior-point method called the
path-following algorithm. This algorithm is essentially what one implements in prac-
tice but as we saw in the section on convergence analysis, it is not easy (and perhaps
not possible) to give a complete proof that the method converges to an optimal solu-
tion. If convergence were completely established, the question would still remain as
to how fast is the convergence. In this chapter, we shall present a similar algorithm for
which a complete convergence analysis can be given.

1. From Standard Form to Self-Dual Form

As always, we are interested in a linear programming problem given in standard
form

(21.1)

maximize cTx

subject to Ax≤ b
x≥ 0

and its dual

(21.2)

minimize bT y

subject toAT y ≥ c
y ≥ 0.

As we shall show, these two problems can be solved by solving the following problem,
which essentially combines the primal and dual problems into one problem:

(21.3)

maximize 0

subject to − AT y + cφ ≤ 0,

Ax − bφ ≤ 0,

−cTx + bT y ≤ 0,

x, y, φ ≥ 0.

Note that, beyond combining the primal and dual into one big problem, one new vari-
able (φ) and one new constraint have been added. Hence, the total number of variables

349



350 21. THE HOMOGENEOUS SELF-DUAL METHOD

in (21.3) isn+m+ 1 and the total number of constraints isn+m+ 1. Furthermore,
the objective function and the right-hand sides all vanish. Problems with such right-
hand sides are calledhomogeneous. Also, the constraint matrix for problem (21.3) is
skew symmetric. That is, it is equal to the negative of its transpose. Homogeneous
linear programming problems having a skew symmetric constraint matrix are called
self-dual.

In the next section, we shall give an algorithm for the solution of homogeneous
self-dual linear programming problems. But first, let’s note that a solution to (21.3) in
whichφ > 0 can be converted into solutions for (21.1) and (21.2). Indeed, let(x̄, ȳ, φ̄)
be an optimal solution to problem (21.3). Suppose thatφ̄ > 0. (The algorithm given
in the next section will guarantee that this property is satisfied whenever (21.1) and
(21.2) have optimal solutions1). Put

x∗ = x̄/φ̄ and y∗ = ȳ/φ̄.

Then the constraints in (21.3) say that

− AT y∗ + c ≤ 0,

Ax∗ − b ≤ 0,

−cTx∗ + bT y∗ ≤ 0.

Also, x∗ andy∗ are both nonnegative. Therefore,x∗ is feasible for (21.1) andy∗ is
feasible for (21.2). From the weak duality theorem together with the third inequality
above, we get

cTx∗ = bT y∗.

Therefore,x∗ is optimal for the primal problem (21.1) andy∗ is optimal for the dual
problem (21.2). As we will see later, the case whereφ̄ = 0 corresponds to infeasibility
of either the primal or the dual problem (or both).

2. Homogeneous Self-Dual Problems

Consider a linear programming problem in standard form

maximize cTx

subject to Ax≤ b
x≥ 0

and its dual
minimize bT y

subject toAT y ≥ c
y ≥ 0.

1The astute reader might notice that setting all variables to0 produces an optimal solution.
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Such a linear programming problem is calledself-dualif m = n, A = −AT , and
b = −c. The reason for the name is that the dual of such a problem is the same as
the primal. To see this, rewrite the constraints as less-thans and then use the defining
properties for self-duality to get

AT y ≥ c ⇔ −AT y ≤ −c ⇔ Ay ≤ b.

Similarly, writing the objective function as a maximization, we get

min bT y = −max−bT y = −max cT y.

Hence, ignoring the (irrelevant) fact that the dual records the negative of the objective
function, the primal and the dual are seen to be the same. A linear programming
problem in which the right-hand side vanishes is called ahomogeneousproblem. It
follows that if a problem is homogeneous and self-dual, then its objective function
must vanish too.

For the remainder of this section, we assume that the problem under consideration
is homogeneous and self-dual. Since the casem = n = 1 is trivial (A = 0 in this
case), we assume throughout this section thatn ≥ 2. Also, since the dual is the same
problem as the primal, we prefer to use the letterz for the primal slacks (instead of the
usualw). Hence, the primal can be written as

(21.4)

maximize 0

subject to Ax+ z = 0

x, z ≥ 0.

The following theorem establishes some of the important properties of homoge-
neous self-dual problems.

THEOREM 21.1. For homogeneous self-dual problem(21.4), the following state-
ments hold:

(1) It has feasible solutions and every feasible solution is optimal.
(2) The set of feasible solutions has empty interior. In fact, if(x, z) is feasible,

thenzTx = 0.

PROOF. (1) The trivial solution,(x, z) = (0, 0), is feasible. Since the objective
function is zero, every feasible solution is optimal.

(2) Suppose that(x, z) is feasible for (21.4). The fact thatA is skew symmetric
implies thatξTAξ = 0 for every vectorξ (see Exercise 15.1). In particular,xTAx = 0.
Therefore, multiplyingAx+z = 0 on the left byxT , we get0 = xTAx+xT z = xT z.
This completes the proof. �

Part (2) of the previous Theorem tells us that homogeneous self-dual problems do
not have central paths.
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2.1. Step Directions.As usual, the interior-point method we shall derive will
have the property that the intermediate solutions it produces will be infeasible. Hence,
let

ρ(x, z) = Ax+ z

denote the infeasibility of a solution(x, z). Also, let

µ(x, z) =
1
n
xT z.

The numberµ(x, z) measures the degree of noncomplementarity betweenx andz.
Whenx andz are clear from context, we shall simply writeρ for ρ(x, z) andµ for
µ(x, z).

Step directions(∆x,∆z) are chosen to reduce the infeasibility and noncomple-
mentarity of the current solution by a given factorδ, 0 ≤ δ ≤ 1. Hence, we consider
the nonlinear system that would make the infeasibility and noncomplementarity of
(x+ ∆x, z + ∆z) beδ times that of(x, z):

A(x+ ∆x) + (z + ∆z) = δ(Ax+ z),
(X + ∆X)(Z + ∆Z)e= δµ(x, z)e.

As usual, this system is nonlinear in the “delta” variables. Dropping the nonlinear
term (appearing only in the second equation), we get the following linear system of
equations for the step directions:

A∆x+ ∆z =−(1− δ)ρ(x, z),(21.5)

Z∆x+X∆z = δµ(x, z)e−XZe.(21.6)

With these step directions, we pick a step lengthθ and step to a new point:

x̄ = x+ θ∆x, z̄ = z + θ∆z.

We denote the newρ-vector byρ̄ and the newµ-value byµ̄:

ρ̄ = ρ(x̄, z̄) and µ̄ = µ(x̄, z̄).

The following theorem establishes some of the properties of these step directions.

THEOREM 21.2. The following relations hold:

(1) ∆zT ∆x = 0.
(2) ρ̄ = (1− θ + θδ)ρ.
(3) µ̄ = (1− θ + θδ)µ.
(4) X̄Z̄e− µ̄e = (1− θ)(XZe− µe) + θ2∆X∆Ze.

PROOF. (1) We start by multiplying both sides of (21.5) on the left by∆xT :

(21.7) ∆xTA∆x+ ∆xT ∆z = −(1− δ)∆xT ρ.

The skew symmetry ofA (i.e.,A = −AT ) implies that∆xTA∆x = 0 (see Exercise
15.1). Hence, the left-hand side of (21.7) simplifies nicely:

∆xTA∆x+ ∆xT ∆z = ∆xT ∆z.
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Substituting the definition ofρ into the right-hand side of (21.7), we get

−(1− δ)∆xT ρ = −(1− δ)∆xT (Ax+ z).

Next, we use the skew symmetry ofA to rewrite∆xTAx as follows:

∆xTAx = (Ax)T ∆x = xTAT ∆x = −xTA∆x.

Assembling what we have so far, we see that

(21.8) ∆xT ∆z = −(1− δ)(−xTA∆x+ zT ∆x).

To proceed, we use (21.5) to replaceA∆x with −(1− δ)ρ−∆z. Therefore,

− xTA∆x+ zT ∆x= xT ((1− δ)ρ+ ∆z) + zT ∆x

= (1− δ)xT ρ+ xT ∆z + zT ∆x.(21.9)

Again using the definition ofρ and the skew symmetry ofA, we see that

xT ρ = xT (Ax+ z) = xT z.

The last two terms in (21.9) can be simplified by multiplying both sides of (21.6) on
the left byeT and then using the definition ofµ to see that

zT ∆x+ xT ∆z = δµn− xT z = (δ − 1)xT z..

Making these substitutions in (21.9), we get

−xTA∆x+ zT ∆x = (1− δ)xT z + (δ − 1)xT z = 0.

Hence, from (21.8), we see that∆xT ∆z vanishes as claimed.
(2) From the definitions of̄x andz̄, we see that

ρ̄=A(x+ θ∆x) + (z + θ∆z)
=Ax+ z + θ(A∆x+ ∆z)
= (1− θ + θδ)ρ.

(3) From the definitions of̄x andz̄, we see that

x̄T z̄ = (x+ θ∆x)T (z + θ∆z)

= xT z + θ(zT ∆x+ xT ∆z) + θ2∆zT ∆x.

From part (1) and (21.6), we then get

x̄T z̄ = xT z + θ(δµn− xT z).

Therefore,

µ̄ =
1
n
x̄T z̄ = (1− θ)µ+ θδµ.

(4) From the definitions of̄x andz̄ together with part (3), we see that

X̄Z̄e− µ̄e= (X + θ∆X)(Z + θ∆Z)e− (1− θ + θδ)µe
=XZe+ θ(Z∆x+X∆z) + θ2∆X∆Ze− (1− θ + θδ)µe.
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Substituting (21.6) into the second term on the right and recollecting terms, we get the
desired expression. �

2.2. Predictor-Corrector Algorithm. With the preliminaries behind us, we are
now ready to describe an algorithm. We shall be more conservative than we were in
Chapter 17 and define the algorithm in such a way that it keeps the components of
XZe close to each other. Indeed, for each0 ≤ β ≤ 1, let

N (β) = {(x, z) > 0 : ‖XZe− µ(x, z)e‖ ≤ βµ(x, z)} .

Shortly, we will only deal withN (1/4) andN (1/2) but first let us note generally that
β < β′ implies thatN (β) ⊂ N (β′). Hence, as a function ofβ, theN (β)’s form an
increasing family of sets. Also,N (0) is precisely the set of points(x, z) for which
XZe has all equal components.

The algorithm alternates between two types of steps. On the first iteration and
subsequently on every other iteration, the algorithm performs apredictor step. Before
a predictor step, one assumes that

(x, z) ∈ N (1/4).

Then step directions are computed usingδ = 0 (i.e., with no centering) and the step
length is calculated so as not to go outside ofN (1/2):

(21.10) θ = max{t : (x+ t∆x, z + t∆z) ∈ N (1/2)}.

On the even iterations, the algorithm performs acorrector step. Before a corrector
step, one assumes that

(x, z) ∈ N (1/2)

(as is guaranteed by the predictor step’s step length). Then step directions are com-
puted usingδ = 1 (i.e., pure centering) and the step length parameterθ is set to1.

The following theorem shows that the result of each step satisfies the precondition
for the next step of the algorithm and thatµ decreases on predictor steps while it stays
the same on corrector steps.

THEOREM 21.3. The following statements are true:

(1) After a predictor step,(x̄, z̄) ∈ N (1/2) andµ̄ = (1− θ)µ.
(2) After a corrector step,(x̄, z̄) ∈ N (1/4) andµ̄ = µ.

PROOF OFPART (1). The formula forµ̄ follows from part (3) of Theorem 21.2
by puttingδ = 0. The fact that(x̄, z̄) ∈ N (1/2) is an immediate consequence of the
choice ofθ. �
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Before proving Part (2) of the Theorem, we need to introduce some notation and
prove a few technical results. Let

p=X−1/2Z1/2∆x,

q =X1/2Z−1/2∆z,
r= p+ q

=X−1/2Z−1/2(Z∆x+X∆z)

=X−1/2Z−1/2(δµe−XZe).(21.11)

The technical results are summarized in the following lemma.

LEMMA 21.4. The following statements are true:

(1) ‖PQe‖ ≤ 1
2‖r‖

2.
(2) If δ = 0, then‖r‖2 = nµ.
(3) If δ = 1 and(x, z) ∈ N (β), then‖r‖2 ≤ β2µ/(1− β).

PROOF. (1) First note thatpT q = ∆xT ∆z = 0 by Theorem 21.2(1). Hence,

‖r‖2 = ‖p+ q‖2 = pT p+ 2pT q + qT q =
∑

j

(p2
j + q2j ).

Therefore,

‖r‖4 =

∑
j

(p2
j + q2j )

2

≥
∑

j

(p2
j + q2j )2

=
∑

j

(
(p2

j − q2j )2 + 4p2
jq

2
j

)
≥ 4

∑
j

p2
jq

2
j

= 4‖PQe‖2.

Taking square roots yields the desired inequality.
(2) Puttingδ = 0 in (21.11), we see thatr = −X1/2Z1/2e. Therefore,‖r‖2 =

zTx = nµ.
(3) Suppose that(x, z) ∈ N (β). Whenever the norm of a vector is smaller than

some number, the magnitude of each component of the vector must also be smaller
than this number. Hence,|xjzj − µ| ≤ βµ. It is easy to see that this inequality is
equivalent to

(21.12) (1− β)µ ≤ xjzj ≤ (1 + β)µ.
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Now puttingδ = 1 in (21.11), we get

‖r‖2 =
∑

j

(xjzj − µ)2

xjzj
.

Therefore, using the lower bound given in (21.12), we get the following upper bound:

‖r‖2 ≤ 1
(1− β)µ

∑
j

(xjzj − µ)2.

Finally, since(x, z) ∈ N (β), we see that the above sum is bounded byβ2µ2. This
gives the claimed inequality. �

PROOF OFTHEOREM 21.3(2). Sinceθ = 1 in a corrector step, it follows from
Theorem 21.2(4) that̄XZ̄e− µ̄e = ∆X∆Ze = PQe. Therefore, parts (1) and (3) of
Lemma 21.4 imply that

‖X̄Z̄e− µ̄e‖= ‖PQe‖

≤ 1
2
‖r‖2

≤ 1
2

(1/2)2

1− 1/2
µ

=
1
4
µ.(21.13)

We also need to show that(x̄, z̄) > 0. For0 ≤ t ≤ 1, let

x(t) = x+ t∆x, z(t) = z + t∆z, and µ(t) = µ(x(t), z(t)).

Then from part (4) of Theorem 21.2, we have

X(t)Z(t)e− µ(t)e = (1− t)(XZe− µe) + t2∆X∆Ze.

The right-hand side is the sum of two vectors. Since the length of the sum of two
vectors is less than the sum of the lengths (i.e., by thetriangle inequality), it follows
that

(21.14) ‖X(t)Z(t)e− µ(t)e‖ ≤ (1− t)‖XZe− µe‖+ t2‖∆X∆Ze‖
(note that we’ve pulled the scalars out of the norms). Now, since(x, z) ∈ N (1/2),
we have‖XZe−µe‖ ≤ µ/2. Furthermore, from (21.13) we have that‖∆X∆Ze‖ =
‖PQe‖ ≤ µ/4. Replacing the norms in (21.14) with these upper bounds, we get the
following bound:

(21.15) ‖X(t)Z(t)e− µ(t)e‖ ≤ (1− t)µ
2

+ t2
µ

4
≤ µ

2
(the second inequality follows from the obvious facts thatt2 ≤ t andµ/4 ≤ µ/2).

Now, consider a specific componentj. It follows from (21.15) that

xj(t)zj(t)− µ(t) ≥ −µ
2
.
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Sinceδ = 1, part (3) of Theorem 21.2 tells us thatµ(t) = µ for all t. Therefore the
previous inequality can be written as

(21.16) xj(t)zj(t) ≥
µ

2
> 0.

This inequality then implies thatxj(t) > 0 andzj(t) > 0 for all 0 ≤ t ≤ 1 (since
they could only become negative by passing through0, which is ruled out by (21.16)).
Puttingt = 1, we get that̄xj > 0 andz̄j > 0. Since the componentj was arbitrary, it
follows that(x̄, z̄) > 0. Therefore(x̄, z̄) ∈ N (1/4). �

2.3. Convergence Analysis.The previous theorem showed that the predictor-
corrector algorithm is well defined. The next theorem gives us a lower bound on the
progress made by each predictor step.

THEOREM 21.5. In each predictor step,θ ≥ 1
2
√

n
.

PROOF. Using the same notation as in the proof of Theorem 21.3, we have the
inequality:

‖X(t)Z(t)e− µ(t)e‖ ≤ (1− t)‖XZe− µe‖(21.17)

+t2‖∆X∆Ze‖.

This time, however,(x, z) ∈ N (1/4) andδ = 0. Hence,

‖XZe− µe‖ ≤ µ

4
and, from parts (1) and (2) of Lemma 21.4,

‖∆X∆Ze‖ = ‖PQe‖ ≤ 1
2
‖r‖2 =

1
2
nµ.

Using these two bounds in (21.17), we get the following bound:

‖X(t)Z(t)e− µ(t)e‖ ≤ (1− t)µ
4

+ t2
nµ

2
.

Now, fix a t ≤ (2
√
n)−1. For such at, we havet2n/2 ≤ 1/8. Therefore, using the

fact thatt ≤ 1/2 for n ≥ 2, we get

‖X(t)Z(t)e− µ(t)e‖ ≤ (1− t)µ
4

+
µ

8
≤ (1− t)µ

4
+ (1− t)µ

4
= (1− t)µ

2

=
µ(t)
2
.

Hence, as in the previous theorem,(x(t), z(t)) ∈ N (1/2). Sincet was an arbitrary
number less than(2

√
n)−1, it follows thatθ ≥ (2

√
n)−1. �
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Let (x(k), z(k)) denote the solution after thekth iteration and let

ρ(k) = ρ(x(k), z(k)) and µ(k) = µ(x(k), z(k)).

The algorithm starts withx(0) = z(0) = e. Therefore,µ(0) = 1. Our aim is to
show thatµ(k) andρ(k) tend to zero ask tends to infinity. The previous theorem
together with Theorem 21.3 implies that, after an even number of iterations, say2k,
the following inequality holds:

µ(2k) ≤
(

1− 1
2
√
n

)k

.

Also, since the corrector steps don’t change the value ofµ, it follows that

µ(2k−1) = µ(2k).

From these two statements, we see that

lim
k→∞

µ(k) = 0.

Now, considerρ(k). It follows from parts (2) and (3) of Theorem 21.2 that the
reduction in infeasibility tracks the reduction in noncomplementarity. Hence,

ρ(k) = µ(k)ρ(0).

Therefore, the fact thatµ(k) tends to zero implies the same forρ(k).
In fact, more can be said:

THEOREM 21.6. The limitsx∗ = limk→∞ x(k) andz∗ = limk→∞ z(k) exist and
(x∗, z∗) is optimal. Furthermore, the vectorsx∗ andz∗ are strictly complementary to
each other. That is, for eachj, x∗jz

∗
j = 0 but eitherx∗j > 0 or z∗j > 0.

The proof is fairly technical, and so instead of proving it, we prove the following
theorem, which captures the main idea.

THEOREM 21.7. Suppose that(x, z) ∈ N (β) and thatρ(x, z) = µ(x, z)ρ(0).
Then there exist positive constantsc1, c2, . . . , cn such thatxj + zj ≥ cj > 0 for each
j = 1, 2, . . . , n.

PROOF. Putµ = µ(x, z) andρ = ρ(x, z). Let (x∗, z∗) be a strictly complemen-
tary feasible solution (the existence of which is guaranteed by Theorem 10.6). We
begin by studying the expressionzTx∗ + xT z∗. SinceAx∗ + z∗ = 0, we have that

zTx∗ + xT z∗ = zTx∗ − xTAx∗

= (−ATx+ z)Tx∗.

By the skew-symmetry ofA, we see that−ATx + z = Ax + z = ρ. And, since
ρ = µρ(0), we get

(21.18) zTx∗ + xT z∗ = µρ(0)T
x∗.
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The factorρ(0)T
x∗ is a constant (i.e., it does not depend onx or z). Let us denote it

byM . Since all the terms in the two products on the left in (21.18) are nonnegative, it
follows that each one is bounded by the right-hand side. So if we focus on a particular
indexj, we get the following bounds:

(21.19) zjx
∗
j ≤ µM and xjz

∗
j ≤ µM.

Now, we use the assumption that(x, z) ∈ N (β) to see that

xjzj ≥ (1− β)µ.

In other words,µ ≤ xjzj/(1− β), and so the inequalities in (21.19) become

zjx
∗
j ≤

M

1− β
zjxj and xjz

∗
j ≤

M

1− β
xjzj .

Sincexj andzj are strictly positive, we can divide by them (and the constants) to get

1− β
M

x∗j ≤ xj and
1− β
M

z∗j ≤ zj .

Putting

cj =
1− β
M

(x∗j + z∗j ),

we get the desired lower bound onxj + zj . �

2.4. Complexity of the Predictor-Corrector Algorithm. Of course, in practice
we don’t run an infinite number of iterations. Instead, we set a priori a threshold and
stop whenµ(k) falls below it. The threshold is usually denoted by2−L whereL is
some number. Typically, we want the threshold to be about10−8, which corresponds
toL ≈ 26.

As we saw before, after an even number of iterations, say2k, the µ-value is
bounded by the following inequality:

µ(2k) ≤
(

1− 1
2
√
n

)k

.

Hence, it suffices to pick ak big enough to have(
1− 1

2
√
n

)k

≤ 2−L.

Taking logarithms of both sides and solving fork, we see that any

k ≥ L

− log(1− 1
2
√

n
)

will do. Since− log(1− x) ≥ x, we get

2L
√
n ≥ L

− log(1− 1
2
√

n
)
.



360 21. THE HOMOGENEOUS SELF-DUAL METHOD

Therefore, anyk ≥ 2L
√
n will do. In particular,k = 2L

√
n rounded up to the nearest

integer will suffice. Sincek represents half the number of iterations, it follows that it
will take at most4L

√
n iterations for theµ-value to fall below the threshold of2−L.

This bound implies that the method is apolynomial algorithm, since it says that any
desired precision can be obtained in a number of iterations that is bounded above by a
polynomial inn (here,4L

√
n is not itself a polynomial but is bounded above by say a

linear function inn for n ≥ 2).

2.5. The KKT System. We end this section on homogeneous self-dual problems
by briefly discussing the KKT system (21.5)–(21.6). Solving this system of equations
is the most time consuming step within each iteration of the predictor-corrector al-
gorithm. There are several ways in which one can organize the computation. The
approach that most parallels what we have done before is first to solve (21.6) for∆z,

∆z =X−1(−Z∆x+ δµe−XZe)(21.20)

=−X−1Z∆x+ δµX−1e− z,
and then to eliminate it from (21.5) to get the followingreduced KKT system:

(A−X−1Z)∆x = −(1− δ)ρ+ z − δµX−1e.

In the next section, we apply the algorithm developed in this section to the homoge-
neous self-dual problem given by (21.3).

3. Back to Standard Form

We return now to the setup in Section 1. Letz,w, andψ denote the slack variables
for the constraints in problem (21.3):

(21.21)

maximize 0

subject to − AT y + cφ + z = 0,

Ax − bφ + w = 0,

−cTx + bT y + ψ = 0,

x, y, φ, z, w, ψ ≥ 0.

We say that a feasible solution(x̄, ȳ, φ̄, z̄, w̄, ψ̄) is strictly complementaryif x̄j + z̄j >
0 for all j, ȳi + w̄i > 0 for all i, andφ̄+ ψ̄ > 0. Theorem 10.6 ensures the existence
of such a solution (why?).

The following theorem summarizes and extends the motivating discussion given
in Section 1.

THEOREM 21.8. Suppose that(x̄, ȳ, φ̄, z̄, w̄, ψ̄) is a strictly complementary fea-
sible (hence, optimal) solution to(21.21).

(1) If φ̄ > 0, thenx∗ = x̄/φ̄ is optimal for the primal problem(21.1) and
y∗ = ȳ/φ̄ is optimal for its dual(21.2).

(2) If φ̄ = 0, then eithercT x̄ > 0 or bT ȳ < 0.
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(a) If cT x̄ > 0, then the dual problem is infeasible.
(b) If bT ȳ < 0, then the primal problem is infeasible.

PROOF. Part (1) was proved in Section 1. For part (2), suppose thatφ̄ = 0. By
strict complementarity,̄ψ > 0. Hence,̄x andȳ satisfy

AT ȳ ≥ 0,
Ax̄≤ 0,(21.22)

bT ȳ < cT x̄.

From the last inequality, we see that it is impossible to havebT ȳ ≥ 0 andcT x̄ ≤ 0.
That is, eithercT x̄ > 0 or bT ȳ < 0 (or both). Suppose, without loss of generality, that
cT x̄ > 0. We will prove by contradiction that the dual problem is infeasible. To this
end, suppose that there exists a vectory0 ≥ 0 such that

(21.23) AT y0 ≥ c.
Sincex̄ ≥ 0, we can multiply by it without changing the direction of an inequality. So
multiplying (21.23) on the left bȳxT , we get

x̄TAT y0 ≥ x̄T c.

Now, the right-hand side is strictly positive. But inequality (21.22) together with the
nonnegativity ofy0 implies that the left-hand side is nonpositive:

x̄TAT y0 = (Ax̄)T y0 ≤ 0.

This is a contradiction and therefore the dual must be infeasible. �

3.1. The Reduced KKT System.The right-hand side in the reduced KKT sys-
tem involves the vector of infeasibilities. We partition this vector into three parts as
follows: 

σ

ρ

γ

 =


−AT c

A −b
−cT bT



x

y

φ

+


z

w

ψ

 =


−AT y + cφ+ z

Ax− bφ+ w

−cTx+ bT y + φ

 .
The reduced KKT system for (21.3) is given by

(21.24)


−X−1Z −AT c

A −Y −1W −b
−cT bT −ψ/φ




∆x

∆y

∆φ

 =


σ̂

ρ̂

γ̂

 ,
where 

σ̂

ρ̂

γ̂

 =


−(1− δ)σ + z − δµX−1e

−(1− δ)ρ+ w − δµY −1e

−(1− δ)γ + ψ − δµ/φ

 .
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This system is not symmetric. One could use a general purpose equation solver to
solve it, but its special structure would be mostly ignored by such a solver. To exploit
the structure, we solve this system in two stages. We start by using the first two
equations to solve simultaneously for∆x and∆y in terms of∆φ:[

∆x

∆y

]
=

[
−X−1Z −AT

A −Y −1W

]−1([
σ̂

ρ̂

]
−

[
c

−b

]
∆φ

)
.

Introducing abbreviating notations, we can write

(21.25)

[
∆x

∆y

]
=

[
fx

fy

]
−

[
gx

gy

]
∆φ,

where the vectors

f =

[
fx

fy

]
and g =

[
gx

gy

]
are found by solving the following two systems of equations:[

−X−1Z −AT

A −Y −1W

][
fx

fy

]
=

[
σ̂

ρ̂

]
and [

−X−1Z −AT

A −Y −1W

][
gx

gy

]
=

[
c

−b

]
.

Then we use (21.25) to eliminate∆x and∆y from the last equation in (21.24):[
−cT bT

]([fx

fy

]
−

[
gx

gy

]
∆φ

)
− ψ

φ
∆φ = γ̂.

We then solve for∆φ:

∆φ =
cT fx − bT fy + γ̂

cT gx − bT gy − ψ/φ
.

Given∆φ, (21.25) determines∆x and∆y. Once these vectors are known, (21.20) is
used to compute the step directions for the slack variables:

∆z =−X−1Z∆x+ δµX−1e− z
∆w=−Y −1W∆y + δµY −1e− w

∆ψ =−ψ
φ

∆φ+ δµ/φ− ψ.

We now see that the reduced KKT system can be solved by solving two systems of
equations forf andg. These two systems both involve the same matrix. Furthermore,
these systems can be formulated as quasidefinite systems by negating the first equation
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and then reordering the equations appropriately. For example, the quasidefinite system
for g is [

−Y −1W A

AT X−1Z

][
gy

gx

]
=

[
−b
−c

]
.

Therefore, the techniques developed in Chapter 19 can be used to solve these systems
of equations. In particular, to solve the two systems, the quasidefinite matrix only
needs to be factored once. Then the two systems can be solved by doing two forward
and two backward substitutions. Since factorization requires more computation than
forward and backward substitutions, one would expect to be able to solve these two
systems in much less time than if they were each being solved from scratch. In fact,
it is often the case that one can solve two systems involving the same quasidefinite
matrix in little more time than is required to solve just one such system.

The full homogeneous self-dual method is summarized in Figure 21.1.

4. Simplex Method vs Interior-Point Methods

Finally, we compare the performance of interior-point methods with the simplex
method. For this comparison, we have chosen the homogeneous self-dual method
described in this chapter and the self-dual simplex method (see Figure 7.1). In the
interest of efficiency certain liberties have been taken with the implementations. For
example, in the homogeneous self-dual method, (17.6) is used to compute “long” step
lengths instead of the more conservative “short” step lengths in (21.10). The code
fragments implementing each of these two algorithms are shown in Appendix A.

A standard collection of test problems, the so-called NETLIB suite, were used in
the comparison. Problems in this collection are formulated with bounds and ranges:

minimize cTx

subject to b ≤ Ax ≤ b+ r

l ≤ x ≤ u.

However, to keep the algorithms as simple as possible, they were implemented only for
problems in our standard inequality form. Therefore, the problems from the NETLIB
suite were converted to standard form as follows:

− maximize −cTx− cT l
subject to −Ax ≤ −b+Al

Ax ≤ b+ r −Al
x ≤ u− l
x ≥ 0.
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initialize

(x, y, φ, z, w, ψ) = (e, e, 1, e, e, 1)

while (not optimal){
µ = (zTx+ wT y + ψφ)/(n+m+ 1)

δ =

{
0, on odd iterations

1, on even iterations

ρ̂ = −(1− δ)(Ax− bφ+ w) + w − δµY −1e

σ̂ = −(1− δ)(−AT y + cφ+ z) + z − δµX−1e

γ̂ = −(1− δ)(bT y − cTx+ ψ) + ψ − δµ/φ
solve the two(n+m)× (n+m) quasidefinite systems:[

−Y −1W A

AT X−1Z

] [
fy

fx

]
=

[
ρ̂

−σ̂

]
and [

−Y −1W A

AT X−1Z

] [
gy

gx

]
=

[
−b
−c

]

∆φ =
cT fx − bT fy + γ̂

cT gx − bT gy − ψ/φ[
∆x

∆y

]
=

[
fx

fy

]
−

[
gx

gy

]
∆φ

∆z = −X−1Z∆x+ δµX−1e− z
∆w = −Y −1W∆y + δµY −1e− w
∆ψ = −ψ

φ
∆φ+ δµ/φ− ψ

θ =

{
max{t : (x(t), . . . , ψ(t)) ∈ N (1/2)}, on odd iterations

1, on even iterations
x← x+ θ∆x, z ← z + θ∆z

y ← y + θ∆y, w ← w + θ∆w

φ← φ+ θ∆φ, ψ ← ψ + θ∆ψ

}

FIGURE 21.1. The Homogeneous Self-Dual Method.

Of course, this transformation is invalid when any of the lower bounds are infinite.
Therefore, such problems have been dropped in our experiment. Also, this trans-
formation introduces significant computational inefficiency but, since it was applied
equally to the problems presented to both methods, the comparison remains valid.
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The results of our experiment are shown in Table 21.1. The most obvious obser-
vation is that the simplex method is generally faster and that, for many problems, the
slower method is not more than 3 or 4 times slower. For problems in this suite, these
results are consistent with results reported in the literature. However, it must be noted
that the problems in this suite range only from small to medium in size. The largest
problem, fit2p, has about 3000 constraints and about 14000 variables. By today’s
standards, this problem is considered of medium size. For larger problems, reports
in the literature indicate that interior point methods tend to be superior although the
results are very much dependent on the specific class of problems. In the remaining
chapters of this book we shall consider various extensions of the linear programming
model. We shall see that the simplex method is particularly well suited for solving
integer programming problems studied in Chapter 22 whereas interior point methods
are more appropriate for extensions into the quadratic and convex programming prob-
lems studied in Chapters 23 and 24. These considerations are often more important
than speed. There are, of course, exceptions. For example, the interior-point method
is about 900 times faster than the simplex method on problem fit2p. Such a difference
cannot be ignored.

When comparing algorithms it is always tempting to look for ways to improve
the slower method. There are obvious enhancements to the interior-point method used
in this implementation. For example, one could use the sameLDLT factorization to
compute both the predictor and the corrector directions. When implemented properly,
this enhancement alone can almost halve the times for this method.

Of course, the winning algorithm can also be improved (but, significant overall
improvements such as the one just mentioned for the interior-point method are not at
all obvious). Looking at the table, we note that the interior-point method solved both
fit2p and fit2d in roughly the same amount of time. These two problems are duals of
each other and hence any algorithm that treats the primal and the dual symmetrically
should take about the same time to solve them. Now, look at the simplex method’s
performance on these two problems. There is a factor of 36 difference between them.
The reason is that, even though we have religiously adhered to primal-dual symmetry
in our development of the simplex method, an asymmetry did creep in. To see it, note

that the basic matrix is always a square submatrix of
[
A I
]
. That is, it is anm ×m

matrix. If we apply the algorithm to the dual problem, then the basis matrix isn× n.
Hence, even though the sequence of iterates generated should be identical with the two
problems, the computations involved in each iteration can be very different ifm and
n are not about the same. This is the case for the fit2p/fit2d pair. Of course, one can
easily think up schemes to overcome this difficulty. But even if the performance of the
simplex method on fit2p can be brought in line with its performance on fit2d, it will
still be about 25 times slower than the interior-point on this problem – a difference
that remains significant.
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Name Time Name Time

Simplex Interior Simplex Interior

Method Point Method Point

25fv47 2m55.70s 3m14.82s maros 1m0.87s 3m19.43s

80bau3b 7m59.57s 2m34.84s nesm 1m40.78s 6m21.28s

adlittle 0m0.26s 0m0.47s pilot87 * *

afiro 0m0.03s 0m0.11s pilotnov * 4m15.31s

agg 0m1.09s 0m4.59s pilots * 32m48.15s

agg2 0m1.64s 0m21.42s recipe 0m0.21s 0m1.04s

agg3 0m1.72s 0m26.52s sc105 0m0.28s 0m0.37s

bandm 0m15.87s 0m9.01s sc205 0m1.30s 0m0.84s

beaconfd 0m0.67s 0m6.42s sc50a 0m0.09s 0m0.17s

blend 0m0.40s 0m0.56s sc50b 0m0.12s 0m0.15s

bnl1 0m38.38s 0m46.09s scagr25 0m12.93s 0m4.44s

bnl2 3m54.52s 10m19.04s scagr7 0m1.16s 0m1.05s

boeing1 0m5.56s 0m9.14s scfxm1 0m4.44s 0m7.80s

boeing2 0m0.80s 0m1.72s scfxm2 0m14.33s 0m18.84s

bore3d 0m1.17s 0m3.97s scfxm3 0m28.92s 0m28.92s

brandy 0m5.33s 0m8.44s scorpion 0m3.38s 0m2.64s

czprob 0m50.14s 0m41.77s scrs8 0m7.15s 0m9.53s

d2q06c * 1h11m1.93s scsd1 0m0.86s 0m3.88s

d6cube 2m46.71s 13m44.52s scsd6 0m2.89s 0m9.31s

degen2 0m17.28s 0m17.02s scsd8 0m28.87s 0m16.82s

degen3 5m55.52s 3m36.73s sctap1 0m2.98s 0m3.08s

dfl001 8h55m33.05s ** sctap2 0m7.41s 0m12.03s

e226 0m4.76s 0m6.65s sctap3 0m11.70s 0m17.18s

etamacro 0m17.94s 0m43.40s seba 0m27.25s 0m11.90s

fffff800 0m10.07s 1m9.15s share1b 0m2.07s 0m10.90s

finnis 0m4.76s 0m6.17s share2b 0m0.47s 0m0.71s

fit1d 0m18.15s 0m11.63s shell 0m16.12s 0m29.45s

fit1p 7m10.86s 0m16.47s ship04l 0m3.82s 0m13.60s

fit2d 1h3m14.37s 4m27.66s ship04s 0m3.48s 0m10.81s

fit2p 36h31m31.80s 2m35.67s ship08l 0m17.83s 0m39.06s

forplan 0m3.99s * ship08s 0m8.85s 0m19.64s

ganges 0m44.27s 0m34.89s ship12l 0m26.55s 1m8.62s

gfrdpnc 0m11.51s 0m8.46s ship12s 0m16.75s 0m30.33s

greenbea 22m45.49s 43m4.32s sierra 0m10.88s 0m42.89s

grow15 0m8.55s 0m58.26s standata 0m0.57s 0m6.60s

grow22 0m11.79s 2m0.53s standmps 0m2.41s 0m13.44s

grow7 0m3.61s 0m13.57s stocfor1 0m0.22s 0m0.92s

israel 0m1.83s 0m2.66s stocfor2 0m45.15s 0m40.43s

kb2 0m0.15s 0m0.34s wood1p 0m14.15s 7m18.47s

lotfi 0m0.81s 0m3.36s woodw 1m48.14s 8m53.92s

maros-r7 * 1h31m12.06s

TABLE 21.1. Comparison between the self-dual simplex method
and the homogeneous self-dual interior-point method. (*) denotes
numerical difficulties. (**) denotes insufficient memory.
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Exercises

21.1 Whenn = 1, the setN (β) is a subset ofR2. Graph it.

21.2 Suppose there is an algorithm for which one can prove that

µ(k) ≤
(

1− a

f(n)

)k

,

for everyk ≥ 1, wheref(n) denotes a specific function ofn, such asf(n) =
n2, anda is a constant. In terms ofa andf and the “precision”L, give a
(tight) upper bound on the number of iterations that would be sufficient to
guarantee that

µ(k) ≤ 2−L.

21.3 In Section 3 of Chapter 19, we extended the primal-dual path-following
method to treat problems in general form. Extend the homogeneous self-
dual method in the same way.

21.4 Long-step variant.Let

M(β) = {(x, z) : minXZe ≥ (1− β)µ(x, z)}.
(The notationminXZe denotes the scalar that is the minimum of all the
components of the vectorXZe. Throughout this problem, given any vector
v, the notationmin v (max v) will denote the minimum (maximum) of the
components ofv.) Fix 1

2 < β < 1 (sayβ = 0.95). A long-stepvariant of
the homogeneous self-dual method starts with an initial(x, z) ∈M(β) and
in every iteration uses

δ = 2(1− β)

and
θ = max{t : (x+ t∆x, z + t∆z) ∈M(β)}.

The goal of this exercise is to analyze the complexity of this algorithm by
completing the following steps.
(a) Show thatN (β) ⊂M(β) ⊂M(1) = {(x, z) > 0}.
(b) Show thatmax(−PQe) ≤ ‖r‖2/4. Hint: Start by writing

pjqj ≥
∑

i:piqi<0

piqi

and then use the facts thatpT q = 0, pi + qi = ri, and that for any two
real numbersa andb, (a+ b)2 ≥ 4ab (prove this).

(c) Show that if(x, z) ∈ M(β), then‖r‖2 ≤ nµ. Hint: Use (21.11)
to write ‖r‖2 =

∑
j(xjzj − δµ)2/xjzj . Expand the numerator, use

the definitions ofµ andδ to simplify, and then use the assumption that
(x, z) ∈M(β) to take care of the remaining denominator.
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(d) Show that if(x, z) ∈M(β), then

θ ≥ min{1,− βδµ

minPQe
} ≥ 4βδ

n
.

Hint: Using the same notation as in the proof of Theorem 21.3, fix
t ≤ min{1,−βδµ/minPQe}, write

xj(t)zj(t)− µ(t) = (1− t)(xjzj − µ) + t2∆xj∆zj ,

and then replace the right-hand side by a lower bound that is indepen-
dent ofj. From there, follow your nose until you get the first inequality.
The second inequality follows from parts(b) and (c).

(e) As usual lettingµ(k) denote theµ value associated with the solution on
thekth iteration of the algorithm, show that

µ(k) ≤
(

1− 4βδ
n

(1− δ)
)k

.

(f) Give an upper bound on the number of iterations required to getµ(k) ≤
2−L.

(g) Show thatθ can be computed by solvingn (univariate) quadratic equa-
tions.

(h) A robust implementation of a quadratic equation solver uses the for-
mula

x =


−b−

√
b2−4ac
2a , b ≥ 0,

2c
−b+

√
b2−4ac

, b < 0,

for one of the two roots toax2 + bx + c = 0 (a similar formula is
used for the other one). Show that the two expressions on the right are
mathematically equal and suggest a reason to prefer one over the other
in the particular cases indicated.

Notes

The first study of homogeneous self-dual problems appeared in Tucker (1956).
This chapter is based on the papers Mizuno et al. (1993), Ye et al. (1994), and Xu et
al. (1993). The step length formula (21.10) forces the algorithm studied in this chapter
to take much shorter steps than those in Chapter 17. In general, algorithms that are
based on steps that confine the iterates toN (β) are calledshort-step methods. A long-
stepvariant of the algorithm can be obtained by enlarging the setN (β). Such a variant
is the subject of Exercise 21.4. For this method, a worst case analysis shows that it
takes on the order ofn steps to achieve a given level of precision. Xu et al. (1993)
describes an efficient implementation of the long-step variant.

The predictor–corrector method is a standard technique used in the numerical so-
lution of ordinary differential equations. Mehrotra (1992) (see also Mehrotra (1989))
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was the first to apply this technique in the context of interior-point methods, although
the related notion of forming power series approximations was suggested earlier by
N.K. Karmarkar and is described in Adler et al. (1989).





Part 4

Extensions



It’s hard. But it’s harder to ignore it.— C. Stevens



CHAPTER 22

Integer Programming

Many real-world problems could be modeled as linear programs except that some
or all of the variables are constrained to be integers. Such problems are calledinte-
ger programming problems. One might think that these problems wouldn’t be much
harder than linear programming problems. For example, we saw in Chapter 13 that for
network flow problems with integer data, the simplex method automatically produces
integer solutions. But that was just luck. In general, one can’t expect to get integer
solutions; in fact, as we shall see in this chapter, integer programming problems turn
out to be generally much harder to crack than linear ones.

There are many important real-world problems that can be formulated as integer
programming problems. The subject is so important that several monographs are de-
voted entirely to it. In this chapter, we shall just present a few favorite applications
that can be modeled as integer programming problems and then we will discuss one
technique for solving problems in this class, calledbranch-and-bound.

1. Scheduling Problems

There are many problems that can be classified asscheduling problems. We shall
consider just two related problems of this type: the equipment scheduling and crew
scheduling problems faced by large airlines. Airlines determine how to route their
planes as follows. First, a number of specific flightlegsare defined based on market
demand. A leg is by definition one flight taking off from somewhere at some time
and landing somewhere else (hopefully). For example, a leg could be a flight from
New York directly to Chicago departing at 7:30A .M . Another might be a flight from
Chicago to San Francisco departing at 1:00P.M . The important point is that these legs
are defined by market demand, and it is therefore not clear a priori how to put these
legs together in such a way that the available aircraft can cover all of them. That is,
for each airplane, the airline must put together aroute that it will fly. A route, by
definition, consists of a sequence of flight legs for which the destination of one leg is
the origin of the next (and, of course, the final destination must be the origin of the
first leg, forming a closed loop).

The airline scheduling problems are generally tackled in two stages. First, reason-
able routes are identified that meet various regulatory and temporal constraints (you
can’t leave somewhere before you’ve arrived there—time also must be reserved for

373



374 22. INTEGER PROGRAMMING

dropping off and taking on passengers). This route-identification problem is by no
means trivial, but it isn’t our main interest here, so we shall simply assume that a col-
lection of reasonable routes has already been identified. Given the potential routes,
the second stage is to select a subset of them with the property that each leg is covered
by exactly one route. If the collection of potential routes is sufficiently rich, we would
expect there to be several feasible solutions. Therefore, as always, our goal is to pick
an optimal one, which in this case we define as one that minimizes the total cost. To
formulate this problem as an integer program, let

xj =

{
1 if route j is selected,

0 otherwise,

aij =

{
1 if leg i is part of routej,

0 otherwise,

and
cj = cost of using routej.

With these notations, theequipment scheduling problemis to

minimize
n∑

j=1

cjxj

subject to
n∑

j=1

aijxj = 1 i = 1, 2, . . . ,m,

xj ∈ {0, 1} j = 1, 2, . . . , n.

This model is often called aset-partitioning problem, since the set of legs gets divided,
or partitioned, among the various routes.

The flight crews do not necessarily follow the same aircraft around a route. The
main reason is that the constraints that apply to flight crews differ from those for the
aircraft (for example, flight crews need to sleep occasionally). Hence, the problem has
a different set of potential routes. Also, it is sometimes reasonable to allow crews to
ride as passengers on some legs with the aim of getting in position for a subsequent
flight. With these changes, thecrew scheduling problemis

minimize
n∑

j=1

cjxj

subject to
n∑

j=1

aijxj ≥ 1 i = 1, 2, . . . ,m,

xj ∈ {0, 1} j = 1, 2, . . . , n.

This model is often referred to as aset-covering problem, since the crews are assigned
so as to cover each leg.
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FIGURE 22.1. A feasible tour in a seven-city traveling salesman problem.

2. The Traveling Salesman Problem

Consider a salesman who needs to visit each ofn cities, which we shall enumerate
as0, 1, . . . , n − 1. His goal is to start from his home city,0, and make a tour visiting
each of the remaining cities once and only once and then returning to his home. We
assume that the “distance” between each pair of cities,cij , is known (distance does
not necessarily have to be distance—it could be travel time or, even better, the cost of
travel) and that the salesman wants to make the tour that minimizes the total distance.
This problem is called thetraveling salesman problem. Figure 22.1 shows an example
with seven cities. Clearly, a tour is determined by listing the cities in the order in
which they will be visited. If we letsi denote theith city visited, then the tour can be
described simply as

s0 = 0, s1, s2, . . . , sn−1.

The total number of possible tours is equal to the number of ways one can permute
the n − 1 cities, i.e.,(n − 1)!. Factorials are huge even for smalln (for example,
50! = 3.041 × 1064). Hence, enumeration is out of the question. Our aim is to
formulate this problem as an integer program that can be solved more quickly than by
using enumeration.

It seems reasonable to introduce for each(i, j) a decision variablexij that will be
equal to one if the tour visits cityj immediately after visiting cityi; otherwise, it will
be equal to zero. In terms of these variables, the objective function is easy to write:

minimize
∑

i

∑
j

cijxij .
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FIGURE 22.2. Two disjoint subtours in a seven-city traveling sales-
man problem.

The tricky part is to formulate constraints to guarantee that the set of nonzeroxij ’s
corresponds exactly to a bonafide tour. Some of the constraints are fairly obvious. For
example, after the salesman visits cityi, he must go to one and only one city next. We
can write these constraints as

(22.1)
∑

j

xij = 1, i = 0, 1, . . . , n− 1

(we call them thego-to constraints). Similarly, when the salesman visits a city, he
must have come from one and only one prior city. That is,

(22.2)
∑

i

xij = 1, j = 0, 1, . . . , n− 1

(by analogy we call these thecome-from constraints). If the go-to and the come-
from constraints are sufficient to ensure that the decision variables represent a tour,
the traveling salesman problem would be quite easy to solve because it would just
be an assignment problem, which can be solved efficiently by the simplex method.
But unfortunately, these constraints are not sufficient, since they do not rule out the
possibility of forming disjoint subtours. An example is shown in Figure 22.2.

We need to introduce more constraints to guarantee connectivity of the graph that
the tour represents. To see how to do this, consider a specific tour

s0 = 0, s1, s2, . . . , sn−1.

Let ti for i = 0, 1, . . . , n be defined as the number of the stop along the tour at which
city i is visited; i.e., “when” cityi is visited along the tour. From this definition, we
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see thatt0 = 0, ts1 = 1, ts2 = 2, etc. In general,

tsi
= i, i = 0, 1, . . . , n− 1,

so that we can think of thetj ’s as being the inverse of thesi’s. For a bonafide tour,

tj = ti + 1, if xij = 1.

Also, eachti is an integer between0 andn − 1, inclusive. Hence,tj satisfies the
following constraints:

tj ≥

{
ti + 1− n if xij = 0,

ti + 1 if xij = 1.

(Note that by subtractingn in thexij = 0 case, we have effectively made the condition
always hold.) These constraints can be written succinctly as

(22.3) tj ≥ ti + 1− n(1− xij), i ≥ 0, j ≥ 1, i 6= j.

Now, these constraints were derived based on conditions that a bonafide tour satisfies.
It turns out that they also force a solution to be a bonafide tour. That is, they rule out
subtours. To see this, suppose to the contrary that there exists a solution to (22.1),
(22.2), and (22.3) that consists of at least two subtours. Consider a subtour that does
not include city0. Let r denote the number of legs on this subtour. Clearly,r ≥ 2.
Now, sum (22.3) over all arcs on this subtour. On the left, we get the sum of the
tj ’s over each city visited by the subtour. On the right, we get the same sum plusr.
Cancelling the sums from the two sides, we get that

0 ≥ r,

which is a contradiction. Hence, the traveling salesman problem can be formulated as
the following integer programming problem:

minimize
∑
i,j

cijxij

subject to
n∑

j=1

xij = 1, i = 0, 1, . . . , n− 1,

n∑
i=1

xij = 1, j = 0, 1, . . . , n− 1,

tj ≥ ti + 1− n(1− xij), i ≥ 0, j ≥ 1, i 6= j,

t0 = 0,

xij ∈ {0, 1},
ti ∈ {0, 1, 2, . . .}.

Note that, for then-city problem, there aren2 + n variables in this formulation.
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3. Fixed Costs

The terms in an objective function often represent costs associated with engaging
in an activity. Until now, we’ve always assumed that each of these terms is a linear
function such ascx. However, it is sometimes more realistic to assume that there is
a fixed cost for engaging in the activity plus a linear variable cost. That is, one such
term might have the form

c(x) =

{
0 if x = 0

K + cx if x > 0.

If we assume that there is an upper bound on the size ofx, then it turns out that such a
function can be equivalently modeled using strictly linear functions at the expense of
introducing one integer-valued variable. Indeed, suppose thatu is an upper bound on
thex variable. Lety denote a{0, 1}-valued variable that is one when and only when
x > 0. Then

c(x) = Ky + cx.

Also, the condition thaty is one exactly whenx > 0 can be guaranteed by introducing
the following constraints:

x≤ uy
x≥ 0
y ∈ {0, 1}.

Of course, if the objective function has several terms with associated fixed costs, then
this trick must be used on each of these terms.

4. Nonlinear Objective Functions

Sometimes the terms in the objective function are not linear at all. For example,
one such term could look like the function shown in Figure 22.3. In Chapter 24, we
will discuss efficient algorithms that can be used in the presence of nonlinear objective
functions—at least when they have appropriate convexity/concavity properties. In this
section, we will show how to formulate an integer programming approximation to a
general nonlinear term in the objective function. The first step is to approximate the
nonlinear function by a continuous piecewise linear function.

The second step is to introduce integer variables that allow us to represent the
piecewise linear function using linear relations. To see how to do this, first we decom-
pose the variablex into a sum,

x = x1 + x2 + · · ·+ xk,

wherexi denotes how much of the interval[0, x] is contained in theith linear segment
of the piecewise linear function (see Figure 22.4). Of course, some of the initial seg-
ments will lie entirely within the interval[0, x], one segment will lie partially in and
partially out, and then the subsequent segments will lie entirely outside of the interval.
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FIGURE 22.3. A nonlinear function and a piecewise linear approx-
imation to it.

{ {{{

K

L1 L2 L3

c1
c2

c3

c4

FIGURE 22.4. A piecewise linear function.

Hence, we need to introduce constraints to guarantee that the initialxi’s are equal to
the length of their respective segments and that after the straddling segment the sub-
sequentxi’s are all zero. A little thought reveals that the following constraints do the
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trick:

Ljwj ≤ xj ≤ Ljwj−1 j = 1, 2, . . . , k
w0 = 1

wj ∈ {0, 1} j = 1, 2, . . . , k
xj ≥ 0 j = 1, 2, . . . , k.

Indeed, it follows from these constraints thatwj ≤ wj−1 for j = 1, 2, . . . , k. This
inequality implies that once one of thewj ’s is zero, then all the subsequent ones must
be zero. Ifwj = wj−1 = 1, the two-sided inequality onxj reduces toLj ≤ xj ≤ Lj .
That is,xj = Lj . Similarly, if wj = wj−1 = 0, then the two-sided inequality reduces
to xj = 0. The only other case is whenwj = 0 but wj−1 = 1. In this case, the
two-sided inequality becomes0 ≤ xj ≤ Lj . Therefore, in all cases, we get what we
want. Now with this decomposition we can write the piecewise linear function as

K + c1x1 + c2x2 + · · ·+ ckxk.

5. Branch-and-Bound

In the previous sections, we presented a variety of problems that can be formulated
as integer programming problems. As it happens, all of them had the property that the
integer variables took just one of two values, namely, zero or one. However, there
are other integer programming problems in which the integer variables can be any
nonnegative integer. Hence, we define the standardinteger programming problemas
follows:

maximize cTx

subject to Ax≤ b
x≥ 0

x has integer components.

In this section, we shall present an algorithm for solving these problems. The algo-
rithm is calledbranch-and-bound. It involves solving a (potentially) large number of
(related) linear programming problems in its search for an optimal integer solution.
The algorithm starts out with the following wishful approach:first ignore the con-
straint that the components ofx be integers, solve the resulting linear programming
problem, and hope that the solution vector has all integer components. Of course,
hopes are almost always unfulfilled, and so a backup strategy is needed. The simplest
strategy would be to round each resulting solution value to its nearest integer value.
Unfortunately, this naive strategy can be quite bad. In fact, the integer solution so ob-
tained might not even be feasible, which shouldn’t be surprising, since we know that
the solution to a linear programming problem is at a vertex of the feasible set and so it
is quite expected that naive movement will go outside of the feasible set.
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FIGURE 22.5. An integer programming problem. The dots repre-
sent the feasible integer points, and the shaded region shows the
feasible region for the LP-relaxation.

To be concrete, consider the following example:

maximize 17x1 + 12x2

subject to10x1 + 7x2 ≤ 40

x1 + x2 ≤ 5

x1, x2 ≥ 0

x1, x2 integers.

The linear programming problem obtained by dropping the integrality constraint is
called theLP-relaxation. Since it has fewer constraints, its optimal solution provides
an upper boundζ0 on the the optimal solutionζ∗ to the integer programming prob-
lem. Figure 22.5 shows the feasible points for the integer programming problem as
well as the feasible polytope for its LP-relaxation. The solution to the LP-relaxation is
at (x1, x2) = (5/3, 10/3), and the optimal objective value is205/3 = 68.33. Round-
ing each component of this solution to the nearest integer, we get(2, 3), which is not
even feasible. The feasible integer solution that is closest to the LP-optimal solution
is (1, 3), but we can see from Figure 22.5 that this solution is not the optimal solution
to the integer programming problem. In fact, it is easy to see from the figure that
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FIGURE 22.6. The feasible subregions formed by the first branch.

the optimal integer solution is either(1, 4) or (4, 0). To make the problem interest-
ing, we’ve chosen the objective function to make the more distant point(4, 0) be the
optimal solution.

Of course, we can solve only very small problems by the graphical method: to
solve larger problems, an algorithm is required, which we now describe. Consider
variablex1 in the optimal solution to the LP-relaxation. Its value is5/3. In the optimal
solution to the integer programming problem, it will be an integer. Hence, it will
satisfy eitherx1 ≤ 1 orx1 ≥ 2. We consider these two cases separately. LetP1 denote
the linear programming problem obtained by adding the constraintx1 ≤ 1 to the LP-
relaxation, and letP2 denote the problem obtained by including the other possibility,
x1 ≥ 2. The feasible regions forP1 andP2 are shown in Figure 22.6. Let us study
P1 first. It is clear from Figure 22.6 that the optimal solution is at(x1, x2) = (1, 4)
with an objective value of65. Our algorithm has found its first feasible solution to the
integer programming problem. We record this solution as thebest-so-far. Of course,
better ones may (in this case, will) come along later.

Now let’s considerP2. Looking at Figure 22.6 and doing a small amount of
calculation, we see that the optimal solution is at(x1, x2) = (2, 20/7). In this case,
the objective function value is478/7 = 68.29. Now if this value had turned out to be
less than the best-so-far value, then we’d be done, since any integer solution that lies
within the feasible region forP2 would have a smaller value yet. But this is not the
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FIGURE 22.7. The beginnings of the enumeration tree.

case, and so we must continue our systematic search. Sincex2 = 20/7 = 2.86, we
divideP2 into two subproblems, one in which the constraintx2 ≤ 2 is added and one
with x2 ≥ 3 added.

Before considering these two new cases, note that we are starting to develop a
tree of linear programming subproblems. This tree is called theenumeration tree. The
tree as far as we have investigated is shown in Figure 22.7. The double box aroundP1

indicates that that part of the tree is done: i.e., there are no branches emanating from
P1—it is a leaf node. The two empty boxes belowP2 indicate two subproblems that
have yet to be studied. Let’s proceed by looking at the left branch, which corresponds
to adding the constraintx2 ≤ 2 to what we had before. We denote this subproblem
byP3. Its feasible region is shown in Figure 22.8, from which we see that the optimal
solution is at(2.6, 2). The associated optimal objective value is68.2. Again, the
solution is fractional. Hence, the process of subdividing must continue. This time we
subdivide based on the values ofx1. Indeed, we consider two cases: eitherx1 ≤ 2 or
x1 ≥ 3.

Figure 22.9 shows the enumeration tree as it now stands. At this juncture, there
are three directions in which we could proceed. We could either study the other branch
underP2 or work on one of the two branches sitting underP3. If we were to system-
atically solve all the problems on a given level of the tree before going deeper, we
would be performing what is referred to as abreadth-first search. On the other hand,
going deep before going wide is called adepth-first search. For reasons that we shall
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FIGURE 22.8. The refinement ofP2 to P3.

explain later, it turns out to be better to do a depth-first search. And, to be specific, let
us always choose the left branch before the right branch (in practice, there are much
better rules that one can employ here). So our next linear programming problem is the
one that we get by adding the constraint thatx1 ≤ 2 to the constraints that definedP3.
Let us call this new problemP4. Its feasible region is shown in Figure 22.10. It is easy
to see that the optimal solution to this problem is(2, 2), with an objective value of58.
This solution is an integer solution, so it is feasible for the integer programming prob-
lem. But it is not better than our best-so-far. Nonetheless, we do not need to consider
any further subproblems below this one in the enumeration tree.

Since problemP4 is a leaf in the enumeration tree, we need to work back up the
tree looking for the first node that has an unsolved problem sitting under it. For the case
at hand, the unsolved problem is on the right branch underneathP3. Let us call this
problemP5. It too is depicted in Figure 22.10. The optimal solution is(3, 1.43), with
an optimal objective function value of68.14. Since this objective function value is
larger than the value of the best-so-far integer solution, we must further investigate by
dividing into two possibilities, eitherx2 ≤ 1 orx2 ≥ 2. At this point, the enumeration
tree looks like that shown in Figure 22.11.

Let P6 denote the linear programming problem that we get on the left branch un-
derP5. Its feasible region is shown in Figure 22.12. The optimal solution is(3.3, 1),
and the associated objective value is68.1. Again, the solution is fractional and has a
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P0: x1=1.67, x2=3.33

ζ=68.33

P3: x1=2.6, x2=2

ζ=68.2

x1
<1 x1
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>3x2

<2

x1
<2 x1

>3

P1: x1=1, x2=4

ζ=65

P2: x1=2, x2=2.86

ζ=68.29

FIGURE 22.9. The enumeration tree after solvingP3.

higher objective value than the best-so-far integer solution. Hence, it must be subdi-
vided based onx1 ≤ 3 as opposed tox1 ≥ 4. Denoting these two problems byP7

andP8, their feasible regions are as depicted in Figure 22.13. The solution toP7 is
(3, 1), and the objective value is63. This is an integer solution, but it is not better than
the best-so-far. Nonetheless, the node becomes a leaf, since the solution is integral.
Hence, we move on toP8. The solution to this problem is also integral,(4, 0). Also,
the objective value associated with this solution is68, which is a new record for feasi-
ble integer solutions. Hence, this solution becomes our best-so-far. The enumeration
tree at this point is shown in Figure 22.14.

Now we need to go back and solve the problems underP5 andP2 (and any
subproblems thereof). It turns out that both these subproblems are infeasible, and
so no more subdivisions are needed. The enumeration tree is now completely fath-
omed and is shown in Figure 22.15. We can now assert that the optimal solution to
the original integer programming problem was found in problemP8. The solution is
(x1, x2) = (4, 0), and the associated objective function value is68.
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FIGURE 22.10. The refinement ofP3 to P4.
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FIGURE 22.11. The enumeration tree after solvingP5. The double
box aroundP4 indicates that it is a leaf in the tree.
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FIGURE 22.12. The refinement ofP5 to P6.
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FIGURE 22.13. The refinement ofP6 to P7 andP8.
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FIGURE 22.14. The enumeration tree after solvingP6, P7, andP8.
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FIGURE 22.15. The complete enumeration tree.
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There are three reasons why depth-first search is generally the preferred order
in which to fathom the enumeration tree. The first is based on the observation that
most integer solutions lie deep in the tree. There are two advantages to finding integer
feasible solutions early. The first is simply the fact that it is better to have a feasible
solution than nothing in case one wishes to abort the solution process early. But more
importantly, identifying an feasible integer solution can result in subsequent nodes
of the enumeration tree being made into leaves simply because the optimal objective
function associated with that node is lower than the best-so-far integer solution. Mak-
ing such nodes into leaves is calledpruning the tree and can account for tremendous
gains in efficiency.

A second reason to favor depth-first search is the simple fact that it is very easy
to code the algorithm as a recursively defined function. This may seem trite, but one
shouldn’t underestimate the value of code simplicity when implementing algorithms
that are otherwise quite sophisticated, such as the one we are currently describing.

The third reason to favor depth-first search is perhaps the most important. It
is based on the observation that as one moves deeper in the enumeration tree, each
subsequent linear programming problem is obtained from the preceding one by simply
adding (or refining) an upper/lower bound on one specific variable. To see why this
is an advantage, consider for example problemP2, which is a refinement ofP0. The
optimal dictionary for problemP0 is recorded as

ζ = 205
3 −

5
3w1 − 1

3w2

x1 = 5
3 −

1
3w1 + 7

3w2

x2 = 10
3 + 1

3w1 − 10
3 w2.

ProblemP2 is obtained fromP0 by adding the constraint thatx1 ≥ 2. Introducing a
variable,g1, to stand for the difference betweenx1 and this lower bound and using the
dictionary above to writex1 in terms of the nonbasic variables, we get

g1 = x1 − 2 = −1
3
− 1

3
w1 +

7
3
w2.

Therefore, we can use the following dictionary as a starting point for the solution of
P2:

ζ = 205
3 −

5
3w1 − 1

3w2

x1 = 5
3 −

1
3w1 + 7

3w2

x2 = 10
3 + 1

3w1 − 10
3 w2

g1 =− 1
3 −

1
3w1 + 7

3w2.

This dictionary is dual feasible but primal infeasible. Therefore, the dual simplex
method is likely to find a new optimal solution in very few iterations. According to the
dual simplex method, variableg1 is the leaving variable andw2 is the corresponding
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entering variable. Making the pivot, we get the following dictionary:

ζ = 478
7 −

12
7 w1 − 1

7g1

x1 = 2 + g1

x2 = 20
7 −

1
7w1 − 10

7 g1

w2 = 1
7 + 1

7w1 + 3
7g1.

This dictionary is optimal forP2. In general, the dual simplex method will take more
than one iteration to reoptimize, but nonetheless, one does expect it to get to a new
optimal solution quickly.

We end this chapter by remarking that many real problems have the property that
some variables must be integers but others can be real valued. Such problems are
calledmixed integer programming problems. It should be easy to see how to modify
the branch-and-bound technique to handle such problems as well.

Exercises

22.1 Knapsack Problem.Consider a picnicker who will be carrying a knapsack
that holds a maximum amountb of “stuff.” Suppose that our picnicker must
decide what to take and what to leave behind. Thejth thing that might be
taken occupiesaj units of space in the knapsack and will bringcj amount of
“enjoyment.” The knapsack problem then is to maximize enjoyment subject
to the constraint that the stuff brought must fit into the knapsack:

maximize
n∑

j=1

cjxj

subject to
n∑

j=1

ajxj ≤ b

xj ∈ {0, 1} j = 1, 2, . . . , n.

This apparently simple problem has proved difficult for general-purpose
branch-and-bound algorithms. To see why, analyze the special case in which
each thing contributes the same amount of enjoyment, i.e.,cj = c for all j,
and takes up exactly two units of space, i.e.,aj = 2 for all j. Suppose also
that the knapsack holdsn units of stuff.
(a) What is the optimal solution whenn is even? whenn is odd?
(b) How many subproblems must the branch-and-bound algorithm con-

sider whenn is odd?

22.2 Vehicle Routing.Consider the dispatching of delivery vehicles (for example,
mail trucks, fuel-oil trucks, newspaper delivery trucks, etc.). Typically, there
is a fleet of vehicles that must be routed to deliver goods from a depot to
a given set ofn drop-points. Given a set of feasible delivery routes and
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the cost associated with each one, explain how to formulate the problem of
minimizing the total delivery cost as a set-partitioning problem.

22.3 Explain how to modify the integer programming reformulation of continu-
ous piecewise linear functions so that it covers piecewise linear functions
having discontinuities at the junctions of the linear segments. Can fixed
costs be handled with this approach?

Notes

Standard references for integer programming include the classic text by Garfinkel
& Nemhauser (1972) and the more recent text by Nemhauser & Wolsey (1988).





CHAPTER 23

Quadratic Programming

In Chapter 22, we studied a generalization of the linear programming problem in
which variables were constrained to take on integer values. In this chapter, we consider
a generalization of a different kind. Namely, we shall study the class of problems that
would be linear programs except that the objective function is permitted to include
terms involving products of pairs of variables. Such terms are calledquadratic terms,
and the problems we shall study are calledquadratic programmingproblems.

We have two reasons for being interested in quadratic programming problems.
First, on the practical side, an important model for portfolio optimization in finance
requires one to be able to solve quadratic programming problems. We shall discuss this
model in detail. The second reason for our interest is that the quadratic programming
problem forms a bridge to the much broader subject of convex programming that we
shall take up in Chapter 24.

1. The Markowitz Model

Harry Markowitz received the 1990 Nobel Prize in Economics for his portfolio
optimization model in which the tradeoff between risk and reward is explicitly treated.
We shall briefly describe this model in its simplest form. Given a collection of poten-
tial investments (indexed, say, from1 to n), letRj denote the return in the next time
period on investmentj, j = 1, . . . , n. In general,Rj is a random variable, although
some investments may be essentially deterministic.

A portfolio is determined by specifying what fraction of one’s assets to put into
each investment. That is, a portfolio is a collection of nonnegative numbersxj , j =
1, . . . , n, that sum to one. The return (on each dollar) one would obtain using a given
portfolio is given by

R =
∑

j

xjRj .

Therewardassociated with such a portfolio is defined as the expected return:

ER =
∑

j

xjERj .

If reward were the only issue, then the problem would be trivial: simply put everything
in the investment with the highest expected return. But unfortunately, investments

395
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with high reward typically also carry a high level of risk. That is, even though they
are expected to do very well in the long run, they also tend to be erratic in the short
term. Markowitz defined therisk associated with an investment (or, for that matter, a
portfolio of investments) to be the variance of the return:

Var(R) = E(R− ER)2

= E

∑
j

xj(Rj − ERj)

2

= E

∑
j

xjR̃j

2

,

whereR̃j = Rj−ERj . One would like to maximize the reward while at the same time
not incurring excessive risk. In the Markowitz model, one forms a linear combination
of the mean and the variance (parametrized here byµ) and minimizes that:

(23.1)

minimize −
∑

j

xjERj + µE

∑
j

xjR̃j

2

subject to
∑

j

xj = 1

xj ≥ 0 j = 1, 2, . . . , n.

Here,µ is a positive parameter that represents the importance of risk relative to reward:
high values ofµ tend to minimize risk at the expense of reward, whereas low values
put more weight on reward.

It is important to note that by diversifying (that is, not putting everything into one
investment), it might be possible to reduce the risk without reducing the reward. To
see how this can happen, consider a hypothetical situation involving two investments
A and B. Each year, investment A either goes up20% or goes down10%, but unfor-
tunately, the ups and downs are unpredictable (that is, each year is independent of the
previous years and is an up year with probability1/2). Investment B is also highly
volatile. In fact, in any year in which A goes up20%, investment B goes down10%,
and in the years in which A goes down10%, B goes up20%. Clearly, by putting half
of our portfolio into A and half into B, we can create a portfolio that goes up5% ev-
ery year without fail. The act of identifying investments that are negatively correlated
with each other (such as A and B) and dividing the portfolio among these investments
is calledhedging. Unfortunately, it is fairly difficult to find pairs of investments with
strong negative correlations.

Solving problem (23.1) requires knowledge of the joint distribution of theRj ’s.
However, this distribution is not known theoretically but instead must be estimated
by looking at historical data. For example, Table 23.1 shows annual returns from
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Year US US S&P Wilshire NASDAQ Lehman EAFE Gold

3-Month Gov. 500 5000 Composite Bros.

T-Bills Long Corp.

Bonds Bonds

1973 1.075 0.942 0.852 0.815 0.698 1.023 0.851 1.677

1974 1.084 1.020 0.735 0.716 0.662 1.002 0.768 1.722

1975 1.061 1.056 1.371 1.385 1.318 1.123 1.354 0.760

1976 1.052 1.175 1.236 1.266 1.280 1.156 1.025 0.960

1977 1.055 1.002 0.926 0.974 1.093 1.030 1.181 1.200

1978 1.077 0.982 1.064 1.093 1.146 1.012 1.326 1.295

1979 1.109 0.978 1.184 1.256 1.307 1.023 1.048 2.212

1980 1.127 0.947 1.323 1.337 1.367 1.031 1.226 1.296

1981 1.156 1.003 0.949 0.963 0.990 1.073 0.977 0.688

1982 1.117 1.465 1.215 1.187 1.213 1.311 0.981 1.084

1983 1.092 0.985 1.224 1.235 1.217 1.080 1.237 0.872

1984 1.103 1.159 1.061 1.030 0.903 1.150 1.074 0.825

1985 1.080 1.366 1.316 1.326 1.333 1.213 1.562 1.006

1986 1.063 1.309 1.186 1.161 1.086 1.156 1.694 1.216

1987 1.061 0.925 1.052 1.023 0.959 1.023 1.246 1.244

1988 1.071 1.086 1.165 1.179 1.165 1.076 1.283 0.861

1989 1.087 1.212 1.316 1.292 1.204 1.142 1.105 0.977

1990 1.080 1.054 0.968 0.938 0.830 1.083 0.766 0.922

1991 1.057 1.193 1.304 1.342 1.594 1.161 1.121 0.958

1992 1.036 1.079 1.076 1.090 1.174 1.076 0.878 0.926

1993 1.031 1.217 1.100 1.113 1.162 1.110 1.326 1.146

1994 1.045 0.889 1.012 0.999 0.968 0.965 1.078 0.990

TABLE 23.1. Returns per dollar for each of eight investments over
several years. That is,$1 invested in US 3-Month T-Bills on January
1, 1973, was worth$1.075 on December 31, 1973.

1973 to 1994 for eight different possible investments: U.S. Three-Month T-Bills, U.S.
Government Long Bonds, S&P 500, Wilshire 5000 (a collection of small company
stocks), NASDAQ Composite, Lehman Brothers Corporate Bonds Index, EAFE (a
securities index for Europe, Asia, and the Far East), and Gold. LetRj(t) denote the
return on investmentj in year1972 + t. One way to estimate the meanERj is simply
to take the average of the historical returns:

ERj =
1
T

T∑
t=1

Rj(t).

There are two drawbacks to this simple formula. First, whatever happened in 1973
certainly has less bearing on the future than what happened in 1994. Hence, giving all
the past returns equal weight puts too much emphasis on the distant past at the expense
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of the recent past. A better estimate is obtained by using a discounted sum:

ERj =
∑T

t=1 p
T−tRj(t)∑T

t=1 p
T−t

.

Here,p is a discount factor. Puttingp = 0.9 gives a weighted average that puts more
weight on the most recent years. To see the effect of discounting the past, consider
the Gold investment. The unweighted average return is1.129, whereas the weighted
average is1.053. Most experts in 1995 felt that a5.3% return represented a more
realistic expectation than a12.9% return. In the results that follow, all expectations
are estimated by computing weighted averages usingp = 0.9.

The second issue concerns the estimation of means (not variances). An investment
that returns1.1 one year and0.9 the next has an (unweighted) average return of1, that
is, no gain or loss. However, one dollar invested will actually be worth(1.1)(0.9) =
0.99 at the end of the second year. While a1% error is fairly small, consider what
happens if the return is2.0 one year and then0.5 the next. Clearly, the value of one
dollar at the end of the two years is(2.0)(0.5) = 1, but the average of the two returns
is (2.0 + 0.5)/2 = 1.25. There is a very significant difference between an investment
that is flat and one that yields a25% return in two years. This is obviously an effect
for which a correction is required. We need to average2.0 and0.5 in such a way that
they cancel out—and this cancellation must work not only for2.0 and0.5 but for every
positive number and its reciprocal. The trick is to average the logarithm of the returns
(and then exponentiate the average). The logarithm has the correct effect of cancelling
a returnr and its reciprocal:

log r + log
1
r

= 0.

Hence, we estimate means from Table 23.1 using

ERj = exp

(∑T
t=1 p

T−t logRj(t)∑T
t=1 p

T−t

)
.

This estimate for Gold gives an estimate of its return at2.9%, which is much more in
line with the beliefs of experts (at least in 1995).

Table 23.2 shows the optimal portfolios for several choices ofµ. The correspond-
ing optimal values for the mean and standard deviation (which is defined as the square
root of the variance) are plotted in Figure 23.1. Lettingµ vary continuously generates
a curve of optimal solutions. This curve is called theefficient frontier. Any portfolio
that produces a mean–variance combination that does not lie on the efficient frontier
can be improved either by increasing its mean without changing the variance or by
decreasing the variance without changing the mean. Hence, one should only invest in
portfolios that lie on the efficient frontier.

Of course, the optimal portfolios shown in Table 23.2 were obtained by solving
(23.1). The rest of this chapter is devoted to describing an algorithm for solving qua-
dratic programs such as this one.
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µ Gold US Lehman NASDAQ S&P EAFE Mean Std.

3-Month Bros. Composite 500 Dev.

T-Bills Corp.

Bonds

0.0 1.000 1.122 0.227

0.1 0.603 0.397 1.121 0.147

1.0 0.876 0.124 1.120 0.133

2.0 0.036 0.322 0.549 0.092 1.108 0.102

4.0 0.487 0.189 0.261 0.062 1.089 0.057

8.0 0.713 0.123 0.117 0.047 1.079 0.037

1024.0 0.008 0.933 0.022 0.016 0.022 1.070 0.028

TABLE 23.2. Optimal portfolios for several choices ofµ.
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FIGURE 23.1. The efficient frontier.

2. The Dual

We have seen that duality plays a fundamental role in our understanding and
derivation of algorithms for linear programming problems. The same is true for qua-
dratic programming. Hence, our first goal is to figure out what the dual of a quadratic
programming problem should be.
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Quadratic programming problems are usually formulated as minimizations. There-
fore, we shall consider problems given in the following form:

(23.2)

minimize cTx+ 1
2x

TQx

subject toAx≥ b
x≥ 0.

Of course, we may (and do) assume that the matrixQ is symmetric (see Exercise
23.2). Note that we have also changed the sense of the inequality constraints from
our usual less-than to greater-than. This change is not particularly important—its only
purpose is to maintain a certain level of parallelism with past formulations (that is,
minimizations have always gone hand-in-hand with greater-than constraints, while
maximizations have been associated with less-than constraints).

In Chapter 5, we derived the dual problem by looking for tight bounds on the
optimal solution to the primal problem. This approach could be followed here, but
it seems less compelling in the context of quadratic programming. A more direct
approach stems from the connection between duality and the first-order optimality
conditions for the barrier problem that we examined in Chapter 16. Indeed, let us start
by writing down the barrier problem associated with (23.2). To this end, we introduce
a nonnegative vectorw of surplus variables and then subtract a barrier term for each
nonnegative variable to get the following barrier problem:

minimize cTx+ 1
2x

TQx− µ
∑

j log xj − µ
∑

i logwi

subject toAx− w = b.

Next, we introduce the Lagrangian:

f(x,w, y) = cTx+
1
2
xTQx− µ

∑
j

log xj − µ
∑

i

logwi

+yT (b−Ax+ w).

The first-order optimality conditions for the barrier problem are obtained by differen-
tiating the Lagrangian with respect to each of its variables and setting these derivatives
to zero. In vector notation, setting to zero the derivative with respect to thex variables
gives

c+Qx− µX−1e−AT y = 0.
Similarly, setting to zero the derivatives with respect to thew andy variables gives

−µW−1e+ y = 0
b−Ax+ w= 0,

respectively. As we did in our study of linear programming problems, we now intro-
duce a new vectorz given by

z = µX−1e.
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With this definition, the first-order optimality conditions can be summarized as

AT y + z −Qx= c

Ax− w= b

XZe= µe

YWe= µe.

From the last two conditions, we see that the dual problem involves ann-vector of
variablesz that are complementary to the primal variablesx and anm-vector of vari-
ablesy that are complementary to the primal slack variablesw. Because of these
complementarity conditions, we expect that the variablesy andz are constrained to
be nonnegative in the dual problem. Also, to establish the proper connection between
the first-order optimality conditions and the dual problem, we must recognize the first
condition as a dual constraint. Hence, the constraints for the dual problem are

AT y + z −Qx= c

y, z ≥ 0.

It is interesting to note that the dual constraints involve ann-vectorx that seems as
if it should belong to the primal problem. This may seem odd, but when understood
properly it turns out to be entirely harmless. The correct interpretation is that the
variablex appearing in the dual has, in principle, no connection to the variablex
appearing in the primal (except that, as we shall soon see, at optimality they will be
equal).

The barrier problem has helped us write down the dual constraints, but it does not
shed any light on the dual objective function. To see what the dual objective function
should be, we look at what it needs to be for the weak duality theorem to hold true. In
the weak duality theorem, we assume that we have a primal feasible solution(x,w)
and a dual feasible solution(x, y, z). We then follow the obvious chains of equalities:

yT (Ax) = yT (b+ w) = bT y + yTw

and

(AT y)Tx = (c− z +Qx)Tx = cTx− zTx+ xTQx.

Now, sinceyT (Ax) = (AT y)Tx, we see that

0 ≤ yTw + zTx= cTx+ xTQx− bT y

= (cTx+
1
2
xTQx)− (bT y − 1

2
xTQx).
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From this inequality, we see that the dual objective function isbT y− 1
2x

TQx. Hence,
the dual problem can be stated now as

maximize bT y − 1
2x

TQx

subject to AT y + z −Qx= c

y, z ≥ 0.

For linear programming, the fundamental connection between the primal and dual
problems is summarized in the Complementary Slackness Theorem. In the next sec-
tion, we shall derive a version of this theorem for quadratic programming.

3. Convexity and Complexity

In linear programming, the dual problem is important because it provides a cer-
tificate of optimality as manifest in the Complementary Slackness Theorem. Under
certain conditions, the same is true here. Let us start by deriving the analogue of the
Complementary Slackness Theorem. The derivation begins with a reiteration of the
derivation of the Weak Duality Theorem. Indeed, let(x,w) denote a feasible solution
to the primal problem and let(x̄, y, z) denote a feasible solution to the dual problem
(we have put a bar on the dualx to distinguish it from the one appearing in the pri-
mal). The chain of equalities that form the backbone of the proof of the Weak Duality
Theorem are, as always, obtained by writingyTAx two ways, namely,

yT (Ax) = (AT y)Tx,

and then producing the obvious substitutions

yT (Ax) = yT (b+ w) = bT y + yTw

and
(AT y)Tx = (c− z +Qx̄)Tx = cTx− zTx+ x̄TQx.

Comparing the ends of these two chains and using the fact that bothyTw andzTx are
nonnegative, we see that

(23.3) 0 ≤ yTw + zTx = cTx+ x̄TQx− bT y.

So far, so good.
Now, what about the Complementary Slackness Theorem? In the present context,

we expect this theorem to say roughly the following: given a solution(x∗, w∗) that is
feasible for the primal and a solution(x∗, y∗, z∗) that is feasible for the dual, if these
solutions make inequality (23.3) into an equality, then the primal solution is optimal
for the primal problem and the dual solution is optimal for the dual problem.

Let’s try to prove this. Let(x,w) be an arbitrary primal feasible solution. Weak
duality applied to(x,w) on the primal side and(x∗, y∗, z∗) on the dual side says that

cTx+ x∗TQx− bT y∗ ≥ 0.
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But for the specific primal feasible solution(x∗, w∗), this inequality is an equality:

cTx∗ + x∗TQx∗ − bT y∗ = 0.

Combining these, we get

cTx∗ + x∗TQx∗ ≤ cTx+ x∗TQx.

This is close to what we want, but not quite it. Recall that our aim is to show that the
primal objective function evaluated atx∗ is no larger than its value atx. That is,

cTx∗ +
1
2
x∗TQx∗ ≤ cTx+

1
2
xTQx.

It is easy to get from the one to the other. Starting from the desired left-hand side, we
compute as follows:

cTx∗ +
1
2
x∗TQx∗ = cTx∗ + x∗TQx∗ − 1

2
x∗TQx∗

≤ cTx+ x∗TQx− 1
2
x∗TQx∗

= cTx+
1
2
xTQx− 1

2
xTQx+ x∗TQx− 1

2
x∗TQx∗

= cTx+
1
2
xTQx− 1

2
(x− x∗)TQ(x− x∗).

The last step in the derivation is to drop the subtracted term on the right-hand side of
the last expression. We can do this if the quantity being subtracted is nonnegative.
But is it? In general, the answer is no. For example, ifQ were the negative of the
identity matrix, then the expression(x − x∗)TQ(x − x∗) would be negative rather
than nonnegative.

So it is here that we must impose a restriction on the class of quadratic program-
ming problems that we study. The correct assumption is thatQ is positive semidefinite.
Recall from Chapter 18 that a matrixQ is positive semidefiniteif

ξTQξ ≥ 0 for all ξ ∈ Rn.

With this assumption, we can finish the chain of inequalities and conclude that

cTx∗ +
1
2
x∗TQx∗ ≤ cTx+

1
2
xTQx.

Sincex was an arbitrary primal feasible point, it follows thatx∗ (together withw∗)
is optimal for the primal problem. A similar analysis shows thaty∗ (together withx∗

andz∗) is optimal for the dual problem (see Exercise 23.4).
A quadratic programming problem of the form (23.2) in which the matrixQ is

positive semidefinite is called aconvex quadratic programming problem. The discus-
sion given above can be summarized in the following theorem:
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THEOREM 23.1. For convex quadratic programming problems, given a solution
(x∗, w∗) that is feasible for the primal and a solution(x∗, y∗, z∗) that is feasible for
the dual, if these solutions make inequality(23.3) into an equality, then the primal
solution is optimal for the primal problem and the dual solution is optimal for the
dual problem.

To see how bad things are whenQ is not positive semidefinite, consider the fol-
lowing example:

(23.4)
minimize

∑
j xj(1− xj) +

∑
j cjxj

subject to0 ≤ xj ≤ 1, j = 1, 2, . . . , n.

We assume that the coefficients,cj , j = 1, 2, . . . , n, are small. To be precise, we
assume that

|cj | < 1, j = 1, 2, . . . , n.
Let f(x) denote the value of the objective function at pointx. Setting the gradient to
zero,

∇f(x) = e− 2x+ c = 0,
we see that there is one interior critical point. It is given by

x = (e+ c)/2

(the assumption thatc is small guarantees that thisx lies in the interior of the feasible
set:0 < x < 1). However, this critical point is a local maximum, since the matrix of
second derivatives is−2I. The algebraic details are tedious, but if we look at Figure
23.2, it is easy to be convinced that every vertex of the feasible set is a local minimum.
While this particular problem is easy to solve explicitly, it does indicate the essential
difficulty associated with nonconvex quadratic programming problems—namely, for
such problems one may need to check every vertex individually, and there may be an
exponential number of such vertices.

The situation for convex quadratic programming problems is much better, since
they inherit most of the properties that made linear programs efficiently solvable. In-
deed, in the next section, we derive an interior-point method for quadratic program-
ming problems.

4. Solution Via Interior-Point Methods

In this section, we derive an interior-point method for quadratic programming
problems. We start from the first-order optimality conditions, which we saw in the last
section are given by

AT y + z −Qx= c

Ax− w= b

XZe= µe

YWe= µe.
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x1

x2

FIGURE 23.2. The objective function for (23.4) in the case where
n = 2.

Following the derivation given in Chapter 17, we replace(x,w, y, z) with (x+∆x,w+
∆w, y + ∆y, z + ∆z) to get the following nonlinear system in(∆x,∆w,∆y,∆z):

AT ∆y + ∆z −Q∆x = c−AT y − z +Qx =: σ
A∆x−∆w = b−Ax+ w =: ρ

Z∆x+X∆z + ∆X∆Ze = µe−XZe
W∆y + Y∆w + ∆Y∆We = µe− YWe.

Next, we drop the nonlinear terms to get the following linear system for the step di-
rections(∆x,∆w,∆y,∆z):

AT ∆y + ∆z −Q∆x= σ

A∆x−∆w= ρ

Z∆x+X∆z = µe−XZe
W∆y + Y∆w= µe− YWe.

Following the reductions of Chapter 18, we use the last two equations to solve for∆z
and∆w to get

∆z = X−1(µe−XZe− Z∆x)

∆w = Y −1(µe− YWe−W∆y).



406 23. QUADRATIC PROGRAMMING

We then use these expressions to eliminate∆z and∆w from the remaining two equa-
tions in the system. After elimination, we arrive at the followingreduced KKT system:

AT ∆y − (X−1Z +Q)∆x= σ − µX−1e+ z(23.5)

A∆x+ Y −1W∆y = ρ+ µY −1e− w.(23.6)

Substituting in the definitions ofρ andσ and writing the system in matrix notation,
we get [

−(X−1Z +Q) AT

A Y −1W

][
∆x

∆y

]
=

[
c−AT y − µX−1e+Qx

b−Ax+ µY −1e

]
.

A summary of the algorithm is shown in Figure 23.3. It should be clear that
the quadratic term in the objective function plays a fairly small role. In fact, the
convergence analysis given in Chapter 17 can be easily adapted to yield analogous
results for quadratic programming problems (see Exercise 23.6).

5. Practical Considerations

For practical implementations of interior-point algorithms, we saw in Chapter 18
that the difficulties created by dense rows/columns suggest that we solve the reduced
KKT system using an equation solver that can handle symmetric indefinite systems
(such as those described in Chapter 19). Quadratic programming problems give us
even more reason to prefer the reduced KKT system. To see why, let us reduce the
system further to get a feel for the normal equations for quadratic programming.

If we use (23.5) to solve for∆x and then eliminate it from (23.6), we get

∆x = −(X−1Z +Q)−1
(
c−AT y +Qx− µX−1e−AT ∆y

)
and the associated system of normal equations (in primal form):(

A(X−1Z +Q)−1AT + Y −1W
)
∆y = b−Ax+ µY −1e

+A(X−1Z +Q)−1
(
c−AT y +Qx− µX−1e

)
.

As we saw in Chapter 18, the most significant disadvantage of the normal equations
is that they could involve a dense matrix even when the original constraint matrix is
sparse. For quadratic programming, this disadvantage is even more pronounced. Now
the matrix of normal equations has the nonzero pattern ofA(D +Q)−1AT , whereD
is a diagonal matrix. IfQ is a diagonal matrix, then this matrix appearing between
A andAT is diagonal, and the system has the same structure as we saw for linear
programming. But ifQ is not a diagonal matrix, then all hope for any sparsity in
A(D +Q)−1AT is lost.

Fortunately, however, the dual form of the normal equations is likely to retain
some sparsity. Indeed, to derive the dual form, we use (23.6) to solve for∆y and then
eliminate it from (23.5). The result is

∆y = YW−1
(
b−Ax+ µY −1e−A∆x

)
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initialize (x,w, y, z) > 0

while (not optimal){
ρ = b−Ax+ w

σ = c−AT y − z +Qx

γ = zTx+ yTw

µ = δ
γ

n+m
solve:[

−(X−1Z +Q) AT

A Y −1W

][
∆x

∆y

]
=

[
c−AT y − µX−1e+Qx

b−Ax+ µY −1e

]
.

∆z = X−1(µe−XZe− Z∆x)

∆w = Y −1(µe− YWe−W∆y)

θ = r

(
maxij

{
−∆xj

xj
,−∆wi

wi
,−∆yi

yi
,−∆zj

zj

})−1

∧ 1

x← x+ θ∆x, w ← w + θ∆w
y ← y + θ∆y, z ← z + θ∆z

}

FIGURE 23.3. The path-following method for quadratic program-
ming problems.

and

−
(
X−1Z +Q+ATYW−1A

)
∆x= c−AT y +Qx− µX−1e

−ATYW−1
(
b−Ax+ µY −1e

)
.

Now the matrix has a nonzero pattern ofATA+Q. This pattern is much more likely
to be sparse than the pattern we had above.

As mentioned earlier, there is significantly less risk of fill-in ifQ is diagonal. A
quadratic programming problem for whichQ is diagonal is called aseparable qua-
dratic programming problem. It turns out that every nonseparable quadratic program-
ming problem can be replaced by an equivalent separable version, and sometimes this
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replacement results in a problem that can be solved dramatically faster than the origi-
nal nonseparable problem. The trick reveals itself when we remind ourselves that the
problems we are studying are convex quadratic programs, and so we ask the question:
how do we know that the matrixQ is positive semidefinite? Or, more to the point, how
does the creator of the model know thatQ is positive semidefinite? There are many
equivalent characterizations of positive semidefiniteness, but the one that is easiest to
check is the one that says thatQ is positive semidefinite if and only if it can be factored
as follows:

Q = FTDF.

HereF is ak × n matrix andD is ak × k diagonal matrix having all nonnegative
diagonal entries. In fact, the model creator often started withF andD and then formed
Q by multiplying. In these cases, the matrixF will generally be less dense than
Q. And if k is substantially less thann, then the following substitution is almost
guaranteed to dramatically improve the solution time. Introduce new variablesy by
setting

y = Fx.

With this definition, the nonseparable quadratic programming problem (23.2) can be
replaced by the following equivalent separable one:

minimize cTx+ 1
2y

TDy

subject to Ax≥ b
Fx− y = 0

x≥ 0.

The cost of separation is the addition ofk new constraints. As we said before, ifk
is small and/orF is sparse, then we can expect this formulation to be solved more
efficiently.

To illustrate this trick, let us return to the Markowitz model. Recall that the qua-
dratic terms in this model come from the variance of the portfolio’s return, which is
given by

Var(R) = E(
∑

j

xjR̃j)2

=
T∑

t=1

p(t)

∑
j

xjR̃j(t)

2

.

Here,

p(t) =
pT−t∑T

s=1 p
T−s
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for t = 1, 2, . . . , T , and

R̃j(t) = Rj(t)−
T∑

t=1

p(t)Rj(t).

If we introduce the variables,

y(t) =
∑

j

xjR̃j(t), t = 1, 2, . . . , T,

then we get the following separable version of the Markowitz model:

maximize
∑

j

xjERj − µ
T∑

t=1

p(t)y(t)2

subject to
∑

j

xj = 1

y(t) =
∑

j xjR̃j(t), t = 1, 2, . . . , T,

xj ≥ 0 j = 1, 2, . . . , n.

Using specific data involving500 possible investments and20 historical time periods,
the separable version solves60 times faster than the nonseparable version using a
QP-solver called LOQO.

Exercises

23.1 Show that the gradient of the function

f(x) =
1
2
xTQx

is given by
∇f(x) = Qx.

23.2 Suppose thatQ is ann × n matrix that is not necessarily symmetric. Let
Q̃ = 1

2 (Q+QT ). Show that
(a) xTQx = xT Q̃x, for everyx ∈ Rn, and
(b) Q̃ is symmetric.

23.3 Penalty Methods.
(a) Consider the following problem:

minimize 1
2x

TQx

subject toAx = b,

whereQ is symmetric, positive semidefinite, and invertible (these last
two conditions are equivalent to saying thatQ is positive definite). By
solving the first-order optimality conditions, give an explicit formula
for the solution to this problem.
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(b) Each equality constraint in the above problem can be replaced by a
penalty termadded to the objective function. Penalty terms should be
small when the associated constraint is satisfied and become rapidly
larger as it becomes more and more violated. One choice of penalty
function is the quadratic function. Thequadratic penalty problemis
defined as follows:

minimize
1
2
xTQx+

λ

2
(b−Ax)T (b−Ax),

whereλ is a large real-valued parameter. Derive an explicit formula for
the solution to this problem.

(c) Show that, in the limit asλ tends to infinity, the solution to the quadratic
penalty problem converges to the solution to the original problem.

23.4 Consider a convex quadratic programming problem. Suppose that(x∗, w∗)
is a feasible solution for the primal and that(x∗, y∗, z∗) is a feasible solution
for the dual. Suppose further that these solutions make inequality (23.3) into
an equality. Show that the dual solution is optimal for the dual problem.

23.5 A real-valued functionf defined onRn is calledconvexif, for everyx, y ∈
Rn, and for every0 < t < 1,

f(tx+ (1− t)y) ≤ tf(x) + (1− t)f(y).

Show that the function

f(x) = cTx+
1
2
xTQx, x ∈ Rn,

is convex ifQ is positive semidefinite.

23.6 Extend the convergence analysis given in Chapter 17 so that it applies to con-
vex quadratic programming problems, and identify in particular any steps
that depend onQ being positive semidefinite.

23.7 Consider the quadratic programming problem given in the following form:

minimize cTx+ 1
2x

TQx

subject toAx ≥ b,

(i.e., without assuming nonnegativity of thex vector). Show that the formu-
las for the step directions∆x and∆y are given by the following reduced
KKT system:

(23.7)

[
−Q AT

A WY −1

][
∆x

∆y

]
=

[
c−AT y +Qx

b−Ax+ µY −1e

]
.
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Notes

The portfolio optimization model presented in Section 23.1 was first introduced
by Markowitz (1959). He received the 1990 Nobel Prize in Economics for this work.

Quadratic programming is the simplest class of problems from the subject called
nonlinear programming. Two excellent recent texts that cover nonlinear programming
are those by Bertsekas (1995) and Nash & Sofer (1996). The first paper that extended
the path-following method to quadratic programming was Monteiro & Adler (1989).
The presentation given here follows Vanderbei (1999).





CHAPTER 24

Convex Programming

In the last chapter, we saw that small modifications to the primal–dual interior-
point algorithm allow it to be applied to quadratic programming problems as long as
the quadratic objective function is convex. In this chapter, we shall go further and
allow the objective function to be a general (smooth) convex function. In addition,
we shall allow the feasible region to be any convex set given by a finite collection of
convex inequalities.

1. Differentiable Functions and Taylor Approximations

In this chapter, all nonlinear functions will be assumed to be twice differentiable,
and the second derivatives will be assumed continuous. We begin by reiterating a few
definitions and results that were briefly touched on in Chapter 16. First of all, given a
real-valued functionf defined on a domain inRn, the vector

∇f(x) =


∂f
∂x1

(x)
∂f
∂x2

(x)
...

∂f
∂xn

(x)


is called thegradientof f atx. The matrix

Hf(x) =


∂2f
∂x2

1
(x) ∂2f

∂x1∂x2
(x) · · · ∂2f

∂x1∂xn
(x)

∂2f
∂x2∂x1

(x) ∂2f
∂x2

2
(x) · · · ∂2f

∂x2∂xn
(x)

...
...

...
∂2f

∂xn∂x1
(x) ∂2f

∂xn∂x2
(x) · · · ∂2f

∂x2
n
(x)


is called theHessianof f at x. In dimensions greater than one, the gradient and
the Hessian are the analogues of the first and second derivatives of a function in one
dimension. In particular, they appear in the three-term Taylor series expansion off
about the pointx:

f(x+ ∆x) = f(x) +∇f(x)T ∆x+
1
2
∆xTHf(x)∆x+ rx(∆x).

413
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The last term is called the remainder term. The value of this expansion lies in the fact
that this remainder is small when∆x is small. To be precise, the remainder has the
following property:

lim
∆x→0

rx(∆x)
‖∆x‖2

= 0.

This result follows immediately from the one-dimensional three-term Taylor series
expansion applied tog(t) = f(x+ t∆x) and the chain rule (see Exercise 24.8).

2. Convex and Concave Functions

There are several equivalent definitions of convexity of a function. The definition
that is most expedient for our purposes is the multidimensional generalization of the
statement that a function is convex if its second derivative is nonnegative. Hence, we
say that a real-valued function defined on a domain inRn is convexif its Hessian is
positive semidefinite everywhere in its domain. A function is calledconcaveif its
negation is convex.

3. Problem Formulation

We shall study convex optimization problems posed in the following form:

minimize c(x)

subject toai(x) ≥ bi, i = 1, 2, . . . ,m.

Here, the real-valued functionc(·) is assumed to be convex, and them real-valued
functionsai(·) are assumed to be concave. This formulation is the natural extension
of the convex quadratic programming problem studied in the previous chapter, except
that we have omitted the nonnegativity constraints on the variables. This omission is
only a matter of convenience since, if a given problem involves nonnegative variables,
the assertion of their nonnegativity can be incorporated as part of them nonlinear
inequality constraints. Also note that once we allow for general concave inequality
constraints, we can take the right-hand sides to be zero by simply incorporating ap-
propriate shifts into the nonlinear constraint functions. Hence, many texts on convex
optimization prefer to formulate the constraints in the formai(x) ≥ 0. We have
left the constantsbi on the right-hand side for later comparisons with the quadratic
programming problem of the previous chapter. Finally, note that many convex and
concave functions become infinite in places and therefore have a natural domain that
is a strict subset ofRn. This issue is important to address when solving practical prob-
lems, but since this chapter is just an introduction to convex optimization, we shall
assume that all functions are finite on all ofRn.
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At times it will be convenient to use vector notation to consolidate them con-
straints into a single inequality. Hence, we sometimes express the problem as

minimize c(x)

subject toA(x) ≥ b,

whereA(·) is a function fromRn into Rm andb is a vector inRm. As usual, we letw
denote the slack variables that convert the inequality constraints to equalities:

minimize c(x)

subject toA(x)− w= b

w≥ 0.

4. Solution Via Interior-Point Methods

In this section, we derive an interior-point method for convex programming prob-
lems. We start by introducing the associated barrier problem:

minimize c(x)− µ
∑

i logwi

subject toai(x)− wi = bi, i = 1, 2, . . . ,m.

The Lagrangian for this problem is given by

L(x,w, y) = c(x)− µ
∑

i

logwi +
∑

i

yi(bi − ai(x) + wi).

Equating to zero the derivative ofL with respect to each of its variables, we get the
following set of first-order optimality conditions:

∂L

∂xj
=

∂c

∂xj
(x)−

∑
i

yi
∂ai

∂xj
(x) = 0, j = 1, 2, . . . , n,

∂L

∂wi
= − µ

wi
+ yi = 0, i = 1, 2, . . . ,m,

∂L

∂yi
= bi − ai(x) + wi = 0, i = 1, 2, . . . ,m.

The next step is to multiply theith equation in the middle set bywi and then replace
x with x+ ∆x, y by y + ∆y, andw byw + ∆w to get the following system:

∂c

∂xj
(x+ ∆x)−

∑
i

(yi + ∆yi)
∂ai

∂xj
(x+ ∆x) = 0, j = 1, 2, . . . , n,

−µ+ (wi + ∆wi)(yi + ∆yi) = 0, i = 1, 2, . . . ,m,
bi − ai(x+ ∆x) + wi + ∆wi = 0, i = 1, 2, . . . ,m.
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Now we view this set of equations as a nonlinear system in the “delta” variables and
linearize it by replacing each nonlinear function with its two-term Taylor series ap-
proximation. For example,∂c/∂xj(x+ ∆x) gets replaced with

∂c

∂xj
(x+ ∆x) ≈ ∂c

∂xj
(x) +

∑
k

∂2c

∂xj∂xk
(x)∆xk.

Similarly, ∂ai/∂xj(x+ ∆x) gets replaced with

∂ai

∂xj
(x+ ∆x) ≈ ∂ai

∂xj
(x) +

∑
k

∂2ai

∂xj∂xk
(x)∆xk.

Writing the resulting linear system with the delta-variable terms on the left and every-
thing else on the right, we get∑

k

(
− ∂2c

∂xj∂xk
+
∑

i

yi
∂2ai

∂xj∂xk

)
∆xk +

∑
i

∂ai

∂xj
∆yi =

∂c

∂xj
−
∑

i

yi
∂ai

∂xj

yi∆wi + wi∆yi = µ− wiyi∑
k

∂ai

∂xk
∆xk −∆wi = bi − ai + wi.

(Note that we have omitted the indication that the functionsc, ai, and their derivatives
are to be evaluated atx.)

As usual, the next step is to solve the middle set of equations for the∆wi’s and
then to eliminate them from the system. The reduced system then becomes∑

k

(
− ∂2c

∂xj∂xk
+
∑

i

yi
∂2ai

∂xj∂xk

)
∆xk +

∑
i

∂ai

∂xj
∆yi =

∂c

∂xj
−
∑

i

yi
∂ai

∂xj∑
k

∂ai

∂xk
∆xk +

wi

yi
∆yi = bi − ai +

µ

yi
,

and the equations for the∆wi’s are

∆wi = −wi

yi
∆yi +

µ

yi
− wi, i = 1, 2, . . . ,m.

At this point it is convenient to put the equations into matrix form. If we generalize our
familiar gradient notation by letting∇A(x) denote them × n matrix whose(i, j)th
entry is∂ai/∂xj(x), then we can write the above system succinctly as follows:
(24.1)[

−Hc(x) +
∑

i yiHai(x) ∇A(x)T

∇A(x) WY −1

][
∆x

∆y

]
=

[
∇c(x)−∇A(x)T y

b−A(x) + µY −1e

]
.

Now that we have step directions, the algorithm is easy to describe—just compute
step lengths that preserve strict positivity of thewi’s and theyi’s, step to a new point,
and iterate.
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5. Successive Quadratic Approximations

It is instructive to notice the similarity between the system given above and the
analogous system for the quadratic programming problem posed in the analogous form
(see Exercise 23.7). Indeed, a careful matching of terms reveals that the step direc-
tions derived here are exactly those that would be obtained if one were to form a certain
quadratic approximation at the beginning of each iteration of the interior-point algo-
rithm. Hence, the interior-point method can be thought of as asuccessive quadratic
programming algorithm. In order to write this quadratic approximation neatly, letx̄
and ȳ denote the current primal and dual variables, respectively. Then the quadratic
approximation can be written as

minimize c(x̄) +∇c(x̄)T (x− x̄)+ 1
2 (x− x̄)THc(x̄)(x− x̄)
− 1

2 (x− x̄)T (
∑

i yiHai(x̄)) (x− x̄)
subject toA(x̄) +∇A(x̄)(x− x̄) ≥ b.

To verify the equivalence, we first observe that this problem is a quadratic program
whose linear objective coefficients are given by

∇c(x̄)−Hc(x̄)x̄+

(∑
i

yiHai(x̄)

)
x̄,

whose quadratic objective coefficients are given by

Hc(x̄)−
∑

i

yiHai(x̄),

and whose right-hand side vector is given by

b−A(x̄) +∇A(x̄)x̄.

Substituting these expressions into the appropriate places in (23.7), we get (24.1).
Looking at the quadratic terms in the objective of the quadratic programming

approximation, we see that the objective is convex, since we assumed at that start that
c is convex, eachai is concave, and the dual variables multiplying the Hessians of the
constraint functions are all strictly positive.

6. Merit Functions

It is perhaps a little late to bring this up, but here’s a small piece of advice:always
test your knowledge on the simplest possible example.With that in mind, consider the
following trivial convex optimization problem:

minimize
√

1 + x2.

This problem has no constraints. Looking at the graph of the objective function, which
looks like a smoothed out version of|x|, we see that the optimal solution isx∗ = 0.
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What could be easier! There are noyi’s nor anywi’s and equation (24.1) becomes just

−Hc(x)∆x = ∇c(x),

wherec(x) =
√

1 + x2. Taking the first and second derivatives, we get

∇c(x) =
x√

1 + x2
and Hc(x) =

1
(1 + x2)3/2

.

Substituting these expressions into the equation for∆x and simplifying, we get that

∆x = −x(1 + x2).

Since there are no nonnegative variables that need to be kept positive, we can take
unshortened steps. Hence, lettingx(k) denote our current point andx(k+1) denote the
next point, we have that

x(k+1) = x(k) + ∆x = −(x(k))3.

That is, the algorithm says to start at any pointx(0) and then replace this point with
the negative of its cube, replace that with the negative of its cube, and so on.

The question is: does this sequence converge to zero? It is easy to see that the
answer is yes if|x(0)| < 1 but no otherwise. For example, if we start withx(0) = 1/2,
then the sequence of iterates is

k x(k)

0 0.50000000

1 -0.12500000

2 0.00195313

3 -0.00000001

If, on the other hand, we start atx(0) = 2, then we get the following wildly divergent
sequence:

k x(k)

0 2

1 -8

2 512

3 -134,217,728

Here is what goes wrong in this example. For problems without constraints, our algo-
rithm has an especially simple description:

From the current point, use the first three terms of a Taylor se-
ries expansion to make a quadratic approximation to the objective
function. The next point is the minimum of this quadratic approx-
imation function.
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FIGURE 24.1. The functionc(x) =
√

1 + x2 and its quadratic ap-
proximation atx = 2.

Figure 24.1 shows a graph of the objective function together with the quadratic ap-
proximation atx(0) = 2. It is easy to see that the next iterate is at−8. Also, the
further from zero that one starts, the more the function looks like a straight line and
hence the further the minimum will be to the other side.

How do we remedy this nonconvergence? The key insight is the observation
that the steps are always in the correct direction (i.e, a descent direction) but they
are too long—we need to shorten them. A standard technique for shortening steps in
situations like this is to introduce a function called amerit functionand to shorten steps
as needed to ensure that this merit function is always monotonically decreasing. For
the example above, and in fact for any unconstrained optimization problem, we can use
the objective function itself as the merit function. But, for problems with constraints,
one needs to use something a little different from just the objective function. For
example, one can use the logarithmic barrier function plus a constant times the square
of the Euclidean norm of the infeasibility vector:

Ψ(x,w) := c(x)−
∑

i

log(wi) + β‖b−A(x) + w‖2.

Here,β is a positive real number. One can show that forβ sufficiently large the step
directions are always descent directions for this merit function.

A summary of the algorithm is shown in Figure 24.2.
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initialize (x,w, y) so that(w, y) > 0

while (not optimal){
set up QP subproblem:

A = ∇A(x)

b = b−A(x) +∇A(x)x

c = ∇c(x)−Hc(x)x+ (
∑

i yiHai(x))x

Q = Hc(x)−
∑

i yiHai(x)

ρ = b−Ax+ w

σ = c−AT y +Qx

γ = yTw

µ = δ
γ

n+m
solve:[

−Q AT

A Y −1W

][
∆x

∆y

]
=

[
c−AT y +Qx

b−Ax− µY −1e

]
∆w = Y −1(µe− YWe−W∆y)

θ = r

(
maxij

{
−∆xj

xj
,−∆wi

wi
,−∆yi

yi

})−1

∧ 1

do{
xnew = x+ θ∆x,
wnew = w + θ∆w
ynew = y + θ∆y
θ ← θ/2

}while ( Ψ(xnew, wnew) ≥ Ψ(x,w) )

}

FIGURE 24.2. The path-following method for convex program-
ming problems.
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7. Parting Words

A story is never over, but every book must have an end. So, we stop here mindful
of the fact that there are many interesting things left unsaid and topics unexplored. We
hope we have motivated the reader to pursue the story further without our assistance—
by reading other books and/or research papers and even perhaps making his or her own
contributions. Cheers.

Exercises

24.1 Piecewise Linear Approximation.Given real numbersb1 < b2 < · · · < bk,
let f be a continuous function onR that is linear on each interval[bi, bi+1],
i = 0, 1, . . . , k (for convenience we letb0 = −∞ andbk+1 = ∞). Such a
function is calledpiecewise linearand the numbersbi are calledbreakpoints.
Piecewise linear functions are often used to approximate (continuous) non-
linear functions. The purpose of this exercise is to show how and why.
(a) Every piecewise linear function can be written as a sum of a constant

plus a linear term plus a sum of absolute value terms:

f(x) = d+ a0 +
k∑

i=1

ai|x− bi|.

Let ci denote the slope off on the interval[bi, bi+1]. Derive an explicit
expression for each of theaj ’s (includinga0) in terms of theci’s.

(b) In terms of theci’s, give necessary and sufficient conditions forf to be
convex.

(c) In terms of theaj ’s, give necessary and sufficient conditions forf to be
convex.

(d) Assuming thatf is convex and is a term in the objective function for
a linearly constrained optimization problem, derive an equivalent lin-
ear programming formulation involving at mostk extra variables and
constraints.

(e) Repeat the first four parts of this problem usingmax(x− bi, 0) in place
of |x− bi|.

24.2 Let f be the function of 2 real variables defined by

f(x, y) = x2 − 2xy + y2.

Show thatf is convex.

24.3 A functionf of 2 real variables is called amonomialif it has the form

f(x, y) = xmyn

for some nonnegative integersm andn. Which monomials are convex?
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24.4 Let φ be a convex function of a single real variable. Letf be a function
defined onRn by the formula

f(x) = φ(aTx+ b),

wherea is ann-vector andb is a scalar. Show thatf is convex.

24.5 Which of the following functions are convex (assume that the domain of the
function is all ofRn unless specified otherwise)?
(a) 4x2 − 12xy + 9y2

(b) x2 + 2xy + y2

(c) x2y2

(d) x2 − y2

(e) ex−y

(f) ex2−y2

(g) x2

y on{(x, y) : y > 0}

24.6 Given a symmetric square matrixA, the quadratic formxTAx =
∑

i,j aijxixj

generalizes the notion of the square of a variable. The generalization of the
notion of the fourth power of a variable is an expression of the form

f(x) =
∑

i,j,k,l

aijklxixjxkxl.

The four-dimensional array of numbersA = {aijkl : 1 ≤ i ≤ n, 1 ≤
j ≤ n, 1 ≤ k ≤ n, 1 ≤ l ≤ n} is called a4-tensor. As with quadratic
expressions, we may assume thatA is symmetric:

aijkl = ajkli = · · · = alkij

(i.e., giveni, j, k, l, all 4! = 24 premutations must give the same value for
the tensor).
(a) Give conditions on the 4-tensorA to guarantee thatf is convex.
(b) Suppose that some variables, sayyi’s, are related to some other vari-

ables, sayxj ’s, in a linear fashion:

yi =
∑

j

fijxj .

Express
∑

i y
4
i in terms of thexj ’s. In particular, give an explicit ex-

pression for the 4-tensor and show that it satisfies the conditions derived
in part (a).

24.7 Consider the problem

minimize ax1 + x2

subject to
√
ε2 + x2

1 ≤ x2.



NOTES 423

where−1 < a < 1.
(a) Graph the feasible set:

{
(x1, x2) :

√
ε2 + x2

1 ≤ x2

}
. Is the problem

convex?
(b) Following the steps in the middle of p. 391 of the text, write down the

first-order optimality conditions for the barrier problem associated with
barrier parameterµ > 0.

(c) Solve explicitly the first-order optimality conditions. Let(x1(µ), x2(µ))
denote the solution.

(d) Graph the central path,(x1(µ), x2(µ)), asµ varies from0 to∞.

24.8 Multidimensional Taylor’s series expansion.Given a functiong(t) defined
for real values oft, the three-term Taylor’s series expansion with remainder
is

g(t+ ∆t) = g(t) + g′(t)∆t+
1
2
g′′(t)∆t2 + rt(∆t).

The remainder term satisfies

lim
∆t→0

rt(∆t)
∆t2

= 0.

Let f be a smooth function defined onRn. Apply the three-term Taylor’s
series expansion tog(t) = f(x+ t∆x) to show that

f(x+ ∆x) = f(x) +∇f(x)T ∆x+
1
2
∆xTHf(x)∆x+ rx(∆x).

24.9 Consider the following convex programming problem:

minimize x2

subject tox2
1 + x2

2 ≤ 1.

(a) Find the quadratic subproblem if the current primal solution is(x̄1, x̄2) =
(1/2,−2/3) and the current dual solution is̄y = 2.

(b) Show that for arbitrary current primal and dual solutions, the feasible
set for the convex programming problem is contained within the feasi-
ble set for the quadratic approximation.

Notes

Interior-point methods for nonlinear programming can be traced back to the pio-
neering work of Fiacco & McCormick (1968). For more on interior-point methods for
convex programming, see Nesterov & Nemirovsky (1993) or den Hertog (1994).

The fact that the step directions are descent directions for the merit functionΨ is
proved in Vanderbei & Shanno (1999).





APPENDIX A

Source Listings

The algorithms presented in this book have all been implemented and are publicly
available from the author’s web site:

http://www.princeton.edu/˜rvdb/LPbook/

There are two variants of the simplex method: the two-phase method as shown
in Figure 6.1 and the self-dual method as shown in Figure 7.1. The simplex codes
require software for efficiently solving basis systems. There are two options: the eta-
matrix approach described in Section 8.3 and the refactorization approach described in
Section 8.5. Each of these “engines” can be used with either simplex method. Hence,
there are in total four possible simplex codes that one can experiment with.

There are three variants of interior-point methods: the path-following method as
shown in Figure 17.1, the homogeneous self-dual method shown in Figure 21.1 (mod-
ified to take long steps), and the long-step homogeneous self-dual method described
in Exercise 21.4 of Chapter 21.

The source code that implements the algorithms mentioned above share as much
common code as possible. For example, they all share the same input and output
routines (the input routine, by itself, is a substantial piece of code). They also share
code for the common linear algebra functions. Therefore, the difference between two
methods is limited primarily to the specific function that implements the method itself.

The total number of lines of code used to implement all of the algorithms is about
9000. That is too many lines to reproduce all of the code here. But the routines that
actually lay out the particular algorithms are fairly short, only about 300 lines each.
The relevant part of the self-dual simplex method is shown starting on the next page.
It is followed by a listing of the relevant part of the homogeneous self-dual method.

425



426 A. SOURCE LISTINGS

1. The Self-Dual Simplex Method

/****************************************************************
* Main loop *
****************************************************************/

for (iter=0; iter<MAX_ITER; iter++) {

/*************************************************************
* STEP 1: Find mu *
*************************************************************/

mu = -HUGE_VAL;
col_in = -1;
for (j=0; j<n; j++) {

if (zbar_N[j] > EPS2) {
if ( mu < -z_N[j]/zbar_N[j] ) {

mu = -z_N[j]/zbar_N[j];
col_in = j;

}
}

}
col_out = -1;
for (i=0; i<m; i++) {

if (xbar_B[i] > EPS2) {
if ( mu < -x_B[i]/xbar_B[i] ) {

mu = -x_B[i]/xbar_B[i];
col_out = i;
col_in = -1;

}
}

}
if ( mu <= EPS3 ) { /* OPTIMAL */

status = 0;
break;

}

if ( col_out >= 0 ) {

/*************************************************************
* -1 T *
* STEP 2: Compute dz = -(B N) e *
* N i *
* where i = col_out *
*************************************************************/

vec[0] = -1.0;
ivec[0] = col_out;
nvec = 1;

btsolve( m, vec, ivec, &nvec );

Nt_times_z( N, at, iat, kat, basicflag, vec, ivec, nvec,
dz_N, idz_N, &ndz_N );

/*************************************************************
* STEP 3: Ratio test to find entering column *
*************************************************************/

col_in = ratio_test( dz_N, idz_N, ndz_N, z_N, zbar_N, mu );

if (col_in == -1) { /* INFEASIBLE */
status = 2;
break;

}

/*************************************************************
* -1 *
* STEP 4: Compute dx = B N e *
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* B j *
* *
*************************************************************/

j = nonbasics[col_in];
for (i=0, k=ka[j]; k<ka[j+1]; i++, k++) {

dx_B[i] = a[k];
idx_B[i] = ia[k];

}
ndx_B = i;

bsolve( m, dx_B, idx_B, &ndx_B );

} else {

/*************************************************************
* -1 *
* STEP 2: Compute dx = B N e *
* B j *
*************************************************************/

j = nonbasics[col_in];
for (i=0, k=ka[j]; k<ka[j+1]; i++, k++) {

dx_B[i] = a[k];
idx_B[i] = ia[k];

}
ndx_B = i;

bsolve( m, dx_B, idx_B, &ndx_B );

/*************************************************************
* STEP 3: Ratio test to find leaving column *
*************************************************************/

col_out = ratio_test( dx_B, idx_B, ndx_B, x_B, xbar_B, mu );

if (col_out == -1) { /* UNBOUNDED */
status = 1;
break;

}

/*************************************************************
* -1 T *
* STEP 4: Compute dz = -(B N) e *
* N i *
* *
*************************************************************/

vec[0] = -1.0;
ivec[0] = col_out;
nvec = 1;

btsolve( m, vec, ivec, &nvec );

Nt_times_z( N, at, iat, kat, basicflag, vec, ivec, nvec,
dz_N, idz_N, &ndz_N );

}

/*************************************************************
* *
* STEP 5: Put t = x /dx *
* i i *
* _ _ *
* t = x /dx *
* i i *
* s = z /dz *
* j j *
* _ _ *
* s = z /dz *
* j j *
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*************************************************************/

for (k=0; k<ndx_B; k++) if (idx_B[k] == col_out) break;

t = x_B[col_out]/dx_B[k];
tbar = xbar_B[col_out]/dx_B[k];

for (k=0; k<ndz_N; k++) if (idz_N[k] == col_in) break;

s = z_N[col_in]/dz_N[k];
sbar = zbar_N[col_in]/dz_N[k];

/*************************************************************
* _ _ _ *
* STEP 7: Set z = z - s dz z = z - s dz *
* N N N N N N *
* _ _ *
* z = s z = s *
* i i *
* _ _ _ *
* x = x - t dx x = x - t dx *
* B B B B B B *
* _ _ *
* x = t x = t *
* j j *
*************************************************************/

for (k=0; k<ndz_N; k++) {
j = idz_N[k];
z_N[j] -= s *dz_N[k];
zbar_N[j] -= sbar*dz_N[k];

}

z_N[col_in] = s;
zbar_N[col_in] = sbar;

for (k=0; k<ndx_B; k++) {
i = idx_B[k];
x_B[i] -= t *dx_B[k];
xbar_B[i] -= tbar*dx_B[k];

}

x_B[col_out] = t;
xbar_B[col_out] = tbar;

/*************************************************************
* STEP 8: Update basis *
*************************************************************/

i = basics[col_out];
j = nonbasics[col_in];
basics[col_out] = j;
nonbasics[col_in] = i;
basicflag[i] = -col_in-1;
basicflag[j] = col_out;

/*************************************************************
* STEP 9: Refactor basis and print statistics *
*************************************************************/

from_scratch = refactor( m, ka, ia, a, basics, col_out, v );

if (from_scratch) {
primal_obj = sdotprod(c,x_B,basics,m) + f;
printf("%8d %14.7e %9.2e \n", iter, primal_obj, mu );
fflush(stdout);

}
}
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2. The Homogeneous Self-Dual Method

/****************************************************************
* Main loop *
****************************************************************/

for (iter=0; iter<MAX_ITER; iter++) {

/*************************************************************
* STEP 1: Compute mu and centering parameter delta.
*************************************************************/

mu = (dotprod(z,x,n)+dotprod(w,y,m)+phi*psi) / (n+m+1);

if (iter%2 == 0) {
delta = 0.0;

} else {
delta = 1.0;

}

/*************************************************************
* STEP 1: Compute primal and dual objective function values.
*************************************************************/

primal_obj = dotprod(c,x,n);
dual_obj = dotprod(b,y,m);

/*************************************************************
* STEP 2: Check stopping rule.
*************************************************************/

if ( mu < EPS ) {
if ( phi > EPS ) {

status = 0;
break; /* OPTIMAL */

}
else
if ( dual_obj < 0.0) {

status = 2;
break; /* PRIMAL INFEASIBLE */

}
else
if ( primal_obj > 0.0) {

status = 4;
break; /* DUAL INFEASIBLE */

}
else
{

status = 7; /* NUMERICAL TROUBLE */
break;

}
}

/*************************************************************
* STEP 3: Compute infeasibilities.
*************************************************************/

smx(m,n,A,kA,iA,x,rho);
for (i=0; i<m; i++) {

rho[i] = rho[i] - b[i]*phi + w[i];
}
normr = sqrt( dotprod(rho,rho,m) )/phi;
for (i=0; i<m; i++) {

rho[i] = -(1-delta)*rho[i] + w[i] - delta*mu/y[i];
}

smx(n,m,At,kAt,iAt,y,sigma);
for (j=0; j<n; j++) {

sigma[j] = -sigma[j] + c[j]*phi + z[j];
}
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norms = sqrt( dotprod(sigma,sigma,n) )/phi;
for (j=0; j<n; j++) {

sigma[j] = -(1-delta)*sigma[j] + z[j] - delta*mu/x[j];
}

gamma = -(1-delta)*(dual_obj - primal_obj + psi) + psi - delta*mu/phi;

/*************************************************************
* Print statistics.
*************************************************************/

printf("%8d %14.7e %8.1e %14.7e %8.1e %8.1e \n",
iter, primal_obj/phi+f, normr,

dual_obj/phi+f, norms, mu );
fflush(stdout);

/*************************************************************
* STEP 4: Compute step directions.
*************************************************************/

for (j=0; j<n; j++) { D[j] = z[j]/x[j]; }
for (i=0; i<m; i++) { E[i] = w[i]/y[i]; }

ldltfac(n, m, kAt, iAt, At, E, D, kA, iA, A, v);

for (j=0; j<n; j++) { fx[j] = -sigma[j]; }
for (i=0; i<m; i++) { fy[i] = rho[i]; }

forwardbackward(E, D, fy, fx);

for (j=0; j<n; j++) { gx[j] = -c[j]; }
for (i=0; i<m; i++) { gy[i] = -b[i]; }

forwardbackward(E, D, gy, gx);

dphi = (dotprod(c,fx,n)-dotprod(b,fy,m)+gamma)/
(dotprod(c,gx,n)-dotprod(b,gy,m)-psi/phi);

for (j=0; j<n; j++) { dx[j] = fx[j] - gx[j]*dphi; }
for (i=0; i<m; i++) { dy[i] = fy[i] - gy[i]*dphi; }

for (j=0; j<n; j++) { dz[j] = delta*mu/x[j] - z[j] - D[j]*dx[j]; }
for (i=0; i<m; i++) { dw[i] = delta*mu/y[i] - w[i] - E[i]*dy[i]; }
dpsi = delta*mu/phi - psi - (psi/phi)*dphi;

/*************************************************************
* STEP 5: Compute step length (long steps).
*************************************************************/

theta = 0.0;
for (j=0; j<n; j++) {

if (theta < -dx[j]/x[j]) { theta = -dx[j]/x[j]; }
if (theta < -dz[j]/z[j]) { theta = -dz[j]/z[j]; }

}
for (i=0; i<m; i++) {

if (theta < -dy[i]/y[i]) { theta = -dy[i]/y[i]; }
if (theta < -dw[i]/w[i]) { theta = -dw[i]/w[i]; }

}
theta = MIN( 0.95/theta, 1.0 );

/*************************************************************
* STEP 6: Step to new point
*************************************************************/

for (j=0; j<n; j++) {
x[j] = x[j] + theta*dx[j];
z[j] = z[j] + theta*dz[j];

}
for (i=0; i<m; i++) {

y[i] = y[i] + theta*dy[i];
w[i] = w[i] + theta*dw[i];
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}
phi = phi + theta*dphi;
psi = psi + theta*dpsi;

}





Answers to Selected Exercises

1.3: See Exercise 2.19.
2.1: (x1, x2, x3, x4) = (2, 0, 1, 0), ζ = 17.
2.2: (x1, x2) = (1, 0), ζ = 2.
2.3: (x1, x2, x3) = (0, 0.5, 1.5), ζ = −3.
2.4: (x1, x2, x3) = (0, 1, 0), ζ = −3.
2.5: (x1, x2) = (2, 1), ζ = 5.
2.6: Infeasible.
2.7: Unbounded.
2.8: (x1, x2) = (4, 8), ζ = 28.
2.9: (x1, x2, x3) = (1.5, 2.5, 0), ζ = 10.5.
2.10: (x1, x2, x3, x4) = (0, 0, 0, 1), ζ = 9.
2.11: (x12, x13, x14, x23, x24, x34) = (1, 0, 0, 1, 0, 1), ζ = 6.
7.1: (1) x∗ = (2, 4, 0, 0, 0, 0, 8), ξ∗ = 14. (2) x∗ unchanged,ξ∗ = 12.2. (3)
x∗ = (0, 8, 0, 0, 0, 10, 10), ξ∗ = 16.

7.2: ∆c1 ∈ (−∞, 1.2], ∆c2 ∈ [−1.2,∞), ∆c3 ∈ [−1, 9], ∆c4 ∈ (−∞, 2.8].
9.1: (x1, x2) = (0, 5).
9.2: (x1, x2, x3, x4, x5, x6, x7, x8) = (0, 6, 1, 15, 2, 1, 0, 0).
10.5: The fundamental theorem was proved only for problems in standard

form. The LP here can be reduced to standard form.
11.1: A should hidea or b with probabilitiesb/(a+ b) anda/(a+ b), respec-

tively. B should hidea or b with equal probability.
11.3: [

2 −4

−3 6

]
12.1: Slope =2/7, intercept =1.
12.2: Slope =1/2, intercept =0.
12.7: (2) 340. (3) x∗ is chosen so that the number of months in which extra

workers will be used is equal to the number of months in the cycle (12) times
the inhouse employee cost ($17.50) divided by the outhouse employee cost
($25) rounded down to the nearest integer.

12.8: UsingL1, g = 8.976. With L2, g = 8.924.
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13.6: The optimal spanning tree consists of the following arcs:

{(a, b), (b, c), (c, f), (f, g), (d, g), (d, e), (g, h)}.
The solution is not unique.

16.1: x1 =
(
1 + 2µ+

√
1 + 4µ2

)
/2,

x2 =
(
1− 2µ+

√
1 + 4µ2

)
/2

= 2µ/
(
−(1− 2µ) +

√
1 + 4µ2

)
.

16.2: Let c = cos θ. If c 6= 0, thenx1 =
(
c− 2µ+

√
c2 + 4µ2

)
/2c, else

x1 = 1/2. Formula forx2 is the same except thatcos θ is replaced bysin θ.
16.3: max{cTx+

∑
j rj log xj +

∑
i si logwi : Ax ≤ b, x ≥ 0}.

17.1: Usingδ = 1/10 andr = 9/10:

(1) x= (545, 302, 644)/680, y = (986, 1049)/680,

w= (131, 68)/680, z = (572, 815, 473)/680.

(2) x= (3107, 5114, 4763)/4250, y = (4016, 425)/4250,

w= (2783, 6374)/4250, z = (3692, 1685, 2036)/4250.

(3) x= (443, 296)/290, y = (263, 275, 347)/290,

w= (209, 197, 125)/290, z = (29, 176)/290.

(4) x= (9, 12, 8, 14)/10, y = (18)/10,

w= (1)/10, z = (9, 6, 11, 5)/10.
19.1:

L =



1

1

−1 1

−1 1

−1 1


, D =



2

1

0

1

0


.

19.3:

L =



1

1

− 1
3 1

−1 1

− 6
7

1
3 1


, D =



−2

−3
7
3

3

− 64
21


.
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Gill, P., Murray, W., Ponceléon, D. & Saunders, M. (1992), ‘Preconditioners for in-
definite systems arising in optimization’,SIAM Journal on Matrix Analysis and
Applications13(1), 292–311. 331

Goldfarb, D. & Reid, J. (1977), ‘A practicable steepest-edge simplex algorithm’,
Mathematical Programming12, 361–371. 150

Golub, G. & VanLoan, C. (1989),Matrix Computations, 2 edn, The Johns Hopkins
University Press, Baltimore, MD. 150

Gonin, R. & Money, A. (1989),NonlinearLp-Norm Estimation, Marcel Dekker, New
York-Basel. 208

Gordan, P. (1873), ‘̈Uber die Aufl̈osung linearer Gleichungen mit reelen Coefficien-
ten’, Mathematische Annalen6, 23–28. 171

Hall, L. & Vanderbei, R. (1993), ‘Two-thirds is sharp for affine scaling’,OR Letters
13, 197–201. 346

Harris, P. (1973), ‘Pivot selection methods of the Devex LP code’,Mathematical Pro-
gramming5, 1–28. 150

Hemp, W. (1973),Optimum Structures, Clarendon Press, Oxford. 272
Hillier, F. & Lieberman, G. (1977),Introduction to Mathematical Programming, 2

edn, McGraw-Hill, New York. 11
Hitchcock, F. (1941), ‘The distribution of a produce from several sources to numerous

localities’,Journal of Mathematical Physics20, 224–230. 257
Hoffman, A. (1953), Cycling in the simplex algorithm, Technical Report Report 2974,

National Bureau of Standards. 43
Howard, R. (1960),Dynamic Programming and Markov Processes, John Wiley and

Sons, New York. 257
Huard, P. (1967), Resolution of mathematical programming with nonlinear constraints

by the method of centers,in J. Abadie, ed., ‘Nonlinear Programming’, North-
Holland, Amsterdam, pp. 209–219. 289

Jensen, P. & Barnes, J. (1980),Network Flow Programming, John Wiley and Sons,
New York. 240

John, F. (1948), Extremum problems with inequalities as subsidiary conditions,in
K. Fredrichs, O. Neugebauer & J. Stoker, eds, ‘Studies and Essays: Courant An-
niversary Volume’, Wiley Interscience, New York, pp. 187–204. 313

Kantorovich, L. (1960), ‘Mathematical methods in the organization and planning of
production’,Management Science6, 550–559. Original Russian version appeared



Bibliography 439

in 1939. 10
Karlin, S. (1959),Mathematical Methods and Theory in Games, Programming, and

Economics, Vol. 1 and 2, Addison-Wesley, Reading, MA. 187
Karmarkar, N. (1984), ‘A new polynomial time algorithm for linear programming’,

Combinatorica4, 373–395. 289, 306, 346
Karush, W. (1939), Minima of functions of several variables with inequalities as side

conditions, Technical report, M.S. Thesis, Department of Mathematics, University
of Chicago. 313

Kennington, J. & Helgason, R. (1980),Algorithms for Network Programming, John
Wiley and Sons, New York. 240

Khachian, L. (1979), ‘A polynomial algorithm in linear programming’,Doklady
Academiia Nauk SSSR244, 191–194. In Russian. English Translation:Soviet Math-
ematics Doklady20: 191-194. 54, 306

Klee, V. & Minty, G. (1972), How good is the simplex algorithm?,in O. Shisha, ed.,
‘Inequalities–III’, Academic Press, New York, pp. 159–175. 53

Kojima, M., Mizuno, S. & Yoshise, A. (1989), A primal-dual interior point algorithm
for linear programming,in N. Megiddo, ed., ‘Progress in Mathematical Program-
ming’, Springer-Verlag, New York, pp. 29–47. 306
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